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Abstract

Materials are an essential component of realistic three-dimensional (3D) com-
puter graphics. Each material model offers a set of parameters to control every
aspect of its appearance. Choosing the right material parameters to obtain a
desired look requires some experience.

The appearance of a material is also affected by the shape of the object. We
present a broad exploratory study of the influence of shape on material per-
ception, using a same/different pair comparison experiment. The influence was
found to be significant enough to cause a noticeable difference in the perceived
material. While most traditional material editing tools visualize materials on
a sphere, analysis of the psychometric function showed that this shape is the
least discriminating. Suggested improvements include the use of one of the
more discriminating objects examined, or ideally a visualization on the target
shape directly.

An alternative solution is to compensate for the influence of shape on ma-
terial perception. The influence was measured using cue combination in a
2-alternative forced choice (2AFC) experiment. The influence was found to
cause a constant shift in perception, dependent only on the shape. By applying
the opposite shift to the input material, the accurate perception of the material
can be restored. As a proof of concept, this correction was built into an existing
material editing tool.

In the final part of this dissertation we consider how a scene can be obser-
ved indirectly through reflections in glossy materials. The concept of visual
equivalence was applied to assess the fidelity of dynamic scenes with distorted
reflections. Appearance properties such as shape, motion, and lighting were
judged using same/different and 2AFC experimental designs. Rotating objects
were found to yield equivalence for small distortions. Equivalence for trans-
lating objects depends on the plausible motion of highlights and reflections
produced by the illumination interpolation method.

Throughout this dissertation, we have combined well-thought-out experimen-
tal designs and thorough statistical analyses. By using high-quality photorea-
listic rendering techniques, such as differential rendering, global illumination,
and image-based lighting, we ensure that our results are directly generalizable
to a wide range of real and virtual applications.
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Samenvatting

Materialen zijn een essentiële component van realistische, driedimensionale
(3D) computergrafieken. Elk materiaalmodel biedt een reeks parameters om
ieder aspect van het uitzicht te regelen. Het vereist wat ervaring om de juiste
materiaalparameters te kiezen voor een gewenst resultaat.

Het uitzicht van een materiaal wordt ook bëınvloed door de vorm van het
voorwerp. We bespreken een brede, exploratieve studie over de invloed van
vorm op materiaalwaarneming, gebruik makend van een gelijk-of-verschillend
experiment met paarsgewijze vergelijkingen. De invloed blijkt voldoende signi-
ficant om een merkbaar verschil te veroorzaken in het waargenomen materiaal.
Hoewel de meeste traditionele programma’s voor materiaalbewerking de ma-
terialen visualiseren op een bol, blijkt uit een analyse van de psychometrische
functie dat deze vorm het minst discriminerend is. Voorgestelde verbeteringen
zijn het gebruik van een meer discriminerend voorwerp, of ideaal een recht-
streekse visualisatie op de bedoelde vorm.

Een alternatieve oplossing bestaat erin de invloed van vorm op materiaal-
waarneming te compenseren. De invloed werd opgemeten door combinatie
van de materiaal- en vorm-informatiebronnen (cue combination) in een expe-
riment met gedwongen keuze uit twee alternatieven (2-alternative forced choi-
ce, 2AFC). De opgemeten invloed blijkt een constant verschil in waarneming
te veroorzaken, enkel afhankelijk van de vorm. Door het invoermateriaal in
de tegengestelde richting aan te passen, kan het materiaal opnieuw accuraat
waargenomen worden. Als demonstratie werd deze oplossing ingebouwd in een
bestaand programma voor materiaalbewerking.

In het laatste deel van deze dissertatie beschouwen we hoe men een scène
onrechtstreeks kan observeren in reflecties in glanzende materialen. Het begrip
“visuele equivalentie” werd toegepast om de waarheidsgetrouwheid te bepa-
len van dynamische scènes met vervormde reflecties. Eigenschappen van het
uitzicht, zoals vorm, beweging en belichting, werden beoordeeld in gelijk-of-
verschillend en 2AFC experimentele ontwerpen. Ronddraaiende voorwerpen
vertonen equivalentie voor kleine vervormingen. Equivalentie van translerende
voorwerpen is afhankelijk van de geloofwaardige beweging van glans en reflec-
ties geproduceerd door de interpolatiemethode voor de belichting.

In deze dissertatie hebben we doordachte experimentele ontwerpen en gron-
dige statistische analyses gemaakt. Dankzij kwalitatieve technieken voor foto-
realistische beeldsynthese, zoals differentiële beeldsynthese, globale belichting
en beeldgebaseerde belichting, kunnen we onze resultaten rechtstreeks veralge-
menen tot een brede waaier van reële en virtuele toepassingen.
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Chapter 1

Introduction

1.1 Human Visual Perception of Materials in

Realistic Computer Graphics

The goal of computer graphics is to create computer-generated imagery (CGI)
for visual media such as movies, computer games, printed media, and scientific
visualization. The images often depict a three-dimensional (3D) scene in a
realistic way.

These visual media are intended to be “consumed” by people, not animals
or other computers. It is logical that CGI is optimized for people, taking into
account human visual perception. The senses all have limits and flaws, and
not every sensory cue is equally important. These properties are exploited in
perception-driven computer graphics.

An image of a real or virtual 3D scene is defined by four basic components:

Geometry: the shape and location of the objects visible in the scene,

Material: the material properties of the objects,

Lighting: the properties of the light sources,

Camera: the viewpoint.

We use the same natural segmentation for reasoning about our environment,
for defining 3D scenes in computer graphics, and for studying the perception
of 3D scenes.

Temporal variations in any of these components can create motion in a video
sequence, but some types of motion are more common than others:

Geometry: elastic or plastic deformation of objects, objects moving relative to
each other,

Material: discoloration and weathering effects,

Lighting: brightening or dimming, changing color,

Camera: moving, zooming, focusing, changing exposure.

1



Chapter 1 Introduction

Unfortunately these components often cannot be teased apart from an image
anymore, not by a machine and sometimes not even by a person, no matter how
many assumptions and experience is used. Visual perception of any component
can be influenced strongly by the other three.

Visual perception of a scene is usually studied in terms of separate com-
ponents, or in terms of the influence of one component on the perception of
another. In this dissertation we study the perception of materials, how it is
influenced by shape, how this influence can be compensated to restore a more
accurate impression of the material, and how other scene components are per-
ceived through the filter of a material.

1.2 Contributions

The main contributions of this dissertation are the following:

• The influence of shape on material perception was thoroughly studied.
The influence was found to be significant enough to cause a noticeable
difference in the perceived material. While most traditional material
editing tools visualize materials on a sphere, this shape was found to be
the least discriminating. Suggested improvements include the use of one
of the more discriminating objects examined, or ideally a visualization on
the target object directly. This work was the result of a collaboration with
Jurgen Laurijssen and Philip Dutré (Katholieke Universiteit Leuven) and
was presented as a full paper at the ACM SIGGRAPH 2007 conference.

• The influence of shape on material perception was quantified for a number
of shapes. The influence was found to cause a constant shift in perception,
dependent only on shape. By applying the opposite shift to the input
material, the accurate perception of the material can be restored. As
a proof of concept, this correction was built into an existing material
editing tool. This work was presented as a full paper at the Symposium
on Applied Perception in Graphics and Visualization (APGV 2008).

• A scene can be observed indirectly through reflections in glossy shapes.
The concept of visual equivalence was recently introduced to study the
fidelity of images where the reflections of the scene are distorted. We ex-
panded the concept of visual equivalence to dynamic scenes, for the types
of motion most common in the application domain of interactive realistic
3D games. The main conclusion is that one of the most common reflec-
tion techniques does not yield visual equivalence, while a conceptually
and computationally simple modification does. This work was the result
of a collaboration with James A. Ferwerda (Rochester Institute of Tech-
nology), Timothy S. Condon and Kavita Bala (Cornell University), and
Roeland Schoukens and Philip Dutré (Katholieke Universiteit Leuven).
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1.3 Overview

• We have demonstrated several times that experience in computer graphics
has no significant effect on the accuracy of judging material characteris-
tics. Graphics researchers are adept at visual examination of simulated
materials, but including them in the experiments did not skew the results
or conclusions. Disappointing though it may be for those researchers, it
confirms that our conclusions apply to even the most careful observers.

• We have consistently tried to use well-thought-out experimental designs
and thorough analyses, providing arguments for each design decision. We
have raised the bar for rendering quality in perceptual experiments. Our
efforts have inspired others to approach their perceptual studies with a
similar attitude.

• Our experiments mainly take advantage of computer graphics because it
has become more feasible to model and render realistic virtual stimuli
than to construct and photograph real ones. With renderings as realistic
as photographs, our results are directly generalizable to a wide range of
real and virtual applications.

A detailed discussion of our contributions is provided in Chapter 6. A com-
plete list of publications can be found on page 97.

1.3 Overview

This dissertation is organized as follows:

Chapter 2 introduces the basic elements of perception and psychophysics, the
optics of light and materials, and realistic 3D computer graphics. This
chapter also provides an overview of the state-of-the-art in material per-
ception research.

Chapter 3 presents the study of material perception and how it can be influ-
enced by shape. Suggestions are provided for avoiding or minimizing the
effect in the context of material editing tools.

Chapter 4 presents a method for quantitative measurement of the influence of
shape on material perception. Furthermore, a technique is demonstrated
to counteract the effect and restore a more accurate perception of the
material.

Chapter 5 approaches material perception as an important aspect of scene
perception. Reflections of the scene in an object provide a filtered and
more forgiving view of the scene. The concept of visual equivalence, an
alternative to overly strict quality metrics, is examined in dynamic scenes
with different types of motion.

3



Chapter 1 Introduction

Chapter 6 presents general conclusions and provides an outlook on future work
and open questions.

1.4 Notes

The stimulus images and animations in the various experiments were presented
on cathode ray tube (CRT) or liquid crystal display (LCD) monitors in normal
office lighting conditions. The images in this dissertation should ideally be
viewed in similar conditions. A high quality monitor or high quality printing
should be sufficient to achieve the intended effects, at least qualitatively. The
animations can only be represented in this dissertation by a few representative
frames, but should be viewed in full to convey the intended effects. All images
and animations are freely available on their respective project pages, accessible
from http://graphics.cs.kuleuven.be/publications/VangorpPhD/.

4



Chapter 2

Human Visual Perception of
Materials in Realistic Computer
Graphics

2.1 Introduction

This chapter briefly outlines the different research domains relevant to this dis-
sertation, including perception, psychophysics, optics, and computer graphics.
We will introduce the basic principles of each domain and explain key concepts
that will appear in later chapters.

Overview

Section 2.2 introduces the basic concepts of human visual perception and how
it can be studied using psychophysics. Section 2.3 explains the optical proper-
ties of light and materials relevant to computer graphics, and their perceptual
counterparts. Section 2.4 summarizes the most important aspects of computer
graphics, specifically in realistic three-dimensional (3D) rendering. Section 2.5
presents a detailed overview of related work in material perception.

2.2 Human Visual Perception

We observe the world around us by sampling inputs from the environment
using our sensory organs and processing those signals in our brain to obtain
useful information. This whole process is called perception. One of our most
important senses is vision, as evidenced by the highly evolved human visual
system (HVS), the wetware of visual perception. It includes the optics and
photoreceptors in the eye, and the visual cortex, the large area of the brain
responsible for visual processing.

5



Chapter 2 Human Visual Perception of Materials in Realistic Computer Graphics

2.2.1 Bottom-Up vs. Top-Down Processing

Research in experimental perceptual psychology and its applications in com-
puter graphics can generally be divided into bottom-up and top-down process-
ing:

Bottom-up processing: Many low-level visual processes act as 2D image pro-
cessing filters on isolated low-level properties of the visual input, such as
luminance or color. Their properties and limitations can explain certain
visual perceptual phenomena, including visual acuity, contrast sensitiv-
ity, and color vision. These processes can often be explained from neu-
robiological principles. Most of these limitations have been exploited to
accelerate rendering algorithms [Ramasubramanian et al., 1999].

Top-down processing: High-level cognitive visual processes, such as scene in-
terpretation and object recognition, take the results of low-level process-
ing and perform inferences from context, prior knowledge, and experience
to construct a 3D mental scene. This information can in turn influence
bottom-up processes through feedback mechanisms. Many of these pro-
cesses have not yet been explained from neurobiological principles but
can be studied as a whole on a psychological level. To apply such com-
plex perceptual phenomena in computer graphics, focused experiments
are tailored specifically to the intended application.

2.2.2 Psychophysics

All good science is based on measurement, but how can abstract concepts be
measured in psychology, perception, and cognition? The field of perceptual
psychology has developed psychophysics, the science that relates psychological
phenomena of subjective perception to objective physical quantities by conduct-
ing perceptual experiments. Many techniques evolved in parallel with psycho-
metrics, the science that measures intelligence, personality, and other abstract
concepts that cannot be quantified by objective physical measurement. This
section summarizes the introductory topics found in standard reference works
such as [Guilford, 1954], [Baird and Noma, 1978], [Nunnally and Bernstein,
1994], and [Gescheider, 1997].

Participants in perceptual experiments are historically called “subjects”, but
lately the politically correct terms “observer” or “participant” are often used.
Stimuli in visual perception can be images, animations, or even interactive
displays. Stimuli should be created with meticulously controlled physical prop-
erties. A trial consists of presenting one or more stimuli, posing a question
or task to the observer, and recording the response of the observer. When a
single trial requires multiple stimuli, they can be presented at different spatial
locations (e.g., positions on the screen) or as a sequence in time. The term
“interval” as a synonym for “stimulus” originated from these timed sequences.

6



2.2 Human Visual Perception

In each trial, the stimuli will elicit a certain sensation in the observer, and
the task is designed to assess this sensation: the response should be a good
indicator of the sensation.

In perceptual experiments, stimuli with controlled physical properties will
elicit psychological responses according to some statistical probability model.
By conducting a sufficient number of trials and analyzing the stimulus-response
pairs, this statistical model can be discovered. This model predicts the probabil-
ity of a certain response, given a certain stimulus. In other words, it constitutes
a quantitative measurement of an abstract phenomenon.

Established psychophysical methods exist for measuring either the thresholds
of perception or the level of perception along a scale of stimulus intensities.

2.2.2.1 Threshold Methods

The limit of perception is commonly called the threshold or historically also the
limen. There are 2 types of thresholds:

Detection Thresholds: The absolute stimulus intensity required for observers
to be able to perceive the presence of a stimulus.

Discrimination Thresholds: The difference in stimulus intensity required for
observers to be able to perceive a difference between stimuli. This type
is often called the just noticeable difference.

They can be estimated using the following methods:

Method of Adjustment: For detection thresholds, observers increase the con-
tinuous stimulus intensity until the stimulus is first detected, or decrease it
until it is no longer detected. For discrimination thresholds, observers ad-
just the continuous stimulus intensity until the test stimulus first matches,
or no longer matches, a reference stimulus.

Method of Limits: For detection thresholds, observers indicate whether they
detect the stimulus. For discrimination thresholds, observers judge whether
the test stimulus intensity is larger or smaller than a reference stimulus.
Subsequent stimuli are chosen by the experimenter to converge towards
the threshold. Staircase methods [Cornsweet, 1962; Watson and Pelli,
1983] automatically select the statistically optimal next stimulus.

Method of Constant Stimuli: For detection thresholds, observers indicate whether
they detect the stimulus. For discrimination thresholds, observers judge
whether the test and reference stimulus intensities are the same or differ-
ent. This task is similar to the method of limits, but subsequent stimuli
are now randomly selected, independent of previous trials. The experi-
mental design is often n-alternative forced choice (nAFC), meaning ob-
servers select one out of n presented alternative answers, with common

7



Chapter 2 Human Visual Perception of Materials in Realistic Computer Graphics
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Figure 2.1: An example of the psychometric function.

values for n between 2 and 8. If the possible answers are the multiple
stimuli presented in a single trial, this task is also known as n-interval
forced choice (nIFC). If two stimuli are presented, observers can alterna-
tively be asked whether the stimuli are the same or different. If only one
stimulus is presented, observers can be asked whether it meets a given
criterion. Examples of the method of constant stimuli for discrimination
thresholds are the same/different design in Chapter 3 and both the 2AFC
and same/different designs in Chapter 5.

The method of adjustment directly produces the threshold, and the method
of limits converges towards it. The method of constant stimuli only mea-
sures the proportion of correct (nAFC) or positive answers (“different” in a
same/different design) for a sparse sampling of stimulus intensities. These pro-
portions represent the probability that an observer would answer correctly or
positively. The threshold can be obtained by fitting these probabilities to the
psychometric function [Wichmann and Hill, 2001a,b]:

ψ (x;α, β, γ, λ) = γ + (1− γ − λ)F (x;α, β) (2.1)

where x is the stimulus intensity. The guess rate γ is the response at zero
stimulus intensity because of random guessing. For an nAFC design the guess
rate γ should be fixed at the chance performance level, because a random guess
has a 1/n probability of being correct, e.g., 50% chance for a 2AFC design. For
a same/different design it is intended as only a small correction, with typical
values up to 5%. The miss rate λ indicates how often observers fail to notice
a large stimulus intensity because of lapses in concentration. It is also only a
small correction up to 5%. The sigmoid function F can often be derived as
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2.2 Human Visual Perception

the cumulative distribution function of the underlying perceptual process that
generates the data, such as the Weibull [Weibull, 1951], logistic, or cumulative
Gaussian distribution. Figure 2.1 shows an example of a psychometric function
with these parameters indicated on the graph.

The threshold F−1
p is defined as the stimulus intensity x where F crosses a

specified performance level p. Usually p is 50%, so for an nAFC design this
roughly corresponds to the midpoint between chance and perfect performance,
e.g., 75% correct for a 2AFC design. For a same/different design this roughly
corresponds to a 50% probability of answering “different”. The abruptness of
the threshold is indicated by the slope F ′ at the threshold stimulus intensity. A
steep slope indicates a narrow region of doubt around the estimated threshold
stimulus intensity.

The psychometric function models the probability of responses along a one-
dimensional stimulus intensity axis. Recently support vector machines (SVM)
have been suggested as a generalization of the psychometric function to multiple
stimulus intensity dimensions [Wichmann et al., 2005; Macke and Wichmann,
2009]. Linear SVM will find the optimal direction in the multidimensional
space along which the response probabilities exhibit the typical sigmoid shape.
They will also find the optimal hyperplane perpendicular to that direction, that
separates the two classes of responses and as such represents the threshold.

2.2.2.2 Scaling Methods

A scale describes the relation between stimuli and responses for suprathreshold
stimulus intensities. The hierarchy of the most common types of scales was
formulated by Stevens [1946]:

Nominal Scale: Stimuli are grouped into unordered categories. Stimuli can
only be compared by comparing their categories.

Ordinal Scale: Stimuli are ordered by the magnitude of the elicited response.
Stimuli are not assigned numerical values. Stimuli can only be compared
by rank order.

Interval Scale: Stimuli are assigned numerical values, but the scale is not cal-
ibrated with an origin as a reference point. The relative magnitude of
differences or intervals between pairs of stimuli can be compared. An
example of an interval scale is derived from the experiment in Chapter 4.

Ratio Scale: Stimuli are assigned numerical values relative to an origin or ref-
erence point. The relative values of stimuli can be compared directly.

The numerical scales in perception are often found to follow the logarithmic
Weber–Fechner Law [Weber, 1834; Fechner, 1860]:

R = C logS (2.2)
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Chapter 2 Human Visual Perception of Materials in Realistic Computer Graphics

or the Power Law [Stevens, 1957]:

R = kSa (2.3)

relating the response R to the stimulus intensity S. The parameters C, k, and
a are dependent on the perceptual phenomenon being studied.

Scales can be constructed by direct scaling methods, i.e. by directly evaluat-
ing the perceived magnitude or magnitude ratio of stimuli:

Equisection: Observers adjust the stimulus intensity to fall halfway between
two reference stimuli.

Magnitude Production: Observers adjust the stimulus intensity to match a
reference stimulus. This task is similar to the Method of Adjustment for
estimating a threshold (Sec. 2.2.2.1).

Magnitude Estimation: Observers numerically estimate the stimulus intensity
by judging its ratio to a reference stimulus of a given numerical intensity
and/or the previous stimuli. Observers assume a point of zero intensity
to calibrate their mental ratio scale.

Indirect scaling methods only require the observer to evaluate intervals, rank
orders, or categories of stimuli. As a consequence, more statistical analysis
is required to reconstruct a scale, and often only lower types of scales can be
constructed:

Rating: Observers give a numerical or graphical indication of the position of
a stimulus between two reference stimuli that represent the endpoints of
the scale.

Pair Comparison: Observers indicate which stimulus of a pair elicits the largest
response. The results of this ordinal task should be analyzed using the
Law of Comparative Judgment [Thurstone, 1927] to reconstruct an inter-
val scale. An example of a pair comparison design is the experiment in
Chapter 4.

Ranking: Observers order a set of stimuli according to response intensity. This
task can be interpreted as a simultaneous comparison of all pairs, and
pair comparison analysis can be applied.

Category Scaling: Observers group stimuli into predefined categories that de-
scribe discrete levels of the scale. This ordinal task can also produce an
interval scale.

The previous scaling methods all position the stimuli along a one-dimensional
scale. However, given a set of stimuli for which perceptual distances have been
measured, it is often impossible to rank them on such a scale while keeping
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2.2 Human Visual Perception

those distances intact. The perceptual phenomenon being measured may sim-
ply be multidimensional in nature. Multidimensional scaling (MDS) is a scaling
method that produces the optimal scaling in an N -dimensional space, for any
desired dimensionality N . It also produces a measure of the stress of the solu-
tion, i.e. to what extent it violates the distance constraints. The dimensionality
of the problem space can be determined by increasing N as long as that de-
creases the stress [Torgerson, 1958; Cox and Cox, 2001; Borg and Groenen,
2005]. A typical example of MDS is placing cities on a unmarked map based on
just the distances between the cities: MDS will reveal that the problem space
is two-dimensional (unless all the cities happen to be collinear), or possibly
three-dimensional if the curvature of the Earth has a non-negligible influence.
Another example can be found in the analysis of the material discrimination
thresholds in Chapter 3.

2.2.3 Realism

The goal of computer graphics is to create images of a virtual scene in a way
that conveys the same realism as a real scene. Three varieties of realism were
described by Ferwerda [2003], and the choice of realism influences the whole
image synthesis process from scene description to display:

Physical realism: Physically based image synthesis can render a visual stim-
ulus identical to the stimulus of a real scene. Decades of research in
radiometrically accurate rendering have made it technically feasible to
achieve this level of realism in off-line rendering, but the computational
requirements make it unpractical. Also, display technologies capable of
displaying stereoscopic depth cues or the full dynamic range of such stim-
uli are not yet widespread.

Photorealism: It is remarkable that a photograph, a stimulus so different from
a real scene, can still elicit the same visual response and is considered a
realistic representation. Image synthesis algorithms can afford to be more
loosely based on physics and calculate images only as accurately as can
be visualized on display technology, or as can be perceived by the human
visual system (HVS).

Functional realism: Non-photorealistic images can still carry the same visual
information as a real scene. Drawings are often more useful than pho-
tographs for object recognition and scene interpretation.

This dissertation will not focus on realism itself because it is a notoriously ill-
defined concept [Longhurst et al., 2003]. Instead we will focus on well-defined
qualities of material perception in photorealistic computer graphics. It strikes
the right balance between physical accuracy and computational cost by exploit-
ing the limitations of display technology and human perception. The study of
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the perception of photorealistic computer graphics also applies to photography
of real scenes.

2.3 Properties of Light and Materials

In this section we will introduce the basic properties of light and materials that
will appear throughout this dissertation. For more details we refer the reader to
standard reference works on color science [Wyszecki and Stiles, 2000; Reinhard
et al., 2007] and measuring and modeling of material properties [Dorsey et al.,
2008].

2.3.1 Light and Color

Light is a superposition of electromagnetic waves with a spectrum of wave-
lengths λ. The HVS is only sensitive to wavelengths roughly between 360
and 830 nm. The Young–Helmholtz theory first postulated that humans and
other trichromatic organisms have three types of cone cell photoreceptors in
the retina of the eye, each sensitive to different ranges of the visible spectrum.
The differences between the responses of the cone types create a color sensa-
tion. As a consequence of having only three cone types, an infinite number
of metameric spectra generate the same color sensation. Linear combinations
of a set of three primary colors, expressed as tristimulus values, can in theory
generate any color sensation. In practice, a red-green-blue (RGB) triple can
cover a sufficiently large subspace or gamut of colors.

Physically plausible color spaces like red-green-blue (RGB) must use pri-
maries with non-negative spectra and non-negative weights, limiting them to
a subspace or gamut of colors. Many different RGB color spaces exist, with
primaries matching the specifications of a real or virtual imaging device. The
CIE 1931 XYZ (CIE XYZ) color space uses imaginary primaries and allows
negative weights, so it can be used to describe any color, e.g., to define the
primaries of another space. RGB color spaces are usually defined by their 3×3
linear transformation matrices to and from XYZ. This makes XYZ the pivot
for most color space conversions.

2.3.2 Radiometric Properties

A large body of research in computer graphics is focused on the accurate simu-
lation of light and optics. This research builds on radiometry: the quantitative
measurement of physical properties of light and how it interacts with materi-
als. Many technical terms in this Section have been used interchangeably in
the past. To avoid confusion only the current standardized and conventional
terminology is used in this work.
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Radiance L [W/m2 sr] is the physical quantity that describes the amount of
light arriving at a measuring device, such as a radiometer, directly from a
light source or after reflection at a surface or other interaction. Radiance
is defined at each wavelength of visible light but in computer graphics it
is often represented as an RGB triple.

Linear color spaces like XYZ and linear RGB spaces directly encode radiomet-
ric properties such as radiance or reflectance. However, the radiance emitted
by a cathode ray tube (CRT) display is related to the input voltage by a power
function, so to obtain linear output the inverse power function must be applied.
This is called gamma correction after the exponent γ in the power function, and
is traditionally applied before storing the image file. Many device-dependent
RGB color spaces specify an exponent γ between 1.7 and 2.8. The sRGB color
space specifies a more complicated correction that can be approximated by a γ
of 2.2.

Reflectance ρ [unitless] is the physical quantity that describes the fraction of
light that is reflected by a surface of a certain material. The bidirectional
reflectance distribution function (BRDF) fr [sr−1] describes more specif-
ically the 4D directional distribution of reflected light [Nicodemus et al.,
1977].

One of the most popular BRDF models was described by Ward [1992].
Throughout this dissertation we will use the following form for isotropic mate-
rials:

fr =
ρd

π
+

ρs

4πα2
√

cos θi cos θo

exp

(

− tan2 θh

α2

)

(2.4)

where ρd is the diffuse reflectance, ρs is the specular reflectance, α is an isotropic
surface roughness parameter, and θi, θo, and θh are the elevation angles of
respectively the incident light direction ω̂i, the outgoing light direction ω̂o, and
the halfway vector ω̂h bisecting ω̂i and ω̂o:

ω̂h = normalize (ω̂i + ω̂o) (2.5)

Many physically plausible BRDF models are based on the halfway vector be-
cause it generates realistically shaped highlights, even at grazing angles [Fisher
and Woo, 1994; Ngan et al., 2005]. As such, the Ward BRDF is physically
plausible within certain parameter ranges:

ρd, ρs, α ≥ 0 (2.6)

ρd + ρs ≤ 1 (2.7)

α ≤ 0.2 (2.8)

The Ward BRDF was the standard model used in the popular Radiance ren-
dering system [Ward, 1994] until it was superseded by the Ward–Dür model
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with an improved normalization factor [Ward, 2004; Dür, 2006]:

fr =
ρd

π
+

ρs

4πα2 cos θi cos θo

exp

(

− tan2 θh

α2

)

(2.9)

where all parameters retain their original meaning. Both models have been
used for fitting measurement data from a wide range of materials, including
plastics, metals, fabrics, and wood [Ngan et al., 2005], and are currently in
widespread use in computer graphics and material perception research.

2.3.3 Photometric Properties

Many radiometric properties of light and materials have direct photometric
counterparts in human vision. They can be measured with a photometer, a
measuring device similar to a radiometer that takes into account the spectral
sensitivity of the human eye.

Luminance LV [nit = cd/m2= lx/sr= lm/m2 sr] is the direct photometric
counterpart of radiance L:

LV = Km

830nm
∫

360nm

V (λ)L(λ) dλ with Km = 683 lm/W (2.10)

where V (λ) is the spectral luminous efficiency function, which is equal
to the color matching function ȳ(λ), and Km is the theoretical maximum
luminous efficacy constant. In the sRGB tristimulus color space, Equation
2.10 becomes:

LV = Y = 0.2126R + 0.7152G+ 0.0722B (2.11)

where R, G, and B are the linearized sRGB components.

2.3.4 Perceptual Properties

Many of these properties also have perceptual counterparts. These perceived
quantities can be measured by observing either an image or a 3D scene. Percep-
tual quantities cannot be measured directly. Each observer has an subjective
scale in mind, that can change during the course of an experiment. Experiments
and analyses are designed to distill a single objective scale from these subjective
scales, discarding the variability between individual observers or observations.

Brightness B is the direct perceptual counterpart of radiance L and luminance
LV . It is the perceived light coming directly from a light source or re-
flected from a surface.
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2.3 Properties of Light and Materials

While colors in computer graphics applications are often represented by com-
ponent values within the limited display ranges [0, 1] or [0, 255], radiance and
luminance can theoretically take on any positive value in the range [0,∞). In
practice, observers can encounter radiance values in the range [10−6, 10+8] W/m2 sr,
spanning from starlight to flashbulbs. Imaging applications that deal with this
whole range are called high dynamic range (HDR) imaging [Reinhard et al.,
2005]. A tone mapping operator (TMO) must be applied to reduce an HDR im-
age to the displayable range while optimally preserving the original brightness
and contrast.

Lightness L is the direct perceptual counterpart of reflectance ρ. It is the
perceived intrinsic color of a surface.

The HVS encodes color not as photoreceptor responses directly, but as dif-
ferences between responses. The resulting opponent channels correspond to
black–white, red–green, and yellow–blue. The CIE 1976 (L∗, a∗, b∗) (CIELAB)
color space is based on such a color opponent model. The achromatic L∗ chan-
nel encodes lightness, while the chromatic opponent channels a∗ and b∗ encode
red–green and yellow–blue respectively. The CIELAB color space was designed
to be perceptually uniform, so perceptual color differences can be calculated
simply as Euclidean distances.

Hunter and Harold [1987] defined six aspects of apparent gloss:

Specular gloss describes the perceived shininess, brilliance, or brightness of
highlights.

Sheen describes the perceived shininess at grazing angles that typically occurs
in otherwise nearly matte materials.

Contrast gloss or luster describes the contrast or relative brightness between
highlights and diffusely reflecting areas.

Absence-of-bloom gloss describes the absence of haze, cloudiness, or milky
appearance, adjacent to specularly reflected highlights.

Distinctness-of-image (DOI) gloss describes the perceived sharpness of mir-
ror images reflected in a surface.

Surface-uniformity gloss describes the absence of texture, macroscopic rough-
ness, and other visible nonuniformities of the surface.

Radiometric measurement methods and devices for these perceptual gloss prop-
erties were defined as standards by the American Society for Testing and
Materials [ASTM, 2009] and are widely used in industry. Westlund and Meyer
[2001] simulated these measurement devices in a virtual light meter to derive
the specular and aspecular gloss (or haze) scales corresponding to the roughness
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parameter range of several analytical reflectance models [Lewis, 1993; Cook and
Torrance, 1982; Ward, 1992]

O’Donnell and Billmeyer [1986] performed perceptual experiments to mea-
sure the difference in perceived gloss between paints. They performed a num-
ber of multidimensional scaling (MDS) analyses for a set of achromatic (black,
gray, and white) paints with varying gloss levels. They found that the per-
ceptual gloss space spanned by their paint samples was 2-dimensional. They
validated that the ASTM measurements for specular gloss and distinctness-of-
image (DOI) gloss correlated well with these two perceptual dimensions. They
also concluded that specular gloss was influenced by diffuse lightness, while
DOI gloss was not.

Pellacini et al. [2000] performed similar experiments on a set of Ward BRDF
samples. Multidimensional scaling analysis showed that these samples also
spanned a 2-dimensional perceptual gloss space. They derived psychophysical
metrics for the perceptually meaningful axes of contrast gloss c and DOI gloss
d, in terms of the Ward BRDF parameters of a material:

c = 3

√

ρs + ρd/2− 3

√

ρd/2 (2.12)

d =1.78 (1− α) (2.13)

where contrast gloss c is clearly dependent on diffuse reflectance ρd and DOI
gloss d is not. Equations 2.12–2.13 can be inverted to allow a more intuitive
way of specifying the gloss level of the Ward BRDF model:

ρs =
(

c+ 3

√

ρd/2
)3

− ρd/2 (2.14)

α =1− d (2.15)

They also derived a Euclidean distance function to obtain a perceptually uni-
form gloss space:

Di,j =

√

(ci − cj)
2

+ (di − dj)
2

(2.16)

and in follow-up work they estimated just noticeable differences (JNDs) in this
gloss space to be around Di,j = 0.031 [Ferwerda et al., 2001].1 The availability
of this relation between radiometric and perceptual gloss properties contributed
greatly to the success of the Ward BRDF model in perceptual computer graph-
ics research.

Ngan et al. [2006] suggested an image-based method for determining the per-
ceived DOI gloss d of arbitrary BRDFs. A series of BRDF images is rendered,
each depicting a sphere with a different BRDF and with natural environment il-
lumination. A scale is constructed using the L2 image difference in the CIELAB

1Pellacini et al. [2000] introduced the scale factor 1.78 in the distance metric Di,j (Equa-
tion 2.16). We include it in the DOI gloss d (Equation 2.13) instead, yielding equivalent
relations. We will use our modified definition throughout this dissertation as it simplifies
the notation of perceptually uniform gloss differences along the c and d axes.
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color space. This scale can be calibrated to fit Pellacini et al.’s [2000] measure-
ments for DOI gloss. The use of image-based metrics can certainly be justified
from a perceptual perspective: people perceive a material by looking at (im-
ages of) objects made out of the material, rather than consciously considering
a mental model of an abstract 4D reflectance function.

Matusik et al. [2003b] sampled the space of isotropic BRDFs by measuring
over 100 real-world materials, including plastics, metals, fabrics, and wood.
They found that this space can be spanned by the 45-dimensional linear sub-
space defined by the 45 principal component vectors. However, this 45-dimensional
space also contains many physically implausible BRDFs. Non-linear dimen-
sionality reduction was used to find a 15-dimensional non-linear manifold that
contains all physically plausible BRDFs. The dimensions are then correlated to
16 perceptually and physically meaningful traits concerning color, gloss, met-
alicity, and other material characteristics. Interpolation on the manifold along
those traits is guaranteed to synthesize novel physically plausible materials
[Matusik et al., 2003a].

2.4 Realistic 3D Rendering

Realistic 3D rendering has always been one of the most important goals in
computer graphics. The early focus was on reaching physical realism, but it
has now shifted towards making realistic rendering techniques more efficient.
It is currently feasible to create realistic images with a limited amount of time,
effort, and resources.

2.4.1 Global Illumination

A single interaction of light with a surface material is called local illumination.
The incident radiance Li is attenuated because of its elevation angle θ and
modulated by the BRDF fr:

Lo = Lifr cos θ (2.17)

Global illumination includes also light that has a chain of interactions or
bounces at different surface points, each time undergoing the local illumination
equation. The rendering equation [Immel et al., 1986; Kajiya, 1986]:

L (x→ Θ) = Le (x→ Θ) +

∫

Ωx

L (x← Ψ) fr (x,Ψ↔ Θ) cos (nx,Ψ) dωΨ

(2.18)
expresses the radiance L exiting from the surface point x in the direction Θ
as a sum of emitted radiance Le and reflected radiance accumulated from the
hemisphere Ωx above the surface. This recursive integral equation covers all
global light transport in scenes with opaque materials and a medium of clear
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air or vacuum. Extended forms exist for translucent materials, participating
media, and other optical phenomena. The rendering equation can only be
approximated numerically for all but the most trivial scenes.

Ray tracing [Whitted, 1980; Appel, 1968] or path tracing [Cook et al., 1984],
literally tracing the paths of light rays bouncing through the scene, is a natural
way of point sampling the rendering equation. Combined with Monte Carlo
integration it provides an elegant solution to many light transport problems.
Unfortunately ray tracing cannot render real-time global illumination on con-
sumer hardware yet. Rasterization on the other hand projects the 3D shapes
onto the 2D image plane or raster. This can be implemented efficiently in
a hardware graphics processing unit (GPU) for real-time rendering, but it is
limited to direct illumination. Both for accelerating ray tracing as well as ex-
tending rasterization, indirect illumination is often precomputed using finite
elements [Goral et al., 1984] or ray-based methods [Jensen, 1996].

2.4.2 Augmented Reality

Modeling detailed realistic scenes is one of the important remaining challenges
in computer graphics. One way to tackle this problem is to use photographs
of real scenes instead. Augmented reality is a broad term that encompasses all
possible methods of combining real and virtual images in a seamless way. The
differential rendering method used in Chapters 3 and 4 combines a real back-
ground photograph with virtual foreground objects [Debevec, 1998]. Image-
based lighting captures panoramic HDR photographic data in a real scene, to
be used as a light source in the rendering [Reinhard et al., 2005, Chapter 9].
This produces detailed highlights, reflections, and soft shadows consistent with
the real scene. For the compositing to look plausible, also the shadows cast by
the virtual objects onto the real scene, and vice versa, must be reproduced.

2.5 Perception of Materials

The fields of perceptual psychology and computer graphics have established a
large body of literature on the perception of materials. This section presents a
brief overview of the relevant work on material constancy and material model-
ing. A general overview of material perception research in computer graphics
can be found in [Rushmeier, 2008].

2.5.1 Material Constancy

Material appearance is invariant to a certain degree of variation in conditions.
This observation, called material constancy, applies to diffuse materials (color
constancy) as well as glossy materials (gloss constancy).
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Early work in visual perception has focused mainly on the physiological and
neurological characteristics of the HVS related to contrast and color. Color con-
stancy [Brainard, 2004], often synonymous with lightness constancy, describes
the fact that the perceived color or lightness of an object remains constant even
though external influences such as the lighting change. Physically the light re-
ceived by the HVS was emitted by the illuminant and subsequently modulated
by reflection at the surface of the object, e.g.,

• a white object under green lighting or a green object under white lighting
could produce identical input signals,

• luminance edges in an image can be caused by changes in either re-
flectance, illumination, or orientation.

This is called a shading ambiguity [Gilchrist, 1980; D’Zmura, 1991] and it is
a signal processing problem that cannot be solved without making additional
assumptions [Ramamoorthi and Hanrahan, 2001]. The human visual system
makes some assumptions based on the surrounding context, e.g.,

• the surrounding surfaces are all lit in the same way,

• curved contours often signify curved surfaces.

The orientations of surrounding surfaces are estimated [Knill and Kersten,
1991; Adelson, 1993] so colors of similarly oriented surfaces can be compared
[Gilchrist, 1977, 1979, 1980]. As a result we can accurately determine the true
reflectance color of an object under a wide range of illuminant colors or inten-
sities. Brainard and Wandell [1991] and Foster [2003] describe special cases
where color constancy fails.

Similarly gloss constancy is defined as the perceived constancy of gloss across
different illumination conditions, e.g., illumination direction [Obein et al., 2004],
but this phenomenon is not as robust as color constancy. A shading ambiguity
can be created by painting highlights onto a surface using matte paint, but the
illusion fails as soon as the object moves because the highlights do not move
across the surface as expected [Hartung and Kersten, 2002]. In binocular vi-
sion the human visual system can use stereo disparity to reconstruct depth,
surface orientation, and curvature. This information can influence gloss judg-
ment [Blake and Bülthoff, 1990]. Not all aspects of gloss are affected in the
same way: distinctness-of-image (DOI) gloss d is constant across changes in
diffuse reflectance ρd, but contrast gloss c is not [Pellacini et al., 2000].

In contrast, while it is often assumed that diffuse color constancy across
changing surface gloss also holds [ASTM, 2009; Aida, 1997], Xiao and Brainard
[2006] demonstrated that color appearance can indeed be affected slightly by
gloss. Pellacini et al. [2000] designed their material parameterization to achieve
gloss constancy of each independent gloss parameter across changes in the other
parameter and across changes in diffuse color.
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2.5.2 Influence of Shape

Braje and Knill [1994] discovered that geometric frequency content is correlated
to the perception of specularity. Nishida and Shinya [1998] found that observers
had great difficulty matching glossy, bumpy surfaces of different amplitudes
and frequencies, and they relate observers’ performance to information in the
luminance histogram of the stimulus images. Berzhanskaya et al. [2005] found
that the impression of local gloss decreases with the distance from the highlight
and with any surface discontinuities along that distance.

In Chapter 3 we present our work on the influence of shape on material per-
ception [Vangorp et al., 2007]. Material selection tools traditionally visualize
the material on a simple sphere. It shows highlights as well as diffuse color,
which are the two most important perceptual cues for material recognition.
However, artists often encounter situations where the material looks very dif-
ferent on the target object, indicating that gloss constancy is not guaranteed
when varying the geometry. We studied the extent of this influence of shape
and proved it could indeed lead to significant changes in appearance. Addition-
ally, we found that material discrimination thresholds varied widely for different
shapes.

Ho et al. [2008] quantified the mutual influence of gloss and bumpiness: not
only do bumpy surfaces look more glossy, but glossy surfaces also look more
bumpy. They showed these influences could be modeled by a simple additive
formula. In Chapter 4 we present our similar study to quantify and correct
the influence of shape on material perception for realistic images [Vangorp and
Dutré, 2008].

2.5.3 Influence of Illumination

Many traditional material selection tools use a single point light source to il-
luminate the material sample. The reflectance matching experiments of Flem-
ing et al. [2003] indicate that people can judge material characteristics more
accurately under natural environment illumination than under artificial illu-
mination such as point light sources. Additionally, te Pas and Pont [2005]
demonstrated that the effects of illumination, reflectance, and bumpiness are
often confounded.

Ramamoorthi and Hanrahan [2001] demonstrated from a signal-processing
context that the appearance of an object is a combination of geometry, mate-
rial, and illumination, and that the effects of these cues are generally indistin-
guishable without additional assumptions. This fact was exploited by Rama-
narayanan et al. [2007] to relate changes in geometry or material to equivalent
changes in illumination. They constructed a measure for visual equivalence
based on variations of this single cue. In Chapter 5 we present our research on
extending the concept of visual equivalence from still images to video sequences
[Vangorp et al., 2009].
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(a) Sliders (b) Sphere (c) Target shape (d) Catalog (e) Pre-rendered

Figure 2.2: Evolution of material modeling tools. (a) Unintuitive slider controls,
with previsualization of simple shaders on (b) a sphere with a point light source
or (c) directly on the target shape [Autodesk R© Maya R©]. (d) Material catalog

with simple or (e) high quality pre-rendered visualizations [Maxwell Render
TM

].

2.5.4 Material Modeling

Most 3D modeling software packages offer direct control over the choice of
shader model and all its parameters are represented by slider widgets (Fig-
ure 2.2a). These parameters are usually based on physical properties or the
particular mathematical equations of the shading model. Such an interface is
very unintuitive for new users or users who only have experience with other
tools and models. Given a model it requires experience to know the range of
materials that can be expressed, and given a desired material it requires expe-
rience to know which model should be used. The parameters rarely correspond
linearly to perceptual qualities of the material, and a single parameter doesn’t
necessarily correspond to a single perceptual quality, e.g., the perceptual qual-
ity of contrast gloss c is affected non-linearly by a combination of the Ward
reflectance parameters ρd and ρs (Equation 2.12):

c = 3

√

ρs + ρd/2− 3

√

ρd/2

To alleviate some of these problems he noticed specifically with the Phong
[1975] and Cook–Torrance [1982] BRDFs, Strauss [1990] proposed a model with
only five intuitive parameters (color, smoothness, metalness, transparency, and
index of refraction) that guaranteed realistic materials.

For reasons of computational efficiency, materials are traditionally previsu-
alized by interactively rendering a sphere shaded with the current model pa-
rameters and lit by a single white point light source (Figure 2.2b). The choice
of the sphere shape is partly justified because it displays all possible surface
orientations towards the viewer, without preference. It can therefore give a
good impression of the full range of the reflectance function. The choice is also
motivated by the sphere’s ease of use in modeling and interactive rendering.
Its convexity eliminates the need for self-shadowing and interreflection. Only
simple shaders can be visualized on the target object itself (Figure 2.2c).

Recognizing the difficulty of material modeling, most 3D modeling software
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Chapter 2 Human Visual Perception of Materials in Realistic Computer Graphics

packages also include catalogs of predefined materials (Figure 2.2d). These
are presets of shader models and parameters to represent common real-world
materials. Tweaking such a material to match the desired look is easier than
starting from scratch, but still requires a certain level of experience. For prede-
fined material catalogs a static visualization can be precomputed with a more
interesting shape and often includes high quality shading effects such as shad-
ows, interreflections, subsurface scattering, and caustics (Figure 2.2e).

Recent research can give an insight into the future of general purpose ma-
terial modeling tools. Colbert et al. [2006] presented a BRDF editor based
on a multi-lobe extension of the Ward reflectance model. The editor allows
an artist to paint and manipulate highlights on a point-lit sphere, chosen to
show clearly distinct highlights. The resulting material is at the same time
rendered on a more complex model under unshadowed environment map illu-
mination to see if the material achieves the desired result on the target shape.
Colbert and Křivánek [2007a,b] presented a similar BRDF editor for several
popular reflectance models, using advanced sampling techniques on the GPU
for increased speed and minimal precomputation time.

The real-time BRDF editor of Ben-Artzi et al. [2006, 2008] allows the user to
visualize arbitrary reflectance functions directly on the target shape, in complex
scenes, under fixed viewpoint and illumination. Sun et al. [2007] presented a
fully dynamic BRDF editor with variable viewpoint and lighting. The material
editing tool by Cheslack-Postava et al. [2008] additionally offers precise control
over the dynamic direct lighting and single-bounce indirect lighting. All these
systems offer intuitive controls to select materials, and still produce high-quality
shadowing and global illumination effects at interactive rates, at the expense
of considerable precomputation time.

The innovative BRDF navigation technique by Ngan et al. [2006] uses pre-
rendered images of spheres under environment map illumination. They show
the currently selected BRDF together with several variations at a specified
perceptually uniform step size. This allows the user to navigate along a number
of intuitive dimensions, even across different underlying analytical models. The
choice of the reflectance model is made for the user, based on the desired look
of the material.

Shimizu et al. [2003] and Ershov et al. [2004] developed specialized tools for
designing automotive paints, using specific BRDF models to simulate metallic
or pearlescent reflection. Specific editing tools have also been developed for
bidirectional texture functions (BTFs), i.e. spatially varying BRDFs [Kautz
et al., 2007].

Image-based material modeling changes the appearance of an object in a
rendering or photograph, often by applying only image operations instead of
3D rendering techniques. The work of Nishida and Shinya [1998] and Mo-
toyoshi et al. [2007] indicates a correlation between material appearance and
the luminance histogram. Simple operations such as luminance remapping or
histogram matching are sometimes sufficient to produce convincing materials
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[Fleming and Bülthoff, 2005; Motoyoshi et al., 2005; Pont et al., 2007]. Better
results can be obtained by matching subband histograms [Sharan et al., 2008],
a technique also used in perceptually motivated texture synthesis [Heeger and
Bergen, 1995; Lagae et al., 2009]. Khan et al. [2006] exploited the fact that
the HVS tolerates large inaccuracies as long as materials look plausible and
consistent. They derive plausible shape and illumination information from the
original photograph to drive both image-based and 3D rendering techniques.

2.6 Conclusion

This chapter has outlined the research domain of human visual perception of
materials in realistic computer graphics. The remainder of this dissertation will
build upon these basic principles and related publications.
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Chapter 3

The Influence of Shape on Material
Perception

Visual observation is our principal source of information in determining the
nature of objects, including shape, material, and roughness. The physiological
and cognitive processes that resolve visual input into an estimate of the material
of an object are influenced by the illumination and the shape of the object
(Figure 3.1). This affects our ability to select materials by observing them on
a point-lit sphere, as is common in current 3D modeling applications.

In [Vangorp et al., 2007] we presented this exploratory psychophysical ex-
periment to study various influences on material discrimination in a realistic
setting. The resulting data set is analyzed using a wide range of statistical tech-
niques. Analysis of variance is used to estimate the magnitude of the influence
of geometry, and fitted psychometric functions produce significantly diverse
material discrimination thresholds across different shapes and materials.

Suggested improvements to traditional material pickers include direct visual-
ization on the target object, environment illumination, and the use of discrim-
ination thresholds as a step size for parameter adjustments.

3.1 Introduction

When people are confronted with a new object for the first time, the initial
impression of its nature is primarily estimated from visual input. Visual ma-
terial perception is one of the most significant clues for determining properties
of an object, such as what material it is made of, how smooth it would be to
the touch, or how heavy it could be. These observations are based on lifelong
experience, built up from childhood by actually confirming visual impressions
with other senses. When confidence in the visual input grows, material percep-
tion becomes an increasingly cognitive process [Palmer, 1975]. In this chapter
we present an exploratory study of the effects of shape on the perception of
materials.

Just as every image editing program needs a color picker, every 3D mod-
eling application depends on a good material picker. Indeed, realistic image
synthesis not only depends on accurate light transport simulations, but also on
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Chapter 3 The Influence of Shape on Material Perception

(a)

(b)

Figure 3.1: (a) Tessellated spheres rendered with two different types of a blue
plastic material, yet they are perceived as made from the same material. (b) Ob-
jects rendered with an identical blue plastic material, yet their appearance is
very different.

the ability to model virtual scenes accurately. One of the challenging tasks in
3D modeling is assigning an appropriate material description to every object
in the scene. Until now, most material pickers offer a library of predefined
materials, combined with basic controls to adjust the parameters of an under-
lying model. However, most popular material models rely on non-intuitive,
non-linear and interdependent parameters that require a lot of experience and
knowledge about the underlying model in order to reach some desired effect.

Visual feedback from many current material pickers is limited to a point-lit
sphere, mostly for practical reasons, such as ease of rendering or identifiable
highlights. However, a sphere is not necessarily the optimal shape from a
perceptual point of view. We will demonstrate that the perception of materials
is strongly influenced by the shape of the object, and that a sphere is not always
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3.2 Perceptual Experiment

a good choice to pre-visualize material selections.
In Section 2.5.4 we have discussed recent advances in material modeling that

could solve many of these problems. The complexity of material models can
be reduced by reparameterization with intuitive and meaningful parameters
[Strauss, 1990]. Pellacini et al. [2000] designed a novel material model allowing
an artist to specify the appearance with perceptually meaningful parameters.
Additionally, each parameter was designed to describe an independent aspect
of material appearance, using a perceptually linear scale. Research into the
usability of material selection tools has also lead to more intuitive interfaces,
including a “painting” paradigm to specify the location and shape of highlights
on a surface [Colbert et al., 2006], and a novel way of navigating the space of
materials by example images [Ngan et al., 2006]. High-quality dynamic material
previsualization directly on the target shape can be done by precomputing the
static parts of the lighting calculation [Ben-Artzi et al., 2006, 2008; Colbert
and Křivánek, 2007a,b; Sun et al., 2007; Cheslack-Postava et al., 2008].

In general, a material model defines the appearance of a surface, including
spatially varying texture, angular variation, and subsurface scattering proper-
ties. We will limit the scope to spatially uniform surface properties, excluding
subsurface effects. These are best described by the bidirectional reflectance dis-
tribution function (BRDF) [Nicodemus et al., 1977], and capture effects such
as glossiness and diffuse color.

Overview

The topic of this chapter is the study of the perception of materials under
different conditions. The main point of interest can be described as the study
of material constancy under changing geometry. In Section 3.2 we present
an exploratory psychophysical experiment to investigate various influences on
material discrimination. Participants were shown a series of images, displaying
two virtual objects in a realistic setting, and were asked whether the objects
looked as if they were made of the same material. The resulting data set is
analyzed using a wide range of statistical techniques in Section 3.3. Conclusions
are drawn about meaningful characteristics like the magnitude of the influence
of geometry, and material discrimination thresholds across different shapes and
materials.

3.2 Perceptual Experiment

3.2.1 Stimulus images

Each stimulus image is a combination of 4 components:

1. The scene provides a background and illumination environment, in which
objects of interest are placed.
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2. Two objects of identical or different shapes are placed in the scene, e.g.,
a sphere and a bunny.

3. At least one of the objects is rendered with an original base material, e.g.,
blue plastic.

4. The second object is rendered either with the same original base material
or a small variation thereof.

Fleming et al. [2003] suggested using natural environment illumination to
improve material discrimination. In addition, we decided to place objects in a
real-world scene instead of rendering them in front of the blurry environment
map used as their background. Therefore, standard augmented reality tech-
niques [Debevec, 1998] were used to achieve the required level of realism. These
techniques combine a high dynamic range (HDR) background photograph [De-
bevec and Malik, 1997] of a scene and a foreground rendering of a local scene
with virtual objects. The virtual objects are rendered under environment illu-
mination, a distant light source approximation of the actual lighting conditions
in the photographed scene. The standard path tracing implementation of the
pbrt renderer [Pharr and Humphreys, 2004] was used to render full global illu-
mination effects, including soft shadows and interreflections [Dutré et al., 2006].
The compositing process was implemented using the pfstools framework for
HDR images [Mantiuk et al., 2007]. The complete capturing, rendering, and
compositing pipeline uses HDR images to obtain physically plausible results.
The final images were tone-mapped using the histogram adjustment method
described by Ward Larson et al. [1997]. This mix of image-based rendering and
traditional global illumination algorithms is currently the most feasible way to
render large sets of realistic-looking images. Moreover, people would be able
to tell the difference between a real scene and the clean and sharp look of a
pristine model [Longhurst et al., 2003].

We will use these stimulus images in the pair comparison design described
in Section 3.2.2. Our decision to show the pair of objects in a single stimulus
image was motivated by the following reasons:

1. Presenting one image containing both objects makes better use of the
center of gaze than two separate images, each showing a single object.
The objects can be close together in the middle of the image while the
surrounding area can provide some context.

2. We also expect that combining both objects in a single image will improve
participant performance and experiment validity by emulating a real-
world scenario of material comparisons.

3. Finally, although the viewing direction differs slightly between the ob-
jects, this only becomes apparent when two identical shapes are presented.
The illumination is exactly the same for every object in the scene because
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3.2 Perceptual Experiment

of the distant illumination approximation, except for subtle interreflec-
tions and shadowing between objects.

To fully utilize participants’ experience with real-world materials, we chose to
use the database of real isotropic materials measured by Matusik et al. [2003b].
Ngan et al. [2005] provide the parameters for a number of analytical reflectance
models that best fit the measured data, including the isotropic Ward BRDF
model [Ward, 1992]:

fr =
ρd

π
+

ρs

4πα2
√

cos θi cos θo

exp

(

− tan2 θh

α2

)

(3.1)

where ρd is the diffuse reflectance, ρs is the specular reflectance, α is a sur-
face roughness parameter, and θi, θo, and θh are the elevation angles of the
incident light direction, the outgoing light direction, and the halfway vector,
respectively. Like many other widely used reflectance models, it is based on
the half-angle to generate realistically shaped highlights, even at grazing angles
[Ngan et al., 2005]. We chose not to use the improved normalization by Dür
[2006] because we will base our work on the results of Pellacini et al. [2000],
which were obtained using the original Ward model.

The main reason for choosing the Ward model over tabulated measurement
data or other analytical models is because a perceptually meaningful reparame-
terization exists [Pellacini et al., 2000]. It can be used to generate perceptually
uniform gloss variations on the base materials. The dimensions of contrast gloss
(c) and distinctness-of-image gloss (d) are specified as independent transforma-
tions of the parameters in the Ward model:

c = 3

√

ρs + ρd/2− 3

√

ρd/2 (3.2)

d =1.78 (1− α) (3.3)

We chose to pick variations that deviate from a base material along only one
of these dimensions at a time (∆c or ∆d), so we do not rely on the general
Euclidean distance metric in {c, d}-space. A deviation along either one of the
uniform dimensions is denoted by ∆{c, d}. For the contrast gloss equation,
the diffuse reflectance of the base material is kept constant, because even small
differences would be detected immediately. Of the specular reflectance only the
lightness L is changed, because gloss chromaticity is an important cue to detect
metallic materials. In general, glossy dielectrics produce white highlights, while
the highlight color of metals is related to their diffuse color.

The Ward model works well for glossy materials but it should not be used
with extreme parameter values. Any change in roughness α will be lost when
specular reflectance ρs approaches zero. In terms of the perceptual reparame-
terization, if there is not enough contrast gloss to form noticeable highlights, a
distinct image certainly cannot be reflected. At the other extreme, any change
in specular reflectance ρs will lose its effect on gloss when roughness α exceeds a
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certain level. In other words, when the reflected image becomes too indistinct,
the specular lobe acts as just another nearly-diffuse term.

Our perceptual experiment is intended to explore the interesting ranges for
each variable factor in the stimuli. We selected a diverse set for each category.

Scenes: attic, courtyard, library, tabletop
Illumination conditions ranged from a sunny outdoor courtyard scene to an
attic scene illuminated from a small window on a cloudy day. Different cam-
era positions were used, including varying elevations of the camera above the
ground plane and varying fields of view (10◦–29◦ vertical).

Shapes: blob, buddha, bunny, car, cylinder, dragon, rounded icosahedron,
sphere, teapot, tessellated sphere, triceratops
A wide variety of shapes was selected based on many different characteris-
tics that might prove interesting, including complexity, convexity, curvature,
anisotropy of curvature, and presence of flat surfaces. The rounded icosahe-
dron has subtle beveled edges.

Base materials: acrylicblue, aluminium, chballgoldmetallic2, copper, metal-
licblue, metallicsilver, nickel, nylon, paintlightred, pearlpaint
A set of base materials was chosen from the database of Matusik et al. [2003b]
and Ngan et al. [2005], well-distributed within the working range of the Ward
reflectance model and the {c, d}-space. The selection includes metals, plastics,
and paints with varying colors and gloss.

Variations: original, ∆{c, d} = 0.05, 0.10, 0.15, 0.20, 0.25
Visual inspection of a small set of test images showed that the threshold for
noticing differences in materials was distributed around ∆{c, d} = 0.10. In
contrast, Ferwerda et al. [2001] found thresholds as small as ∆{c, d} = 0.03. In
Section 3.3 the cause of this apparent difference is explained. Variations were
chosen such that materials remained within the working range of the reflectance
model.

A few of the resulting stimulus images are shown in Figure 3.2.1

3.2.2 Procedure

This exploratory experiment is designed to ascertain whether the influence of
shape on material appearance exceeds the threshold of perception. We opted to
use the method of constant stimuli because sufficiently realistic images presently
cannot be produced in real time. Because of the large number of possible pairs,
we used a randomized experimental design, sampling the factorial space of

1The full set of stimulus images is made available as supplemental material at http://

graphics.cs.kuleuven.be/publications/ISPMR/.
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(a) (b)

(c) (d)

(e) (f)

Figure 3.2: A selection of 6 example images, out of a total of 330 stimuli.
(a) Library scene, dragon and buddha, both original light red paint. (b) Attic
scene, two copper teapots (which are slightly rescaled). The teapot on the
right is rendered with less contrast gloss (∆c = 0.20). (c) Attic scene, car and
rounded icosahedron, both nickel without variations. (d) Tabletop scene, blob
and teapot, both nylon without variations. (e) Library scene. The tessellated
sphere is rendered with the original acrylic blue material and the cylinder is
rendered with more contrast gloss (∆c = 0.25). (f) Courtyard scene, sphere
and bunny, both aluminium without variations.
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Group Shape Material Number of images
1 identical identical 55
2 different identical 165
3 identical different 55
4 different different 55

Table 3.1: Groups of stimuli in the experiment.

combinations in a well-distributed manner. Our complete set of 330 stimulus
images can be partitioned into 4 groups (see Table 3.1).

More images were created for group 2 (different shape, identical materials)
to obtain a better sampling of this space. This tests the perception of identical
materials on different geometry, which is of most interest to us.

Participants were given written instructions before the experiment. The
question asked for each stimulus image was: “Are both objects in the image
made out of the same material?” This simple same/different question avoids
too much variability between participants. The instructions contained a few
example images as a short training session to clarify that we mean the same
identical material, e.g., some people might call aluminium and nickel both
metals, even though they see an obvious difference between both materials.
Also smooth and rough finishes should be judged as being different.

Each session consisted of 220 images: the complete groups 1, 3, and 4, and
a well-distributed sampling of 55 images from group 2. Keeping the sessions
balanced between all conditions was intended to avoid bias, e.g., if a participant
always selects “identical materials” as their default answer when they cannot
decide with confidence, then a significantly larger proportion of identical ma-
terial images in the session will artificially inflate their score.

The stimulus images were presented one at a time, in random order, on a
calibrated Iiyama Vision Master Pro 19” CRT monitor [Brainard et al., 2002].
The experiment was performed in controlled office lighting conditions, without
influence from daylight. Each image filled approximately half the screen area
over a neutral gray background. The screen was blanked to gray for a fraction
of a second between images.

Because of the large number of stimuli presented to each participant, lapses
in concentration might occur. The instructions explicitly stated that partici-
pants were allowed to take a short break if they grew tired. Most participants
completed a session of 220 images in under 30 minutes.

A total number of sixteen participants took part in the experiment: 6 com-
puter graphics researchers and 10 persons who had no particular knowledge of
computer graphics techniques. Analysis showed that there was no difference
between these two groups (see Section 3.3). All participants were unpaid vol-
unteers and had normal or corrected-to-normal visual acuity and normal color
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vision.

3.3 Results and Analysis

There are two ways in which to interpret each single observation:

Assessment: Participants indicate whether they perceive the 2 materials shown
in the image as either identical or different. For quantitative analysis, we
define assessment as the percentage of “identical materials” answers.

Accuracy: Since we know which materials were used in each image, we can
derive the accuracy of their assessment as either right or wrong. In other
words, whether they answered the question “Are both objects made out
of the same material?” correctly or not.

When a large number of factors is needed for a thorough exploratory ex-
periment, different subsets of the resulting data are often suitable for many
different data analysis techniques. In the following sections, we summarize the
major trends and examine the material discrimination threshold.

No significant differences between participants: Participants’ ages ranged
between 22–56, with 10 out of 16 being in their twenties. Different parts of the
population with different levels of experience were represented: graphics re-
searchers, people with various computer science backgrounds, and casual com-
puter users. No differences were found between age groups, experience, gender,
or race.

In informal debriefing after the session, it became apparent that people with-
out any experience in graphics lack the vocabulary to describe materials. In
some cases, they could not describe nor even point at the differences they per-
ceived.

3.3.1 Major trends in the complete data set

In this section, various hypotheses are tested with the Kruskal-Wallis analysis
of variance [Kruskal and Wallis, 1952]. This non-parametric test is an alter-
native for the well-known classic analysis of variance (ANOVA). Similarly, it
verifies whether different subsets of the data have the same probability distri-
bution, e.g., a statistic p < 0.05 denotes 95% certainty of a significant difference
between the subsets. Unlike classic ANOVA, Kruskal-Wallis does not make the
assumption of normally distributed data. While we have no reason to suspect
our data deviates from normality, we still opted for this non-parametric test
because some of our more detailed analyses have insufficient sample size to as-
sert normality. This test has slightly less statistical power, meaning that it may
conservatively classify a difference as insignificant when in fact it is marginally
significant.
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Group Shape Images Accuracy Assessment
per person identical

1 identical 55 87% 87%
2 different 55 71% 71%
3 identical 55 70% 30%
4 different 55 53% 47%

1 and 3 identical 110 79% 59%
2 and 4 different 110 62% 59%

Table 3.2: Average accuracy and assessment percentages, measured over each
group of stimulus images.

Difference in geometry diminishes accuracy: Participants’ average accuracy
is rather high (79%) when observing materials on identical geometry (groups 1
and 3), but it drops significantly (p < 0.01) to only 62% on different geometry
(groups 2 and 4). See Table 3.2 for a summary of these results.

However, participants do not seem to adjust their decision criterion between
these subsets, because their average assessment remains constant at 59% iden-
tical. This percentage can be explained intuitively by the groups of images in
each session. Exactly half of the presented images contain identical materials,
and approximately 10% contain a variation of ∆{c, d} = 0.05, which is rarely
noticed. In Section 3.3.2 the material discrimination threshold is analyzed fur-
ther.

Relative magnitude of influence from geometry and material variations:
Figure 3.3 shows a quantitative comparison between the assessment and ac-
curacy when only shapes differ (group 2) and when only material variations
differ (group 3 partitioned per ∆{c, d}). Reference levels are shown for iden-
tical shapes and identical materials (group 1). Figure 3.3a illustrates that,
as can be expected, the indirect influence of geometry on the assessment is
smaller than the influence of direct material variations, which are the target of
the experimental question. This difference is significant for all variations except
∆{c, d} = 0.05 (p < 0.01). In Figure 3.3b, the influence of geometry crosses the
level of material variations at ∆{c, d} = 0.12, with a 95% confidence interval of
[0.04, 0.20]. Intuitively, this means that material picking on an unsuited shape
can introduce errors equivalent to a difference of ∆{c, d} = 0.12 on the BRDF,
which is a noticeable variation (see Section 3.3.2).

Tessellated geometry diminishes accuracy: Another strong effect is partic-
ipants’ inability to assess the appearance of a badly tessellated mesh without
shading normals. Accuracy for comparing two tessellated spheres or icosahedra
(despite their subtle rounded edges) is 69%, which is significantly lower than

34



3.3 Results and Analysis

0.05 0.10 0.15 0.20 0.25
0%

50%

100%

variation ∆{c,d}

as
se

ss
m

en
t

(a) Assessment

0.05 0.10 0.15 0.20 0.25
0%

50%

100%

ac
cu

ra
cy

variation ∆{c,d}

(b) Accuracy

Figure 3.3: Comparisons of assessment and accuracy. The green line is the
reference value (identical shapes and materials, group 1). The blue line has a
lower value because of the influence of different geometry (group 2). The red
line is the influence of material variations ∆{c, d}. (a) Geometry always has a
smaller influence on assessment than material variations. (b) The influence of
different geometry on accuracy is approximately the same as the influence of
material variations ∆{c, d} = 0.12.

for other shapes (81%, p < 0.01). Some participants appear to fall back to a
default assessment of identical materials in this case. The percentage identical
assessment for these shapes is higher than average (72% vs. 56%, p < 0.01).
When comparing tessellated shapes to different geometries this effect is less
pronounced.

The well-known fact that curvature captures highlights was mathematically
confirmed and quantified by Durand et al. [2005] and Ramamoorthi et al. [2007].
The facets of the tessellated sphere are uncurved, so they fail to capture any
recognizable highlight. Instead, the facets look like different diffuse colors.

Attic scene influences assessment and accuracy: In the attic scene, partic-
ipants’ accuracy drops from 72% to 66% (p < 0.01), and identical assessment
increases from 56% to 66% (p < 0.05). Visual inspection of the images shows
that the left object appears to receive more light from the nearby window at
the top left. However, the objects are in fact rendered with exactly the same
environment illumination. The only actual differences occur when the left ob-
ject blocks the light and casts a faint shadow onto the right object, and when
the dark side of the left object is reflected in the light side of the right object,
creating contrast.
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Figure 3.4: (a) The two major dimensions of the full 6D scaling of geometry
influence. (b) The decreasing stress on both scalings. (c) The two major di-
mensions of the 4D scaling of geometry influence, without rounded icosahedron
and tessellated sphere.

Dimensionality of influence of geometry: The value of an unknown func-
tion of a high-dimensional variable often depends on a limited subset of its
dimensions. Multidimensional scaling (MDS) methods are designed to derive
the dimensionality of this dependence (see [Borg and Groenen, 2005] for a re-
cent overview). These methods were originally developed for psychophysical
experiments, and have since been applied in many different fields. An exam-
ple application from perceptual graphics is the discovery of the two perceptual
gloss dimensions by Pellacini et al. [2000].

Geometry is a potentially infinite-dimensional variable, and its influence on
material perception is the unknown function to investigate. Figure 3.4a shows
the two major dimensions of the full 6D scaling of geometry influence. When
the tessellated geometry is removed, the 4D scaling of figure 3.4c remains. The
decreasing stress of both scalings is shown in figure 3.4b.

Luminance histogram matching: We were unable to explain our results by
extending the luminance histogram matching technique by Nishida and Shinya
[1998] to more general geometry, materials, and lighting. We believe the tech-
nique breaks down because the omnidirectional environment illumination is
fundamentally different from the point light source used in that study.

3.3.2 Material discrimination threshold

Data from a psychophysical experiment relate observers’ responses to a physical
variable of the stimuli. A psychometric function can be fitted to psychophys-
ical data, so that useful characteristics of the underlying phenomenon can be
derived. The general form of the psychometric function is [Wichmann and Hill,
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Figure 3.5: Psychometric functions for the entire data set of images, for material
variations ∆{c, d}, ∆c and ∆d respectively. Only images showing identical
shapes were considered, in order to eliminate any influence of geometry on the
perception of material. The locations of γ, λ, and the threshold are indicated
on the first graph.

2001a,b]:

ψ (x;α, β, γ, λ) = γ + (1− γ − λ)F (x;α, β) (3.4)

where x is the stimulus intensity, in this case the distance ∆{c, d}. The guess
rate γ is the response at zero stimulus intensity, and the miss rate λ indi-
cates how often observers fail to notice a large stimulus intensity. The sigmoid
function F can often be derived as the cumulative distribution function of the
underlying experimental process that generates the data. We use the Weibull
distribution:

F (x;α, β) = 1− exp

(

−
(x

α

)β
)

, x ≥ 0 (3.5)

This distribution is often used to model phenomena that increase in proba-
bility with increasing stimulus intensity [Weibull, 1951]. One can easily see
that material discrimination is related to material difference in a similar way.
The Weibull distribution is indeed widely used to model discrimination and
detection experiments.

In traditional, more focused experiments, only a single variable determines
the stimulus intensity and thereby the response, and γ and λ are merely in-
tended as small corrections for random guesses and lapses in concentration,
with typical values up to 5%. Our fitted curves often have larger values of γ
and λ, because the perceptual difference of materials is not the only variable
in our stimulus images. Like in any real-world scenario, many small factors,
like the surrounding scene or the specific viewpoint, can influence participants’
perception significantly.

The just noticeable difference or threshold, where observers start to see the
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Chapter 3 The Influence of Shape on Material Perception

difference in the variations, is defined as:

ψ−1
p = α β

√

ln

(

1− γ − λ
1− p− λ

)

(3.6)

where p is the desired percentage (usually 50%) of observers that notice the
difference. The abruptness of the threshold is indicated by the slope ψ′p at that
point. Note that we deviate from the common practice of using γ and λ only
to improve fitting, and ignoring these small values afterwards by defining the
threshold as F−1

p instead, which is independent of γ and λ.
The optimal shape for discrimination tasks would have low guess and miss

rates, an early threshold for discrimination of the smallest differences, and a
steep slope to minimize the dependence of the threshold on the desired response
level. The optimal shape for material picking should only be as discriminative
as the target shape.

The bootstrap method, a Monte Carlo resampling technique introduced by
Efron [1979], was used to estimate the variability and confidence intervals of
these statistics.

We chose to use only 6 stimulus intensities: the base material and 5 varia-
tions. While this may seem like a small number, this choice was motivated by
the recommendation of Blackwell [1952] to use as few stimulus intensities as
practicable, so as to optimize the reliability and validity of the results. Specifi-
cally, we follow the example of Wichmann and Hill [2001a,b] who typically also
use 6 stimulus intensities distributed evenly around an initial estimation of the
threshold.

Main result: Figure 3.5 shows the resulting psychometric functions for the
complete dataset of identical shapes (groups 1 and 3), as well as split into
separate graphs for ∆c and ∆d variations. Sample points are indicated by
dots. The size of each dot represents the number of observations for that
sample. The average material discrimination threshold over all identical shapes
and materials is ∆{c, d} = 0.08. The horizontal error bar indicates the 68%
confidence interval (one standard deviation) for the threshold. The separate
thresholds ∆c = 0.07 and ∆d = 0.10 do not differ significantly from each other
nor from the average. However, our thresholds are larger than those found by
Ferwerda et al. [2001], likely because of the influence of geometry and color.

In Equation 4.3, the weighting factor of 1.78 is intended to create a per-
ceptually uniform {c, d}-space with a Euclidean distance metric. Because only
grayscale images were used in the experiment of Pellacini et al. [2000], the re-
flectances ρ{d,s} in Equation 4.2 denote only lightness (L), not a color. The
apparent glossiness is assumed to be independent of the surface chromaticity
(a, b). However, our results show that the psychometric functions for differ-
ent base materials do not coincide exactly, suggesting that diffuse or specular
chromaticity does affect perceived gloss.
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3.3 Results and Analysis

(a) Contrast gloss variations ∆c

(b) distinctness-of-image gloss variations ∆d

Figure 3.6: All variations of aluminium spheres, starting from the original ma-
terial on the left and with ∆{c, d} = 0.05, 0.10, 0.15, 0.20, 0.25 on the right.
Compare each sphere to the leftmost one to identify the discrimination thresh-
old visually.

Base materials: Figure 3.8 shows the psychometric function for the ∆{c, d}-
variations of the materials. Significant differences in threshold and slope are
visible. Aluminium, the material that is most similar visually and numerically
to the materials of Ferwerda et al. [2001], confirms an early threshold of ψ−1

50%
=

0.04 or ψ−1

75%
= 0.06. This is not significantly different from their reported

75%-threshold of 0.03. Figure 3.6 shows the different variations of aluminium
spheres.

Shapes: Figure 3.9 shows the psychometric function for each shape. There
are clearly significant differences between them. The sphere has a very small
guess rate γ and miss rate λ, but it also has the latest threshold ∆{c, d} = 0.16,
meaning it is not very well-suited for material discrimination tasks. The teapot
has similar γ and λ, and an earlier threshold ∆{c, d} = 0.11, but the gradual
slope means a higher desired response level (more people should perceive the
difference) requires a much later threshold. A single optimal shape does not
exist in our selection, although the blob comes closest. It has an early threshold
∆{c, d} = 0.03, a steep slope, and a small miss rate λ. The worst shape is the
tessellated sphere, as it levels off at 50%, meaning participants performed no
better than chance. The cylinder and the dragon have fits and thresholds of
limited reliability because of insufficient data.

Figure 3.7 shows a series of spheres and bunnies, rendered in four different
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(a) Nickel spheres (b) Nickel bunnies

(c) Pearlpaint spheres (d) Pearlpaint bunnies

(e) Paintlightred spheres (f) Paintlightred bunnies

(g) Metallicblue spheres (h) Metallicblue bunnies

Figure 3.7: A series of spheres and bunnies rendered in a selection of
materials, starting from the original material on the left and with ∆c =
0.05, 0.10, 0.15, 0.20, 0.25 on the right.

materials. When comparing each object to the leftmost one in each series,
one can visually identify the threshold corresponding to each of the graphs in
Figures 3.8 and 3.9.

3.4 Conclusion

In this chapter, we described an experiment in which participants had to judge
whether two virtual objects, rendered and illuminated in a natural environment,
were made out of the same material. The stimulus images covered a wide range
of shapes, materials and illumination environments. Although our experiment
is limited, we feel that this type of study can provide valuable insights into the
relationship between the perception of shape and materials.

Statistical analysis shows that the accuracy of material perception is influ-
enced by the geometrical shape of the object rendered with that particular
material model. Resulting psychometric curves differ for different shapes, but
also for different types of materials.

Our results suggest that more thought should be given to the design of ma-
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Figure 3.8: Psychometric functions for each material, combining ∆{c, d}
(acrylicblue and nylon were omitted because insufficient data was available
for a reliable fitting).
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Figure 3.9: Psychometric functions for each shape, combining ∆{c, d}. Only
images of identical shapes were considered.
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terial selection tools in modeling applications. The accepted practice of using
a sphere as a base model to visualize the selected material parameters does not
necessarily convey the appearance of the selected material on the target shape
correctly. We found that a sphere is one of the least discriminating shapes
with respect to the accuracy of judging materials, thus suggesting that other
shapes, possibly dependent on the class of material or similar to the target
shape, might be better suited for this task. In Chapter 4 we develop a material
editor that automatically compensates for the change in material appearance
between different shapes [Vangorp and Dutré, 2008].

Photorealistic rendering could be another future application area. The allow-
able error threshold in images could be derived from the psychometric curves
for materials or objects. As long as the errors remain lower than the discrim-
ination threshold, no noticeable change in the image will be detected at the
cognitive level.

For the applications sketched above, optimally, one would like to have psy-
chometric curves available for each separate shape-material combination. Our
current experiment did not contain enough images to derive such curves. How-
ever, we feel that future experiments, focusing on the influence of a single effect
or particular combination would be very interesting to investigate. Future ar-
eas for testing could include the influence of texture maps or transparency, as
well as more focused studies for finding better classifications of the shapes of
objects.
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Chapter 4

Shape-Dependent Gloss Correction

Visual observation is one of the primary means to interact with the world
around us. However, the interplay of geometry, material, and illumination in
the perception of objects is still not entirely understood.

It is generally accepted that the shape of objects influences the perception of
their material appearance. In [Vangorp and Dutré, 2008] we investigated and
quantified the influence of shape on gloss perception in a realistic setting, using
a general cue combination framework and likelihood analysis. Our results show
that this influence can be quantified, and that a simple additive model between
the shape cue and the actual gloss cue adequately describes this influence.

This chapter contributes to a deeper understanding of the perception of ob-
jects, and also enables new applications such as a material selection tool that
corrects for the influence of gloss when switching between shapes. This improves
the intuitiveness of material selection tools for novices as well as professional
artists.

4.1 Introduction

Computer graphics artists spend a lot of time on the difficult task of selecting
materials for their 3D scenes. Most modeling applications offer only primitive
material selection tools to help them. Usually the interface provides a slider
for each parameter of the underlying material model. The meaning of these
parameters follows from the mathematical or physical description of materials.
For instance, the width of a specular lobe function is related to the physical
property of surface roughness. However, people intuitively think of the appear-
ance of materials in terms of intensity of the highlights and sharpness of the
reflected image. Several of the traditional mathematical or physical parameters
may influence each of these perceptual aspects in a non-linear manner, further
complicating the material selection task.

In Section 2.5.4 we have discussed recent advances in material modeling that
could solve many of these problems. The complexity of material models can be
reduced by reparameterization with intuitive and perceptually meaningful pa-
rameters [Strauss, 1990; Pellacini et al., 2000], or by introducing more intuitive
user interaction methods [Colbert et al., 2006; Ngan et al., 2006].
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Chapter 4 Shape-Dependent Gloss Correction

(a) Selected material (b) Uncorrected transfer (c) Corrected transfer

Figure 4.1: Transferring a material from (a) a sphere to (b) a dragon results in
exaggerated gloss. (c) The shape-dependent gloss correction presented in this
chapter preserves the appearance.

A major outstanding problem in current material selection tools is transfer-
ring materials from one shape to another. Materials are often visualized on a
sphere during the interactive selection process, and the mathematical param-
eters are then used for rendering the target shape. Figure 4.1 demonstrates
that this causes a shift in the appearance of the material, and the result does
not look as the artist had intended. In Chapter 3 we studied the extent of this
problem [Vangorp et al., 2007], and in the current chapter we will present a
possible solution. Other recent developments in material editing try to solve
this problem by visualizing materials directly on the target shape [Ben-Artzi
et al., 2006, 2008; Colbert and Křivánek, 2007a,b; Sun et al., 2007; Cheslack-
Postava et al., 2008]. However, many of these techniques are computationally
expensive and difficult to incorporate into existing modeling applications.

Overview

In this chapter we present the novel idea of shape-dependent gloss correction:
we undo the gloss shift caused by transferring a material to a different object.
This practical solution can easily be added to any existing modeling application.
In Section 4.2 we describe our perceptual experiments designed to measure the
extent of the shift in gloss that occurs in standard uncorrected material transfer.
In Section 4.3 the experimental results are analyzed and a simple model is found
to describe the required gloss correction. In Section 4.4 we improve an existing
material editor with gloss correction, driven by our experimental model and
data.
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4.2 Perceptual Experiments

(a) Background

(b) Environment map

Figure 4.2: (a) Background photograph and (b) environment illumination map
of the library scene. Stimulus images were cropped to the square frame.

4.2 Perceptual Experiments

We have designed a set of experiments to measure the extent of the gloss shift
that can occur, so that we can correct it. We focus on a limited set of realistic
conditions to obtain statistically significant results that apply to real-world
material editing tasks.

4.2.1 Stimulus Images

The stimulus images are augmented reality images constructed from these 3
components:

1. The scene provides a background and illumination environment, in which
an object of interest is placed (Figure 4.2).
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(S1) blob (S2) buddha (S3) bunny (S4) dragon (S5) sphere

Figure 4.3: Shapes used in the stimulus images.

c

d

Figure 4.4: Gloss variations used in the stimulus images lie on isogloss difference
contours in the Euclidean {c, d}-space.
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2. An object with a distinctive shape is placed in the scene (Figure 4.3).

3. The object is rendered with a variation of a light grey plastic material
(Figure 4.4).

The objects are placed in a real-world scene using differential rendering tech-
niques [Debevec, 1998] to achieve the required level of realism. We use natural
environment illumination to improve material discrimination, as suggested by
Fleming et al. [2003]. All images use the same scene and illumination environ-
ment, captured in a library (Figure 4.2). This specific illumination environment
was chosen because it produces on each object a mix of frontal highlights from
the ceiling lights, as well as grazing highlights from the window at the top left.
We show 2 separate images in a single trial, each containing 1 object, so that
the object is always in the center of the image and highlights are always in the
same place on a shape.

We chose the following 5 shapes: a blob, a buddha, a bunny, a dragon, and
a sphere (Figure 4.3). Each shape is scaled to fill the image. These abstract
shapes and statuettes do not have a “natural” size, so they will not look out of
proportion to the background.

To fully utilize observers’ experience with real-world materials, we chose a
common material like plastic, represented by the isotropic Ward–Dür BRDF
model [Ward, 1992; Dür, 2006]:

fr =
ρd

π
+

ρs

4πα2 cos θi cos θo

exp

(

− tan2 θh

α2

)

(4.1)

where ρd is the diffuse reflectance, ρs is the specular reflectance, α is a surface
roughness parameter, and θi, θo, and θh are the elevation angles of the incident
light direction, the outgoing light direction and the half vector, respectively.
The parameters ρd, ρs, and α were chosen inside the plausible range for real-
world plastics, based on measurements and fitted data for such materials [Ma-
tusik et al., 2003b; Ngan et al., 2005]. The main advantages of the Ward–Dür
model over tabulated measurement data or other analytical models include its
simplicity and efficiency, and the fact that it is physically plausible within a
certain parameter range.

Our equivalent reformulation of the reparameterization by Pellacini et al.
[2000] was used to generate perceptually uniform gloss variations on the base
materials. The dimensions of contrast gloss (c) and distinctness-of-image (DOI)
gloss (d) are specified as independent transformations of the parameters in the
BRDF model:

c = 3

√

ρs + ρd/2− 3

√

ρd/2 (4.2)

d = 1.78 (1− α) (4.3)

This reparameterization was intended for the original Ward model, but the
Ward–Dür model introduces only an improved normalization which makes re-
flection at grazing angles more realistically plausible. From experience we know
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that the Ward–Dür parameter values are approximately equal to the Ward pa-
rameter values for most real-world materials [Ngan et al., 2005].

Pellacini et al. [2000] also introduced a Euclidean {c, d}-space defined by the
distance metric Di,j between two materials i and j:

Di,j =

√

(ci − cj)
2

+ (di − dj)
2

(4.4)

For our main experiment we select five equidistant variations of the material
along the diagonal in this space, where c and d vary simultaneously [Ho et al.,
2008]. This diagonal was chosen because people associate gloss with polishing,
which generally increases both aspects of gloss. For two additional experiments
we again choose five equidistant variations of the material, but along a single
gloss dimension. We reuse the middle variation of the main experiment and
construct the variations on either side along the c or d dimension, at the same
perceptual distances Di,j = 0.0493. This distance is near the material discrim-
ination threshold (Section 3.3.2) so it should be easy to compare non-adjacent
gloss variations when presented on identical shapes, but it may be difficult when
they are presented on different shapes. The diffuse reflectance of the light grey
plastic material is kept constant at ρd = 0.33. All gloss variations are displayed
in Figure 4.4 and tabulated in Table 4.1.1

4.2.2 Procedure

In Chapter 3 the purpose of the experiment was to compare the magnitude
of gloss differences relative to the discrimination threshold. From the current
experiment we wish to obtain not only the magnitude of gloss differences but
also the direction of that difference, i.e. a signed distance. We again opted for
a pair comparison design with constant stimuli.

Participants were given written instructions before the experiment, explain-
ing the technical term “glossy” as “shiny” or “polished”. For each trial a pair
of stimulus images was presented side-by-side on a calibrated 19” LCD monitor
(ViewSonic VP930) under controlled lighting conditions. Each pair filled ap-
proximately 40% of the screen area over a black background (Figure 4.5). The
2-alternative forced choice (2AFC) question asked for each trial was: “Which
object is more glossy?”

In a short training session of 75 image pairs, both images displayed the same
shape and there could only be a difference in gloss. The gloss parameters were
chosen to be easily discriminable in such a setting, and indeed participants gave
the correct answer on average 97% of the time. Note that 25 pairs of identi-
cal images were included in this experiment and both answers were considered
correct in these cases, so the range of possible scores is 33%–100%. One par-

1The full set of stimulus images is made available as supplemental material at http://

graphics.cs.kuleuven.be/publications/SDGC/.
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ρs 0.0275 0.0645 0.1061 0.1523 0.2036
α 0.1247 0.1051 0.0855 0.0658 0.0462
c 0.0289 0.0638 0.0987 0.1336 0.1685
da 1.5580 1.5929 1.6278 1.6629 1.6978

(a) Main experiment

ρs 0.0000 0.0487 0.1061 0.1730 0.2500
α 0.0855 0.0855 0.0855 0.0855 0.0855
c 0.0000 0.0494 0.0987 0.1481 0.1974
da 1.6278 1.6278 1.6278 1.6278 1.6278

(b) Additional Experiment: contrast gloss

ρs 0.1061 0.1061 0.1061 0.1061 0.1061
α 0.1409 0.1132 0.0855 0.0577 0.0300
c 0.0987 0.0987 0.0987 0.0987 0.0987
da 1.5292 1.5785 1.6278 1.6773 1.7266

(c) Additional Experiment: DOI gloss

aRemember that our modified DOI gloss parameter d (Equation 4.3) is a rescaled version
of the one in [Pellacini et al., 2000].

Table 4.1: Material parameters used for the stimulus images.
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Figure 4.5: Example of stimulus presentation for each trial.

ticipant who scored less than 90% in the training experiment was classified as
an outlier and their data was excluded from the analysis.

The main and additional experiments consisted of 325 image pairs of poten-
tially different shapes and gloss parameters. Comparing the gloss of different
shapes can be more difficult, as evidenced by the average scores of 92%, 89%,
and 86% for the main experiment and additional contrast gloss and DOI gloss
experiments respectively. These experiments also included 25 identical pairs,
so the range of possible scores is 8%–100%. Most participants completed the
experiments in under 45 minutes. To avoid possible lapses in concentration,
the instructions explicitly stated that participants were allowed to take a short
break if they grew tired. All participants had normal or corrected-to-normal
visual acuity and normal color vision. All participants were unpaid volunteers.

A total number of 16 observers participated in the main experiment: 5 com-
puter graphics researchers who knew the purpose of the experiment and 11
persons who had no particular knowledge of computer graphics techniques and
who were naive to the purpose of the experiment. A subset of 7 naive and
4 experienced observers participated in the additional experiment with purely
contrast gloss variations, and a subset of 5 naive and 4 experienced observers
performed the additional experiment with purely distinctness-of-image gloss
variations. In Figure 4.6 the scores of the experiments show no statistically
significant differences between these two groups, confirming the earlier finding
that everyday experience with materials outweighs knowledge of technical vo-
cabulary and shading models [Vangorp et al., 2007]. Additionally, none of the
participants would be statistical outliers in the other group.
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Figure 4.6: Box plots of the experiment scores for the two groups of participants
show no significant differences.

4.3 Results and Analysis

4.3.1 Cue Combination

Perceptual phenomena are often influenced by several simultaneously available
sensory cues. The processing of cues in the brain can be described as selection
and weighting of the most useful cues. This model is called cue combination
or fusion [Clark and Yuille, 1990] and it has been applied to many perceptual
topics including the visual perception of depth [Landy et al., 1995] and illu-
mination [Maloney, 2002]. The cue combination model is unaffected by the
distinction between helpful cues and false cues that hinder perception, like the
shape cue in our experiments.

We assume that an observer perceives the gloss of each stimulus indepen-
dently, influenced by the primary cue of actual physical gloss G and by the
secondary cue of shape S. The perceived level of gloss can be described by an
unknown cue combination function f(G,S), anchored to 0 for the blob (S1)
with the lowest gloss (G1):

f(G1, S1) = 0

We also assume that an observer forms a continuous decision variable ∆i,j for
the perceived difference between the gloss of two stimuli:

∆i,j = f(Gi, Si)− f(Gj , Sj) + ǫ, ǫ ∼ N(0, 1) (4.5)

where ǫ describes the influence of judgment errors contaminating the decision
variable. We assume without loss of generality that this contamination has a
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standard normal distribution. The decision variable ∆i,j represents a signed
distance function. An observer decides that stimulus i looks more glossy than
stimulus j if ∆i,j > 0 and vice versa.

A decision matrix depicts the decision variable as the number of times that
stimulus i is perceived as more glossy than stimulus j, normalized to a percent-
age. A negative percentage means stimulus i is usually perceived as less glossy
than stimulus j. The decision matrices for each experiment, averaged over all
observers, are displayed in Figure 4.7. They look similar to the ideal matrix,
but they are clearly contaminated with judgment errors. The systematic dif-
ferences in a row or column of 5×5-pixel blocks suggest the influence of shape.
We assume the decision variable is unaffected by which stimulus image is pre-
sented on the left or on the right, so decision matrices will be approximately
antisymmetric, apart from the small contamination ǫ:

∆i,j ≈ −∆j,i

This allows us to project all values onto one half of the matrix.

We are interested in finding the simplest model for the function f that will
adequately explain the experimental data. We will consider 3 standard cate-
gories of interaction between the parameters of the function f :

Full: Gloss perception is defined by the arbitrary interaction or strong fusion
of actual gloss G and shape S:

f(G,S) = fG,S(G,S)

Additive: Gloss perception is defined by the additive interaction or weak fusion
of actual gloss G and shape S:

f(G,S) = fG(G) + fS(S)

Independent: Gloss perception is not influenced by the shape cue:

f(G,S) = fG(G)

For each of these categories we differentiate between linear and non-linear
functions for the gloss component fG, resulting in 6 different models. We used
a perceptually uniform gloss scale so linearity is a reasonable assumption. The
non-linear alternative does not impose any constraints on the gloss component
fG, not even monotonicity. The shapes form only a nominal scale without a
meaningful ordering, so the shape component fS is also unconstrained and only
defined on these discrete instances.
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Figure 4.7: The decision matrices of (a) an ideal observer, and averaged over
all observers for (b) the main experiment, (c) the additional contrast gloss ex-
periment, and (d) the additional distinctness-of-image (DOI) gloss experiment.
Each block of 5 × 5 pixels represents the shape cues of a stimulus pair. Each
pixel within such a block represents the gloss cues of the stimulus pair.
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Model DoF Parameters
Non-linear, full 24 fG,S(G∗, S∗)
Linear, full 9 fG,S(G1, S∗), fG,S(G5, S∗)
Non-linear, additive 8 fG(G∗, S1), fS(G1, S∗)
Linear, additive 5 fG(G5, S1), fS(G1, S∗)
Non-linear, independent 4 fG(G∗, S1)
Linear, independent 1 fG(G5, S1)

Table 4.2: Degrees of freedom (DoF) and parameters that are directly esti-
mated. The symbol G∗ means parameters must be estimated for all 5 gloss
cues. Note that the reference point f(G1, S1) = 0 should be excluded from the
parameter lists.

4.3.2 Maximum Likelihood Estimation

The 6 different models are fitted to the experimental data using the maximum
likelihood estimation (MLE) method [Eliason, 1993]. Table 4.2 shows the re-
quired number of parameters or degrees of freedom (DoF) for each model, and
the actual parameters we estimate directly. Values at other stimuli can be
derived from these parameters using the constraints of each model.

Figure 4.8 displays the resulting models for the complete dataset of the main
experiment with 16 participants. The non-linear models display a nearly linear
relation in the higher gloss range, but exhibit a bend at the low end. The
dependent models show that there is clearly a difference in gloss perception
between the shapes. The curves of the full model are approximately parallel,
suggesting the additive model is sufficient to describe the influence of shape on
gloss perception. An additive relation means that the perceptual gloss scales
are parallel, the effect of each shape is described by a single offset, and an
ordering exists between shapes.

In Figure 4.9 we show the non-linear and linear additive models for the
complete datasets of the additional experiments. The distinctness-of-image
gloss scale looks strikingly linear, but the contrast gloss scale again exhibits a
non-linearity in the lower gloss range. This non-linearity might be inherent in
the contrast gloss parameterization or it might be an artifact caused by using
this parameterization in conjunction with the Ward–Dür reflectance model.

4.3.3 Likelihood Ratio tests

To prove the statistical significance of the trends observed in Figures 4.8–4.9
we use the Likelihood Ratio test. It is a statistical hypothesis test that decides
between the null hypothesis H0 that two models i and j explain the experimen-
tal data equally well, and the alternate hypothesis HA that one model explains
the data significantly better than the other. The log-likelihoods logL returned
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Legend: blob buddha bunny dragon sphere

Figure 4.8: Perceptual gloss scales returned by Maximum Likelihood Estima-
tion for the main experiment, averaged over all N = 16 observers. Error bars
show the standard error for the points that were directly estimated for each
model. The blob at physical gloss level 1 is always anchored to perceptual gloss
level 0.
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Legend: blob buddha bunny dragon sphere

Figure 4.9: Additive perceptual gloss scales returned by Maximum Likelihood
Estimation for the additional experiments. (a) Contrast gloss experiment, av-
eraged over all N = 11 observers. (b) Distinctness-of-image gloss experiment,
averaged over all N = 9 observers.

by the maximum likelihood estimation, which indicate the goodness-of-fit of
the models, are compared using the test statistic xi,j :

xi,j = 2(logLi − logLj) (4.6)

For large samples, the test statistic xi,j has a χ2 distribution with degrees of
freedom equal to the difference in the number of parameters in the models.

Tables 4.3–4.4 show a representative subset of the Likelihood Ratio tests
for each experiment. When evaluating the significance of N hypothesis tests
for a given significance level α = 0.05, on average N ·α tests are expected to
be significant purely due to chance. To compensate, the p-values should be
compared to a Bonferroni-corrected significance level α′ = α/N . The results
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Figure 4.10: Gloss correction keeps perceptual gloss at a constant level across
different shapes.

of the Likelihood Ratio tests confirm the statistical significance of our earlier
observations. In general, we can conclude that the non-linear additive model is
sufficient to predict the influence of shape on gloss perception.

4.4 Material Editing with Gloss Correction

Current material editors switch between shapes without updating the gloss
parameters, keeping constant physical gloss. We extended the material editor
of Colbert and Křivánek [2007a] to update the gloss parameters between shapes,
preserving perceptual gloss.

The contrast gloss and distinctness-of-image gloss dimensions represent or-
thogonal axes in the perceptual gloss space. We can update both parameters
by moving along the diagonal of the main experiment, or we can update only
a single gloss parameter using the data from the additional experiments. The
magnitude of the correction is calculated using the non-linear, additive mod-
els for each of our experiments, as shown in Figure 4.10. Figure 4.11 shows
screenshots of an interactive material editing session.

Our experience with the material editor indicates that the experimental data
remain valid despite the absence of shadows, interreflections, and the back-
ground photograph. The perceptual gloss scales were also designed to be in-
dependent of the diffuse color, as demonstrated in Figure 4.1. We speculate
that the data also remains valid for small perturbations of the viewpoint or the
dominant illumination direction. Large perturbations can have a large influ-
ence on the highlights and may even change the relative ordering of the gloss
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(a) Starting point (b) Uncorrected (c) Corrected

Figure 4.11: Screenshots of the material editor demonstrating the gloss correc-
tion along the diagonal of the gloss space.

Example: Full Additive Independent

Non-linear logL
p←→ logL

p←→ logL
lp lp lp

Linear logL
p←→ logL

p←→ logL

JS -40.9
0.065←→ -53.6

0.000←→ -110.0
l0.000 l0.000 l0.000

-68.9
0.930←→ -69.3

0.000←→ -119.4

KD -69.2
0.061←→ -82.0

0.000←→ -117.8
l0.000 l0.000 l0.000

-96.2
0.350←→ -98.4

0.000←→ -130.5

AL∗ -80.0
0.228←→ -89.9

0.000←→ -123.6
l0.026 l0.001 l0.002

-93.7
0.052←→ -98.4

0.000←→ -131.1

TL∗ -47.0
0.020←→ -61.8

0.000←→ -135.9
l0.000 l0.000 l0.000

-81.3
0.940←→ -81.6

0.000←→ -146.6

Table 4.3: Log-likelihoods and p-values of Likelihood Ratio tests for the results
of the main experiment for N = 4 representative observers (experienced ob-
servers indicated with ∗). The Bonferroni-corrected significance level α′ = 0.01.
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JP -60.5
0.120←→ -71.9

0.000←→ -130.9
l0.000 l0.000 l0.000

-93.8
0.855←→ -94.5

0.000←→ -145.9

KY -46.2
0.251←→ -55.9

0.000←→ -132.5
l0.000 l0.000 l0.000

-83.8
0.383←→ -85.9

0.000←→ -148.8

JL∗ -51.1
0.000←→ -76.4

0.000←→ -143.5
l0.000 l0.000 l0.000

-103.2
0.019←→ -109.1

0.000←→ -164.9

MS∗ -82.4
0.004←→ -99.9

0.000←→ -134.0
l0.000 l0.000 l0.000

-119.0
0.891←→ -119.5

0.000←→ -149.9

(a) Additional Experiment: contrast gloss

JW -54.3
0.000←→ -78.0

0.000←→ -106.4
l0.000 l0.145 l0.180

-79.1
0.498←→ -80.7

0.000←→ -108.9

RG -120.3
0.163←→ -131.0

0.000←→ -182.8
l0.054 l0.056 l0.167

-132.7
0.367←→ -134.8

0.000←→ -185.3

PV∗ -59.7
0.007←→ -76.4

0.000←→ -122.9
l0.002 l0.325 l0.414

-77.5
0.860←→ -78.1

0.000←→ -124.4

TL∗ -55.6
0.190←→ -65.9

0.000←→ -145.1
l0.000 l0.000 l0.004

-79.8
0.931←→ -80.2

0.000←→ -151.9

(b) Additional Experiment: DOI gloss

Table 4.4: Log-likelihoods and p-values of Likelihood Ratio tests for the results
of the additional experiments for N = 4 representative observers (experienced
observers indicated with ∗). The Bonferroni-corrected significance level α′ =
0.01.

perception curves, resulting in corrections that increase the gloss shift.

4.5 Conclusion

We have introduced the novel concept of shape-dependent gloss correction in
material selection tools. We provide a practical way to calculate the parameter
adjustments required to preserve perceptual gloss between different shapes.
This solves a prevalent problem faced even by experienced artists, and makes
the process of material selection much more intuitive. It would be interesting
to see a formal user study to assess the productivity gain.

The current system is limited to a fixed set of shapes and viewpoints. How-
ever, the influence of shape proves to be an additive effect which can be de-
scribed by a single offset for each shape. Possibly a procedure could be de-
veloped for calculating that offset directly from a geometric description of the
shape, removing the need to repeat the experiments for additional shapes.
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Chapter 5

Visual Equivalence in Dynamic
Scenes

In this chapter we take a broader view of material perception as an important
component in scene perception. Glossy and specular reflections provide use-
ful information about the shape of the object itself, but also about the scene
illumination and the relative positions of nearby objects.

Characterizing the fidelity of an image is a fundamental problem in computer
graphics. Visible difference predictors are used to detect when images are per-
ceptually indistinguishable. Visual equivalence introduces a new appearance-
based standard for image fidelity, where two visibly different images of an object
can still be visually equivalent as representations of the object’s appearance if
they convey the same shape, material and lighting properties. The original
visual equivalence study focused on static scenes. In this chapter, our goal is to
understand and evaluate visual equivalence in the context of dynamic scenes.

We conducted a series of psychophysical experiments that explore visual
equivalence for objects undergoing rotational and linear motion under a va-
riety of illumination transformations. We demonstrate that equivalence con-
tinues to exist with motion for transformations that maintain some important
properties. Specifically, they should not affect the sense of structured motion
in the patterns of surface reflections. Based on these insights, we propose a
new interpolation transformation that preserves some of these dynamic visual
features.

The work presented in this chapter was the result of a collaboration with Tim-
othy S. Condon (Cornell University), Professor James A. Ferwerda (Rochester
Institute of Technology), Professor Kavita Bala (Cornell University), Roe-
land Schoukens (Katholieke Universiteit Leuven), and Professor Philip Dutré
(Katholieke Universiteit Leuven) [Vangorp et al., 2009].

5.1 Introduction

Characterizing the fidelity of an image is a fundamental problem in com-
puter graphics. Visible differences predictors (VDPs) [Daly, 1993] model early
vision to characterize image fidelity by predicting when two images will be
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indistinguishable. Recently, Ramanarayanan et al. [2007] introduced a new
appearance-based standard for image fidelity: visual equivalence. Two visibly
different images of an object can still be visually equivalent as representations
of the object’s appearance if they convey the same shape, material and light-
ing properties. Ramanarayanan et al.’s study focused on the degree to which
representations of lighting can be approximated or manipulated in realistic
image synthesis without affecting object appearance. Through a series of psy-
chophysical experiments, the authors found that images rendered with blurred
and warped illumination maps are perceived as visually equivalent even though
the images themselves are visibly different. They also found significant dif-
ferences between the blur and warp transformations, and saw a significantly
greater range of equivalence for the warps than for the blurs. Ferwerda et al.
[2008] extended the analysis of this work and related the results to changes in
natural image statistics.

In this chapter, we seek to understand and evaluate visual equivalence in the
context of dynamic scenes: does the motion of an object or of the surrounding
scene affect equivalence positively or negatively? Previous work indicates that
motion can either obscure differences [Yee et al., 2001] or instead bring them
out [Hartung and Kersten, 2002].

When an object moves, it produces a changing pattern of stimulation on
the retina. Gibson [1950] demonstrated that the information in these trans-
formations provided reliable visual information for object motion. Dynamic
occlusion, motion parallax, and optic flow are the classic examples of dynamic
cues for depth and the spatial layout of scenes, and an observer’s movement
through it. But more generally, motion perspective and the transformation of
visual cues such as texture gradients have also been shown to provide reliable
information for object shape and dynamics [Koenderink, 1986; Cutting and
Millard, 1984; Palmer, 1999].

Transformations of illumination features such as surface shading, shadows,
highlights, and reflections have also been shown to provide reliable information
for object and scene properties. Todd and Mingolla [1983]; Mingolla and Todd
[1986]; Norman et al. [2004] have demonstrated that dynamic transformations
of shading on diffuse objects and specular highlights on glossy objects pro-
vide information for object shape. More recently Hartung and Kersten [2003];
Savarese et al. [2004]; Fleming et al. [2004] have shown that observers can also
use the complicated patterns of environmental reflections seen in mirror-like
objects to perceive the shapes of geometrically complex objects.

We conducted a series of psychophysical experiments that explore visual
equivalence for objects undergoing rotational and translational motion. We
explored visual equivalence over a variety of illumination transformations, in-
cluding warps and interpolation of the environment illumination field. Interpo-
lating such environment maps is common practice in interactive applications
like games. We demonstrate that equivalence continues to exist with motion
for some illumination transformations, though the transformations must main-
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5.2 Perceptual Experiments

(a) Rotating object (b) Rotating object and cam-
era

(c) Translating object and
camera

Figure 5.1: A few frames from the animation stimuli we used to study visual
equivalence in dynamic scenes. (a) Experiment 1(a) studies rotating objects
with a static camera. (b) Experiment 1(b) studies rotating objects with syn-
chronous camera rotation. (c) Experiment 2 studies translating objects with a
tracking camera. See the accompanying video for the complete animations.

tain some important properties. Specifically, transformations like warp which
do not fundamentally alter the spatial and temporal statistics of the illumina-
tion field provide equivalence. On the other hand, simple interpolation often
fails to convey realistic structured motion in the patterns of surface reflections
of objects, resulting in visual inequivalence. On the basis of these insights,
we propose a new interpolation transformation that preserves some of these
dynamic visual features and thereby efficiently produces animations rendered
with interpolated illumination maps that are visually equivalent to reference
animations.

Section 5.2 describes the general design of our psychophysical experiments.
In Sections 5.3 and 5.4 we present our experiments and results for two specific
types of motion. In Section 5.5 we discuss our validation study. Finally, we
discuss our results and conclude in Section 5.6.

5.2 Perceptual Experiments

To understand visual equivalence in dynamic scenes, we must study objects
with a range of shapes and materials moving through a complex environment
under varied lighting conditions. To do this, we created a set of animations
that would allow us to systematically explore interactions between geometry,
motion, and illumination and their impact on the visual equivalence of objects
in the animations.
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Figure 5.2: Geometry and materials of the stimuli.

5.2.1 Stimuli

First, we created a set of animations that spanned a range of geometry, ma-
terials, motion, and illumination. Figure 5.1 shows a few frames from our
animations. The scene model consists of a bumpy sphere-like test object mov-
ing (either rotating or translating) through an environment. The environment
transitions from a high-frequency indoor lighting colored in warm tones to a
lower-frequency outdoor lighting in cooler tones. Below, we describe the object,
scene, and rendering parameters used to generate the various animations used
in our study, and the motivations behind our decisions.

Geometry and Materials: Our goal was to pick shapes and materials
from a perceptually uniform space. For our experiment, we selected 9 of the
16 objects used in [Ramanarayanan et al., 2007]. Those authors used a sphere
and 3 blobby objects (G1, G2, G3), following the precedent of perception liter-
ature [Todd and Mingolla, 1983; Todd, 2004]. G1 − G3 are modified spheres
with bumps of uniform amplitude and increasing spatial frequency with the
aim of producing objects of roughly uniformly increasing “bumpiness”. We
eliminated the sphere from our experiment since it is an extreme case and un-
representative of typical scene geometry. We also eliminated the most diffuse
of the original four materials, reducing the material dimension to only three
isotropic Ward materials [Ward, 1992], with diffuse reflectance ρd = 0.15, spec-
ular reflectance ρs = 0.19, and surface roughness (specular lobe width) values
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5.2 Perceptual Experiments

(a) Inside Sibenik Cathedral (b) Outside courtyard

Figure 5.3: Mirror spheres in the two distinct parts of the scene.

α = {0.01, 0.06, 0.11} for M0 − M2 respectively. These parameters were se-
lected to represent perceptually equal changes in gloss appearance [Pellacini
et al., 2000].

Illumination: We sought to render our animations under illumination envi-
ronments that mimic real-world conditions, in particular maintaining proper-
ties such as high resolution and high dynamic range (Figure 5.3). Environment
maps were originally introduced in computer graphics by Blinn and Newell
[1976] to add convincing specular reflections of the distant environment to ren-
dered images. The technique was later extended to include glossy reflections
as well [Miller and Hoffman, 1984; Greene, 1986; Cabral et al., 1999; Heidrich
and Seidel, 1999; Kautz et al., 2000; Kautz and McCool, 2000]. Environment
maps capture complex illumination from either synthetic or natural scenes by
representing all light sources as purely directional and infinitely distant. They
may then be used as light sources for artificial scenes, producing compellingly
realistic results.

In order to generate meaningful motion, we also needed our environment
map sequence to be spatially coherent throughout the entire animation. Given
that an arbitrary sequence of environment maps will not exhibit this property,
we chose to design our own scene and render the requisite maps along the path
of motion. Our scene includes a large indoor space (Sibenik Cathedral) with
a doorway into an outdoor courtyard area surrounded with buildings. The
interior was inspired by the well-known natural illumination environment map
of Grace Cathedral [Debevec, 1998], featuring a large number of small interior
lights, as well as global illumination, and other objects were added to increase
the visual complexity of the setting. The exterior was designed to represent a
courtyard flanked by buildings and illuminated by an environment map based
on the daylight model of Preetham et al. [1999].
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Figure 5.4: Interface used in the experiments: The objects in the left and
right images have the same geometry and material properties and they always
move in the same way. In this condition, one is rendered with the reference
illumination map and the other is rendered with one of the transformed maps.
The observer’s task is to identify the object that is illuminated the same as the
reference object.

Rendering and display: The high quality background of the scene and the
synthetic environment maps used as illumination sources were both rendered
with the multidimensional lightcuts global illumination rendering algorithm
[Walter et al., 2005, 2006]. The animations were rendered at a resolution of
484×342 and a frame rate of 30 frames per second.

For display, the images were tone mapped using the global photographic
operator of Reinhard et al. [2002] with constant parameters tuned to the char-
acteristics of the LCD display. The images were viewed under office lighting
conditions. At a nominal 60 cm viewing distance each image subtended 11.6◦

of visual angle and each test object subtended 7◦.

Each experiment used a specific type of motion of the object and camera
(rotation or translation) and different illumination transformations (warp
or interpolation).

5.2.2 Procedure

Participants were presented with a pair of animated stimuli using the interface
shown in Figure 5.4. Both sequences were renderings of the same object –
identical geometry and material – with the same motion, but one was rendered
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with reference illumination, and the other with illumination that had been
manipulated in some way, such as a warp or interpolation. Some trials included
a third reference animation of either the same test object again or of a chrome
sphere, performing the same motion under the reference illumination. For any
given trial, the participant was asked to perform one of four tasks that compared
animations based on different criteria:

1. Indistinguishability Task : In this task, participants were shown a refer-
ence animation and a pair of test animations, all showing the same object
and motion. One of the test animations was identical to the reference an-
imation, while the other test animation was rendered with a transformed
illumination map. The question posed to participants was: “Which of the
test movies is the same as the reference movie?”, with “left” or “right”
being the possible responses. The purpose of this task is to determine
when movies rendered with the transformed maps were visibly different
(in the VDP sense) from movies rendered with the reference map.

2. Shape Difference Task : In this task, participants were shown two ani-
mations of the same object and motion, one rendered with the reference
map, the other with a transformed map. Participants had to answer the
question: “Do the objects have the same shape?”. Possible responses
were “same” or “different”. The intent of this task was to determine if
the transformed maps produced illusory differences in the apparent shape
of the objects.

3. Motion Difference Task : In this task, participants were again shown two
animations of the same object and motion, one rendered with the refer-
ence map, the other with a transformed map. Participants were asked:
“Are the objects moving in the same way?”. Possible responses were
“same” or “different”. The intent of this task was to determine if the
altered maps produced illusory differences in the apparent motion of the
objects.

4. Illumination Difference Task : In this task, participants were shown a
reference animation of a chrome sphere under reference illumination, and
a pair of test animations with identical test objects, all performing the
same motion. One test animation was rendered with the reference map,
the other with a transformed map. Participants were asked: “Which of
the test objects is illuminated the same as the reference object?”. Possible
responses were “left” or “right”. The intent of this task was to determine
whether observers can use surface reflection patterns to detect differences
in scene illumination.

The Indistinguishability and Illumination difference questions are 2-alternative
forced choice (2AFC) designs: the objective is to select out of two stimuli the

67



Chapter 5 Visual Equivalence in Dynamic Scenes

one that satisfies a certain criterion. The Shape and Motion difference ques-
tions are same/different designs: the objective is to compare two stimuli for
the equality of a certain property [Gescheider, 1997].

Note that the four tasks can be divided into two conceptual categories. In the
Indistinguishability task, participants are being asked to simply report on any
differences between movies. In the Shape, Motion, and Illumination difference
tasks participants are being asked to report on apparent differences between
objects. We chose these tasks because they allow us to dissociate the effects of
visible differences on image and object appearance, and quantify when different
configurations of object geometry, motion, and illumination produce animations
that are visually equivalent.

Visual equivalence was previously defined as the preservation of all visual
appearance properties, including shape, material, and illumination, despite po-
tential visible differences. Motion in dynamic scenes becomes an equally impor-
tant visual appearance property. We decided to omit the material task because
it was geared towards detecting the material ambiguity arising from blurred
environment maps.

Within each experiment, the Shape, Motion, and Illumination tasks were de-
livered in random order. Contrary to Ramanarayanan et al. [2007] we decided
always to ask the Indistinguishability task last to avoid a learning effect we
observed informally in early trials. Most stimulus movies have an easily distin-
guishable feature at some point in the sequence. Participants would learn to
recognize the reference stimulus during the indistinguishability task and they
would notice that shape and motion differ rarely if ever. If they had some
experience in computer graphics, they could deduce that illumination was the
only variable left. In the illumination task, they would assume correctly that
the reference stimulus always matches the illumination of the mirrored sphere,
giving them an unfair advantage.

Within each task, both the overall order of presentation and left/right posi-
tions of the images were randomized across trials. On each trial, participants
entered their responses with a keyboard or mouse. The trials were open-ended,
and participants could take as much time as they needed. On average, partici-
pants took about 7 s to complete each trial.

Overall, 17 volunteers participated in each of the experiments. The partic-
ipants were university students, staff, and faculty (ages 20 to 65). Most had
technical backgrounds, with about half in graphics and imaging. All were naive
to the design and purpose of the experiments. All had normal or corrected-to-
normal vision.

We calculated the response categories using the following methods (after
[Ramanarayanan et al., 2007]):

• The performance of the average observer was calculated by averaging
the binary scores of the participants into continuous probabilities. If a
participant failed the Indistinguishability task for a certain stimulus pair,
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their answers to the corresponding Shape, Motion, and Illumination tasks
were excluded from the averages for those tasks.

• If the average probability of correctly selecting the identical stimulus in
the Indistinguishability task was below the conventional 75% (2AFC)
threshold, then stimulus pair was classified as visually indistinguishable.

• If the average probability of correctly selecting the matching stimulus in
the Illumination task was above the 75% threshold, that stimulus was
classified as visibly different.

• If the probability of mistaking an illumination difference for a difference in
shape or motion was above the conventional 50% (same/different) thresh-
old, that stimulus pair was also classified as visibly different.

• Otherwise, the stimulus pair was classified as visually equivalent.

5.3 Experiment 1: Rotation

In order to study the effects of motion incrementally, Experiment 1 introduces
only simple rotational motion.

In Experiment 1(a) the object oscillated back and forth around a vertical
axis through an angle of ±15◦ with respect to the view direction. The object’s
velocity was modulated sinusoidally to assure smooth transitions at the reversal
points. Peak velocity was 30◦/s. The fixed camera was positioned at a distance
of 1 m from the rotating object. The object was lit by an environment map
that represented the remainder of the scene geometry.

In Experiment 1(b) the object’s motion was the same as described above,
but the scene camera moved in synchrony with the object. Thus, the camera
always saw the same side of the object, but both the scene behind the object
and the reflections on the object’s surface changed according to the motion.

In both studies, the transformed illuminations were spatially warped versions
of the reference illumination. We selected four of the 5 warps from [Rama-
narayanan et al., 2007] (Figure 5.5). We eliminated the most extreme warp
(warp5) from our studies since we expected it would always be visually in-
equivalent. Observers performed the Indistinguishability, Shape, Motion, and
Illumination difference tasks for each object.

The final animation frames combined the rotating object with the pre-rendered
environment illumination, using a state-of-the-art prefiltered environment map
technique [Green et al., 2007]. In total 92 animations were rendered: (3 ge-
ometries × 3 materials × (4 warps + 1 reference illumination) + 1 mirror ball
reference) × 2 motions.
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Reference Warp1 Warp2 Warp3 Warp4

Figure 5.5: The illumination warps used in Experiment 1 (rotating object inside
Sibenik Cathedral), and the resulting renderings on object G1/M0.

5.3.1 Results and Analysis

In Experiment 1, we were interested in evaluating if visual equivalence holds for
objects undergoing rotation. The results are summarized in Figure 5.6. Three
trends stand out:

• Lower levels of environment map warping produced animations that were
indistinguishable or visually equivalent to reference animations. Higher
levels of environment map warp exhibit some cases where the object’s
appearance was classified as visibly different from the reference object.
However, closer inspection revealed that 5 of the 9 cases were actually
very close to the visual equivalence threshold (Table 5.1). This pattern of
results underscores the fact that psychophysical data is noisy and binary
thresholds are somewhat arbitrary. More accurate would be a continuous
scale (perhaps red/green) that indicates the distance of the responses for
the test stimulus from the threshold.

• Participants rarely misinterpreted illumination differences as shape or mo-
tion differences. In only 4 out of 72 cases (6%) was the equivalent/different
classification decided by the Shape or Motion difference tasks. This will
allow us to omit these tasks in Experiment 2.

• These results are consistent with the previous work of Ramanarayanan
et al. [2007], although the motion introduces slightly more visual equiv-
alence than they found for similar warps. We speculate that motion
helps to reduce confusion in the Shape perception task. However, motion
apparently does not help enough to make the illumination easily distin-
guishable.
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Figure 5.6: Results of Experiment 1 – rotation.

5.4 Experiment 2: Translation

In Experiment 2 we studied linear translation of the object through space. The
object moves at a speed of 21.6 km/h for 6.7 s, covering a total distance of
40 m. The camera “chases” the object at a constant distance of 1 m. The start
and end positions, as well as trajectory, were selected to ensure that the object
spends an equal portion of the time indoors and outdoors (3.3 s).

In this experiment we considered three diverse illumination transformations
for the animated environment maps (Figure 5.7):

Warp: We only considered one warp (warp2), because such transformations
are rarely applicable to real time rendering engines. It would require an en-
gine that computes a new approximate environment map for each frame, with
temporally coherent warp-like distortion artifacts.

Interpolation: We considered various interpolation schemes for the ani-
mated environment maps. One common technique used in interactive applica-
tions such as games is called precomputed radiance transfer. The environment
map is projected onto a lower dimensional basis such as spherical harmonics
Sloan et al. [2002] or wavelets Ng et al. [2003] to allow interactive relighting
of static objects. For moving objects, only “key frame” environment maps are
precomputed at a small number of scene locations, and interpolated at interme-
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Criterion: Illum. Shape Motion Indist.
Equivalent if: < 75% > 50% > 50% < 75%
1(a) Warp3 G1/M0 62% 38% 77% 76%
1(a) Warp3 G3/M0 46% 92% 46% 76%
1(a) Warp3 G3/M1 86% 86% 71% 82%
1(a) Warp4 G1/M2 79% 64% 57% 82%
1(a) Warp4 G3/M0 53% 93% 47% 80%
1(b) Warp2 G2/M0 77% 85% 62% 76%
1(b) Warp3 G1/M1 82% 41% 53% 100%
1(b) Warp3 G1/M2 59% 41% 59% 100%
1(b) Warp4 G1/M1 82% 35% 53% 100%

Table 5.1: Details of the inequivalent cases of Experiment 1. These cases would
become equivalent if all equivalence criteria or the distinguishability criterion
were met. Highlighted values are not significantly different from the threshold
and would change the classification if they crossed it.

diate positions to approximate dynamic lighting. These environment samples
can either be scattered manually by an artist Chen and Liu [2008]; Valient
[2007] or spaced uniformly across the scene Shopf et al. [2008]. We study two
interpolation schemes of environment maps, illustrated in Figure 5.8.

1. Pixelwise interpolation (P): Each intermediate environment map is a
pixel-by-pixel linear interpolation of the adjacent keyframe environment
maps. This is identical to linear interpolation in other orthogonal function
bases such as spherical harmonics. Pixelwise interpolation will induce a
sense of motion if corresponding features overlap sufficiently in adjacent
key frame environment maps.

2. Reprojection followed by pixelwise interpolation (RP): Key frame
environment maps Mi are centered at the points ci in the scene. An
intermediate environment map M′ is centered at the point c′. To compute
the value of the intermediate environment map in a certain direction d′,
project that direction d′ onto a sphere centered at c′ with a finite radius r
that should enclose the adjacent key frame centers ci. Call this projected
point p′ = c′ + rd′. For each adjacent key frame Mi, that point p′

lies in the direction di = p′ − ci. The value of M′(d′) is the linear
interpolation of the values Mi(di). This simple reprojection produces a
plausible optical flow and an improved sense of motion.

In practice, both interpolation schemes use linear interpolation between 2 key
frame environment maps, but they trivially generalize to arbitrarily weighted
barycentric, bi-, or trilinear interpolation.
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(a) Reference

(b) Pixelwise interpolation (P)

(c) Reprojection followed by pixelwise interpolation (RP)

(d) Warp (W)

Figure 5.7: Example illumination transformations. (a) Reference environment
maps. (b) Pixelwise interpolation between the start and end frames (k =
200). This extreme case demonstrates the behavior of this operation: stationary
features fade in and out. (c) Reprojection followed by pixelwise interpolation
between the start and end frames (k = 200). Features move in a plausible
way while fading in and out. (d) Temporally coherent warp of each individual
reference frame.

For both interpolation schemes we must pick key frames at some distance
k apart. For a 200 frame sequence, a keyframe interval k = 200 would mean
only the two end frames are interpolated for all intermediate frames, and k = 1
would mean there is no interpolation. To keep the study size manageable we
selected the keyframe intervals k = {50, 25, 10} that span the threshold between
equivalence and inequivalence.

The test object was illuminated by either the reference map animation, a
warped map animation, pixelwise interpolation (P), or reprojected pixelwise
interpolation (RP). The final animations, combining the translating object with
the transforming illumination, were rendered using multidimensional lightcuts.
In total 73 animations were rendered: 3 geometries × 3 materials × (2 trans-
formations × 3 key frame distances + 1 warp + 1 reference illumination) + 1
mirror ball reference.

Not all tasks were performed in this experiment; based on the results of Ex-
periment 1, which demonstrated that the shape and motion properties were
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Figure 5.8: Illumination transformations.

almost always unambiguous, we removed those tasks. Observers performed the
Indistinguishability task and the Illumination difference task for each object. In
the Indistinguishability task, the reference animation and two test animations
are played back synchronously to allow very detailed scrutiny of pixelwise dif-
ferences between corresponding frames. In the Illumination difference task, the
reference animation is offset slightly ahead of the test animations to encourage
participants to get an overall impression of the reference illumination first.

5.4.1 Results and Analysis

In Experiment 2 we were interested in evaluating whether visual equivalence
holds for objects undergoing translation, also for different kinds of illumination
transformations besides warping. The results are shown in Figures 5.9a, 5.9b,
and 5.9c. We found two major trends:

• Reprojection exhibits the most interesting behavior. Figure 5.9c clearly
shows that visual equivalence increases when the keyframe interval k
decreases. As compared to pixelwise interpolation, reprojection consis-
tently exhibits more equivalence. Holding material constant and compar-
ing changes in geometry reveals a clear trend that increasing geometric
complexity increases visual equivalence in most cases. This matches our
expectations based on previous work. With respect to material changes,
however, the behavior is somewhat unexpected. Ramanarayanan et al.
[2007] observed that more diffuse materials display more visual equiva-
lence, but our study indicates the opposite effect: shiny materials are
more likely to be equivalent. The reason for these results is not entirely
understood, and is certainly worthy of further study; it may point to a
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relationship between speed of motion and visual equivalence. One possi-
bility is that the high frequency features of highly reflective materials add
so much information that it confuses the observer and makes it difficult
for them to track features across the surface of the object.

• Reprojection exhibits only visual equivalence, and never visual indistin-
guishability. Thus, despite the fact that this transformation creates ani-
mation sequences that are clearly different, these renders are still plausible
to human observers. This indicates that visual equivalence in the context
of motion is a useful standard, as it opens the door to more aggressive
techniques that manage to create a compelling sense of motion, even if
they do not perfectly match ground truth.

The parameter space of dynamic scenes is huge and even studying the portion
of the space we explored was a massive undertaking. Without a more extensive
study of scene/stimulus parameters such as speed of motion, environment map
statistics, and interpolation rates, it is inadvisable to construct an analytic pre-
diction metric. While we did develop a support vector machine (SVM) capable
of classifying our data using a single separating plane with 85% accuracy, the
breadth of illumination variation makes it unlikely that our (SVM) would gen-
eralize to an arbitrary environment map sequence. Likewise, determining the
appropriate keyframe interval threshold of visual equivalence remains an open
question. Nonetheless, the high-level trends we have shown through our studies
are clear and indicate that visual equivalence can serve as valuable heuristic
when designing and illuminating dynamic scenes.

5.5 Validation

In order to verify the trends observed in Experiment 2, we ran a three-fold
confirmatory study:

Validation A: generalization across illumination conditions for a subset of our
original geometry.

Validation B: generalization across arbitrary geometry using the original illu-
mination.

Validation C: generalization of the complete scene, both new geometry and
new illumination.

Each validation stage consisted of eight novel stimulus movies and correspond-
ing references, sampling all dimensions of our experimental parameter space:
geometry, material, illumination transformation, and keyframe interval k. Since
it was unclear how the speed of motion would interact with the keyframe inter-
val, we considered an even broader range of k values to capture the full range
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Figure 5.9: Results of Experiment 2 – translation.

of behavior. While our analysis treats each validation distinctly, the individ-
ual trials were interleaved and presented as a single large experiment. Eight
participants completed the validation study, six of whom also participated in
Experiment 2. Our results are summarized in Table 5.2.

Validation A introduces several qualitative variations to environment illu-
mination as compared to Experiment 2. Foremost among these, the original
sequence was based on an artificial modeled scene with environment illumi-
nation sampled at fixed points along the trajectory of motion. In contrast,
Validation A is rendered using real-world footage, captured by Point Grey’s
Ladybug2 spherical video camera system during a drive along Smithe St. in
Vancouver, Canada. Additionally, while the rendered environment of Exper-
iment 2 was completely static, the captured video contains a wide variety of
motion, including vehicles passing rapidly in the opposite direction, low veloc-
ity pedestrian motion, and relatively stable motion from vehicles directly ahead
and behind in the flow of traffic. Based on the results of Experiment 2, we pre-
dicted that all forms of pixelwise interpolation would be visually inequivalent,
and anticipated that reprojection would be inequivalent at a large keyframe
interval (k = 100), but equivalent for shorter intervals (k = 25). Overall, our
predictions for inequivalence proved correct, but visual equivalence did not oc-
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(a) Reference (b) Inequivalent:
pixelwise interpolation
(G-2.5, k = 25)

(c) Equivalent:
reprojection
(G-2.5, k = 25)

Figure 5.10: A single frame from a stimulus animation used in Validation C.
(a) Reference animation of a Dragon rendered with an accurate environment
map for each frame. (b) The corresponding frame rendered with environment
maps interpolated pixelwise between keyframes occurring every 25 frames. This
animation is visibly different from the reference. (c) The corresponding frame
rendered with environment maps reprojected between the same keyframes. This
animation also exhibits visible differences but the Dragon has the same visual
appearance as the reference, i.e. this animation is visually equivalent.

cur where our strict metric predicted. However, a more careful examination of
the results indicates these cases were close to the threshold, so the trend re-
mains in line with our expectations and we anticipate shorter keyframe interval
would likely produce equivalence.

Validation B tests two complex geometric models – the Stanford Bunny
and Dragon – in the original environment map sequence of Experiment 2. Us-
ing the geometry classifications of Ramanarayanan et al. [2007], where new
models are placed on the geometric axis by comparing variation of normals
in screen-space, we classified these objects as approximately G-1.5 and G-2.5,
respectively. Plotting these against our original experimental results, we ex-
pected inequivalence for all forms of pixelwise interpolation, as well as for long
keyframe intervals (k = 100) using reprojection. For shorter keyframe intervals
(Dragon with k = 25, Bunny with k = 10), we predicted visual equivalence. The
results of the validation affirm our predictions in all cases except the Dragon
with keyframe interval k = 25; we predicted equivalence, but instead observed
inequivalence.

Validation C examines the complete generalization of environment and ge-
ometry by placing the complex geometric models within the new captured en-
vironment map sequence (Figure 5.10). As before, our model predicted visual
inequivalence for all pixelwise interpolations and for reprojection with long
keyframe intervals, but anticipated equivalence for reprojection with shorter
keyframe intervals. These predictions proved correct, except for the case of the
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Scene Predict / Actual
G1 M0 pixelwise k = 25 /
G2 M1 pixelwise k = 25 /
G1 M0 reproject k = 25 /
G2 M1 reproject k = 25 /
G1 M0 pixelwise k = 100 /
G2 M1 pixelwise k = 100 /
G1 M0 reproject k = 100 /
G2 M1 reproject k = 100 /

(a) Results of Validation A

Scene Predict / Actual
Dragon M0 pixelwise k = 25 /
Bunny M2 pixelwise k = 10 /
Dragon M0 reproject k = 25 /
Bunny M2 reproject k = 10 /
Dragon M0 pixelwise k = 100 /
Bunny M2 pixelwise k = 100 /
Dragon M0 reproject k = 100 /
Bunny M2 reproject k = 100 /

(b) Results of Validation B

Scene Predict / Actual
Dragon M0 pixelwise k = 25 /
Bunny M2 pixelwise k = 10 /
Dragon M0 reproject k = 25 /
Bunny M2 reproject k = 10 /
Dragon M0 pixelwise k = 100 /
Bunny M2 pixelwise k = 100 /
Dragon M0 reproject k = 100 /
Bunny M2 reproject k = 100 /

(c) Results of Validation C

Table 5.2: Summary of validation results.
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Bunny rendered with short keyframe intervals (k = 10). Here, the validation ex-
periment indicated equivalence, contradicting our hypothesis of inequivalence,
but given that we intentionally chose a conservative metric, this case presents
no problems for our model.

5.6 Discussion and Conclusions

In this chapter, we have conducted a series of psychophysical experiments to
investigate whether the phenomenon of visual equivalence exists for animations
of dynamic scenes. We studied two kinds of motion: rotation and translation,
and three classes of transformations on the scene illumination maps: warp, pix-
elwise interpolation, and reprojected pixelwise interpolation. Our results show
that different degrees of the transformations produce the same three classes of
visual response observed by Ramanarayanan et al. [2007]: animations indis-
tinguishable from reference animations, animations visibly different than the
reference but visually equivalent in appearance, and animations visibly differ-
ent and visually inequivalent in appearance.

In particular, in the rotation experiments which examined warp transfor-
mations, we found that the animations were visually indistinguishable from
the references for low warp levels, visually equivalent at moderate warp levels,
and inequivalent at higher levels. We posit that this arises because a moder-
ate warp fundamentally retains the important properties of lighting, such as
intensity and directionality, while primarily changing the shape of the lights,
something we are insensitive to particularly when the lights are only visible in
reflections from complex geometry or more diffuse materials. The translation
experiments for moderate warp also validate the use of warp transformations
in more general settings than studied in [Ramanarayanan et al., 2007]. We
conclude that the proposed use of warp for compression or lighting acceleration
should be valid in general dynamic scenes.

The translation experiments with illumination interpolation methods showed
the same trends, but also revealed significant differences between both classes
of interpolations. In particular, pixelwise interpolation which is ubiquitous in
interactive applications such as games, was visually inequivalent for all objects
at all keyframe intervals tested. This suggests that pixelwise interpolation is
a poor method to use for generating illumination mapped animations. On the
other hand, our new reprojection method shows significant levels of equivalence
for short and moderate keyframe intervals because it better captures a sense of
motion. Our proposed reprojection algorithm could itself use refinement: for
example, it does not conserve the numerosity or total energy of the light sources.
Also, while it can potentially be integrated with wavelet representations, it is
unclear if it can be made to work efficiently with the more common spherical
harmonics representations.

Overall, these studies confirm that the phenomenon of visual equivalence does
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hold for animations of dynamic scenes, and that the concept should provide a
solid foundation for developing advanced perceptually-based animation render-
ing algorithms. That said, these studies represent some tentative first steps
into a very large domain, and much more work is necessary before quantitative
metrics can be developed. In particular, several limitations of the current stud-
ies suggest directions for future work. First, although we tried to create a rich
and varied environment with interior and exterior characteristics, further tests
should be conducted with a range of different illumination maps. Second, we
only tested objects moving at one velocity. In Experiment 2, we observed some
unexpected interactions between geometry, material, and object velocity that
suggest this velocity is likely to affect the salience of illumination transforma-
tion; in the same vein, we have no analytic method for selecting the keyframe
interval k – these related concerns need further exploration. Third, we need
to develop more robust methods for mapping from the geometric properties of
our test objects to the properties of real-world objects. Finally, on the basis of
these and the abovementioned studies, as future work, we to want to use the
insights gained about visual equivalence in dynamic scenes to develop efficient
new animation rendering algorithms.
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Conclusion

In this final chapter, the main topics of this dissertation are summarized in Sec-
tion 6.1. The original contributions of this work are highlighted in Section 6.2.
Possible avenues for future research are outlined in Section 6.3.

6.1 Summary

In recent years the seemingly disparate fields of visual perception and computer
graphics have grown closer than ever. Research into the perception of real three-
dimensional (3D) scenes takes advantage of highly controllable photorealistic
rendering, and in turn contributes important insights for perceptually adaptive
computer graphics applications. Our work contributes to the recent trend in
research towards perception on a cognitive level. In this dissertation we have
focused mainly on the visual perception of materials, and its applications in
material editing and visualization.

We briefly introduced the topic of human visual perception and how it can be
scientifically studied using psychophysics. The optical properties of light and
materials are presented in terms of radiometric quantities as used in realistic
3D computer graphics, photometric quantities relevant to the human visual
system (HVS), and perceptual quantities that describe how a scene appears to
an observer. Related work in material perception was discussed in a detailed
overview.

Our exploratory study of the influence of shape on material perception in-
cluded a broad range of shapes, realistic materials, and captured scenes. We
provided experimental evidence of the existence of the effect that can cause
identical materials to appear different or vice versa. The magnitude of the
effect on appearance was found to be comparable to a significant, noticeable
difference in the actual material. Our analysis of the magnitude of the material
discrimination threshold for different shapes indicates that a sphere, tradition-
ally used for visualizing materials, is in fact one of the least discriminating
shapes. We also analyzed the material discrimination threshold for different
base materials, confirming and extending previous work.

We continued to study the influence of shape on material perception to mea-
sure and quantify it. We generalized recent related work to include common

81



Chapter 6 Conclusion

shapes and realistic lighting, and confirmed that a non-linear additive model
adequately represents the appearance of glossy shapes. This means that the ap-
pearance is defined by a single offset for each shape, and the influence of chang-
ing from one shape to another can be easily counteracted. We implemented a
prototype of a material editing tool with shape-dependent gloss correction.

The final part of this dissertation takes a broader view of material perception
as an important aspect of scene perception. Visual equivalence was previously
defined as an image fidelity metric based on the indirect perception of the scene
through reflections. This concept was extended to video sequences of dynamic
scenes. The coherent motion of reflection patterns in rotating objects yields
a little more equivalence than static reflections. Equivalence of translating
objects strongly depends on plausible motion of the reflections. Commonly
used interpolation methods can be augmented with a reprojection to introduce
such motion.

Throughout this work we have aimed to perform quality research with the
intention of providing useful suggestions for material editing and visualization
applications. We believe material perception research has made tremendous
progress in the past decade, and we hope this dissertation may serve as a
foundation and an inspiration for future work, both in perception research and
its applications.

6.2 Contributions

This section outlines the original contributions of this dissertation. A complete
list of publications can be found on page 97.

Chapter 3 demonstrated the existence of an influence of shape on material per-
ception. This influence was proven to be significant in that it can cause
a noticeable shift in material appearance between shapes. The magni-
tude of the influence was measured relative to true material differences.
The influence of faceted shapes can be unpredictable, and external fac-
tors such as the lighting environment can also affect material appearance.
The influence of shape appears to be high-dimensional in nature, but no
pattern was discovered to predict it reliably. The material discrimina-
tion threshold was studied for several shapes and materials. A sphere,
traditionally used in material editing tools, was proven to be the least
discriminating shape, while other shapes performed significantly better.

This work is the result of a collaboration with Jurgen Laurijssen and
Philip Dutré (Katholieke Universiteit Leuven) [Vangorp et al., 2007].
The implementation was jointly performed with Jurgen Laurijssen who
recorded and constructed the scenes, implemented the experimental inter-
face, and contributed to the statistical analysis. The author was respon-
sible for implementing the rendering and compositing pipeline, designing
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the psychophysical experiment, and statistical analysis.

Chapter 4 presented a method for measuring the influence of shape on material
perception. Results from previous work were confirmed and generalized to
scenes with realistic lighting and common shapes. A technique for coun-
teracting the influence of several shapes was introduced and implemented
as a proof of concept [Vangorp and Dutré, 2008].

Chapter 5 extended previous work on visual equivalence to dynamic scenes.
Different types of motion and illumination transformations resulted in
diverse effects, both expected and unexpected. Rotation of the object
and potentially the camera roughly follows trends from previous work.
The dominating factor for translation is the lighting transformation. The
commonly used pixelwise interpolation was proven to result in visual in-
equivalence. A simple reprojection method was demonstrated to restore
visual equivalence in the translation condition. Since dynamic scene ap-
proximations rarely satisfy traditional difference metrics, the concept of
visual equivalence was shown to be even more important in dynamic
scenes than in static scenes.

This work is the result of a collaboration with James A. Ferwerda (Rochester
Institute of Technology), Timothy S. Condon and Kavita Bala (Cor-
nell University), and Roeland Schoukens and Philip Dutré (Katholieke
Universiteit Leuven) [Vangorp et al., 2009]. The implementation was
jointly performed with Timothy S. Condon who implemented the ren-
dering pipeline using multidimensional lightcuts, and Roeland Schoukens
who implemented the experimental interface. The author was responsi-
ble for implementing the rendering pipeline using prefiltered environment
mapping, based on an implementation by Jurgen Laurijssen, and for sta-
tistical analysis.

We have contributed to the recent generation of perception research coming
from a strong computer graphics background. Throughout our work we have
striven to achieve the highest possible realism and rendering quality feasible
with state-of-the-art techniques and hardware. Realistic rendering is gaining
increasing acceptance as an improvement over artificially clean stimuli and as
a substitute for real photographic stimuli.

6.3 Future Work

This section lists some unsolved problems related to our work and in material
perception in general.

• In Chapter 3 we examined the material perception accuracy of a selection
of shapes. The blob shape was found to allow the most precise judgments
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of material characteristics. While we can speculate that this is caused by
varied curvature, it would be interesting to verify this hypothesis and to
further optimize the shape.

• In Chapter 4 we implemented a prototype of a material editing tool that
automatically compensates for the influence of shape on material appear-
ance. We also noted that adding another shape to the selection requires
only a small experiment to find its offset in the non-linear additive model.
However, to make this technique truly useful in practice, the offset should
be computed based on only a geometric description of the shape. While
initial comparisons to simple geometric measures did not reveal suffi-
ciently strong correlations, we are confident that such a measure can be
found.

• Experienced digital artists acknowledge that the influence of shape on
material appearance is a well-known unsolved problem in their industry.
It would be interesting to implement our suggested improvements in their
preferred material editing tools and perform usability studies to measure
their actual gain in productivity and accuracy.

• In Chapter 5 we studied material perception as one important aspect in
dynamic scene perception. We touched upon many agreements as well as
differences, both expected and unexpected, between static and dynamic
scene perception. Additional, more focused experiments are necessary to
study those observations in depth.

• Throughout this dissertation we have limited our scope to opaque, homo-
geneous, and glossy materials. Other work in material perception covers a
wide range of other materials, including textured, transparent, or translu-
cent materials. In the future it would be interesting to construct a unified
model of cognitive-level material perception, taking into account all these
material properties.

We hope this dissertation provides a solid foundation for future research and
a source of inspiration for young researchers getting started in the exciting fields
of material perception and computer graphics.
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97



List of Publications

scenes. Report CW 557, Department of Computer Science, K.U.Leuven,
Leuven, Belgium, July 2009.

Miscellaneous

• Peter Vangorp and Koen Yskout. Multispectral Rendering. Master
thesis, Katholieke Universiteit Leuven, Department of Computer Science,
Celestijnenlaan 200 A, B-3001 Heverlee, Belgium, May 2005.

98



Biography

Peter Vangorp was born on April 26, 1982 and was raised in the rural town
of Olen, Belgium. He received his Bachelor’s degree of Science in Engineering
(Kandidaat Burgerlijk Ingenieur) from the Katholieke Universiteit Leuven in
2002. He graduated cum laude as Master of Science in Engineering in Com-
puter Science (Burgerlijk Ingenieur in de Computerwetenschappen) from the
Katholieke Universiteit Leuven in 2005. He made his master thesis on spec-
tral representations of light in computer graphics, under the supervision of
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dr. ir. Philip Dutré. He completed his Ph.D. thesis in August 2009. He will
join the REVES research group at INRIA Sophia-Antipolis in October 2009 as
a post-doctoral researcher under the supervision of prof. dr. George Drettakis.

99







Arenberg Doctoral School of Science, Engineering & Technology
Faculty of Engineering

Department of Computer Science
Research Group Computer Graphics

Celestijnenlaan 200 A box 2402
B-3001 Leuven


