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Dankwoord
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heb uiteraard niet veel tijd meer over, maar het is een welgemeende ‘dankjewel’
aan iedereen die er rechtstreeks of onrechtstreeks voor gezorgd heeft dat dit
boekje eindelijk tot stand is gekomen.

Bedankt allemaal!
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ment dat de docenten van de K.H.Kempen (toen nog gekend als “den HIK”)
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beste zou zijn indien ik de tweede kandidatuur van de opleiding industrieel
ingenieur zou overdoen. Hierdoor werd mijn studie immers een uitdaging en
ontstond mijn motivatie en gedrevenheid voor het academische en later mijn
ambitie voor onderzoek. Academisch onderzoek sprak mij voornamelijk aan
omdat ik dacht enkele jaren de tijd te krijgen om grote ideeën uit te werken
zonder rekening te moeten houden met korte-termijn deadlines. Ik wil hier in
het midden laten of dit beeld helemaal klopt, maar dat ik onderzoek wil doen
in de academische wereld staat wel als een pijl boven water.

Ik wil dan ook eerst mijn promotoren Hendrik en Maurice bedanken. Niet
enkel voor hun steun en begeleiding gedurende mijn doctoraatsavontuur maar
ook om mij überhaupt de kans te geven om aan een doctoraat te werken (aan
een schitterend en ongelooflijk boeiend onderwerp dan nog!) en om écht on-
derzoek te mogen doen. Zoals hierboven reeds tweemaal gesuggereerd is time
management nooit mijn sterkste punt geweest. Ik herinner me zo bijvoorbeeld
nog vele momenten waarop ik Maurice (niet zonder schaamte weliswaar) een
zeer ruwe draft ging bezorgen van een paper in wording wanneer het geluid van
de naderende (al dan niet korte-termijn) deadline reeds te horen was. Ik sta er
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nog steeds van versteld hoe Maurice er telkens weer in slaagde om in die korte
tijdspannes mijn ideeën te begrijpen en van commentaar te voorzien. Dank je
wel.

Naast mijn twee promotoren hebben ook Jan(R) en Kurt(D) veel bijgedra-
gen tot dit doctoraat. Ik wil hen beiden bedanken om van mij een onderzoeker
te maken. Jan wens ik in het bijzonder te bedanken om mij te leren hoe ideeën
om te zetten in algoritmes (en vervolgens zelfs in ACE-code). Kurt wens ik
in het bijzonder te bedanken voor zijn aanstekelijk enthousiasme en positieve
energie en om te tonen hoe je (al dan niet goede) ideeën het best kan uitleggen
(en “verkopen” wat toch ook niet onbelangrijk is ;-)).

Next, I would like to thank all the other members of my jury for taking the
time to read and evaluate this work and providing me with many valuable com-
ments: Herman Bruyninckx, Luc De Raedt, Roni Khardon, Kritian Kersting
and Carlo Vandecasteele for chairing my commission.

I thank all my co-authors for writing and improving text of which some
can be found in this dissertation and for doing part of my work in general
;-): Celine, Daan, Hendrik, Jan(R), Jan(S), Karl Tuyls, Kurt(D), Laura, Marc
Ponsen, Maurice, Robby, Sašo Džeroski and Steven Dejong.

Thanks are also due to all members (and ex-members) of the Machine Learn-
ing research group for a nice atmosphere and the many many great occasions
during conferences, Alma lunches and of course the Fluffy workshops. Due to
this nice atmosphere it has always been a pleasure to come to the office. In
particular I want to thank Robby and Kurt for this. Hey, I still found a way
to come to the office (kind of) regularly, doesn’t that say it all! I also would
like to thank all my previous office mates and in particular Jan(S). He always
patiently answered the numerous questions I had when I started as a young
PhD student and when I started to explore ACE.

Verder wil ik mijn collega’s aan de K.H.Kempen bedanken voor de steun
het laatste anderhalve jaar en voor een nieuwe uitdaging in de academische
wereld.

Uiteraard wil ik ook het IWT (Instituut voor de aanmoediging van Innovatie
door Wetenschap en Technologie in Vlaanderen) bedanken voor de financiële
ondersteuning.

Ik ben in Leuven niet enkel een onderzoeker geworden, maar ook een Go
speler. Dankzij Jan(R) heb ik de kans gekregen om in mijn master jaar elke
dinsdag “informeel” aan mijn thesis te werken. Het moge ondertussen duidelijk
zijn dat ik dit niet enkel voor mijn thesis deed, ik wil dan ook iedereen bedanken
voor de talrijke gevechten met de witte en zwarte steentjes.

Ik wil graag mijn ouders bedanken voor alles wat ze ooit voor mij gedaan
hebben, maar ook mijn zus Liesbeth, Gert, en de familie van Lies. Dankzij jullie
was (en is) naar de Kempen gaan steeds iets om naar uit te kijken! Bedankt
voor de niet aflatende morele steun, vooral tijdens de laatste (zware) loodjes.
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Beknopte samenvatting

Model-Assisterende Methoden voor het Leren uit
Beloningen in Complexe Omgevingen

Automatisch leren (“machine learning”) is het onderzoeksveld binnen kunst-
matige intelligentie dat zich bezig houdt met het ontwikkelen van computer
programma’s die kunnen leren uit ervaring. Een belangrijke toepassing hiervan
is het leren uit beloningen (“reinforcement learning” (RL)) waarbij de pro-
gramma’s dienen te leren door middel van interactie met hun omgeving en dit
op basis van beloningen of straffen die zij ontvangen als informatie over hun
vertoonde gedrag, d.w.z. positieve of negatieve numerieke waarden.

Om dergelijke technieken toe te passen in complexe omgevingen is er veel
onderzoek gedaan naar de integratie van allerlei vormen van abstractie en gener-
alisatie in deze leertechniek. Eén van deze vormen, dewelke recent veel interesse
geniet, is het gebruik maken van relationele representaties bij het voorstellen
van toestanden, acties en het gedrag van het systeem.

In dit proefschrift zullen we technieken onderzoeken die verder bouwen op
deze vorm van abstractie en dan met name systemen ontwikkelen die extra
informatie over de omgeving kunnen leren en deze informatie vervolgens ge-
bruiken om sneller een goed gedrag te leren.

In een eerste deel zullen we drie zulke systemen voorstellen. Een eerste sys-
teem combineert relationele representaties en temporele abstractie. Vervolgens
zullen we een model-gebaseerd leersysteem voorstellen dat de dynamica van de
omgeving kan leren. Het derde leersysteem onderzoekt de invloed van meerdere
leersystemen in dezelfde omgeving. We zullen hierbij aantonen hoe relationele
representaties gebruikt kunnen worden om de leersystemen van elkaar te laten
leren en hoe deze tevens kunnen helpen bij de communicatie tussen deze ver-
schillende systemen.

In een tweede deel zullen twee technieken voorgesteld worden die betere
modellen kunnen leren. Een eerste techniek is een nieuwe leermethode voor het
incrementeel leren van relationele regressie bomen en een tweede techniek die
probabilistisch logische modellen kan leren.
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Abstract

Machine learning is concerned with developing software systems that learn
from experience. An important subtopic of machine learning is reinforcement
learning (RL) where the software systems need to learn through interaction
with their environment based on the feedback they receive on the quality of
their actions. The goal of reinforcement learning algorithms is to learn a policy,
i.e., a function that indicates how such a software system ought to take actions
in an environment, that maximizes some notion of long-term reward.

In order to apply these algorithms in more complex environments, there
has been a lot of study on the integration of abstraction and generalization in
reinforcement learning techniques. One method for which there is a growing
interest is the use of relational representations. Relational reinforcement learn-
ing (RRL) combines the reinforcement learning setting with relational learning
in order to represent the states, actions and policies using the structures and
relations that identify them.

In this dissertation, we will investigate methods that improve the learning
behavior of relational reinforcement learning techniques through assistance of
various learned models. In a first part, three such methods are presented. First,
a method is proposed that adds temporal abstraction to RRL. It is shown how
these models can be learned online and can be used to equip an RL-agent with
skills based on knowledge learned in previous tasks. Next, model-based RRL
is presented where the learning agent learns a model of the environment that
allows him to predict the effects of actions along with the expected feedback
the environment will give him. Third, multi-agent RRL is introduced which
investigates the setting where multiple learning agents are present in the en-
vironment. It is shown how RRL can aid in communication issues between
different agents and how the agents can learn by observing each other.

In a second part, the focus shifts to methods that learn better models. A new
incremental relational tree learning algorithm is presented that can deal with
concept drift. Furthermore, a learning algorithm is presented that can learn the
structure and parameters of directed probabilistic logical models which can for
instance be used to learn a model of the environment.
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Chapter 1

Introduction

We begin this dissertation by introducing the scientific domains in which this
work is situated and the motivation for this work. We will furthermore explain
the structure of the remainder of this dissertation together with a brief overview
of our main contributions. We conclude this chapter with a bibliographical note
to indicate which parts of this dissertation have been published before.

1.1 Context

This dissertation is situated in the field of reinforcement learning which is a
subfield of machine learning and artificial intelligence. To situate this work,
these topics will be discussed in reverse order.

1.1.1 Artificial Intelligence

When saying Artificial intelligence or AI, people often think of building in-
telligent machines than can perceive, think and act in similar ways as human
beings1. Artificial Intelligence is however also an important subfield of computer
science with several real-world applications and it is already very much part
of everyday life. Examples include control software for industrialized robots
(e.g. [Peters and Schaal, 2008]), creating train timetables (e.g. [Chun, 1997]),
text analysis and information retrieval (e.g. [Grangier, 2008]), speech recogni-
tion (e.g. [Rabiner and Juang, 1993]), spam filtering (e.g. [Delany and Bridge,
2006]), fraud detection (e.g. [Fawcett and Provost, 2002]), medical diagnosis
and drug prescription (e.g. [Magoulas and Prentza, 2001]), game playing (e.g.
[van den Herik et al., 2002]) and so forth.

1Consider as a typical example Steven Spielberg’s movie AI (http://www.imdb.com/
title/tt0212720/).

3
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With AI being such a broad field, it is hard to give a single definition that
states what AI exactly is. Consider for instance the definitions by Douglas
Baker and Marvin Minsky:

Artifial intelligence is the attempt to make computers do what peo-
ple think computers cannot do. – Douglas Baker

Artificial Intelligence is the science of making machines do things
that would require intelligence if done by men. – Marvin L.Minsky

Here, we are going to follow the definition by John McCarthy, one of the
fathers of AI who coined the term in 1956 as the topic of the Dartmouth
Conference (organized by Marvin Minsky, John McCarthy, Claude Shannon
and Nathaniel Rochester) which is generally seen as the birth of AI as we know
it today.

Artificial Intelligence is the science and engineering of making in-
telligent machines, especially intelligent computer programs. It is
related to the similar task of using computers to understand human
intelligence, but AI does not have to confine itself to methods that
are biologically observable. – John McCarthy

One crucial aspect of creating artificial intelligence is that of learning. It is
inevitable that for machines to be intelligent, they need to be able to learn and
adapt to changing environments. A key component of AI is therefore machine
learning.

1.1.2 Machine Learning

Machine learning is usually defined as the study of how to make computers
learn, i.e. they should automatically improve their behavior with experience
[Mitchell, 1997]. More formally Tom Mitchell defined machine learning as fol-
lows:

A computer program is said to learn from experience E with respect
to some class of tasks T and performance measure P , if its perfor-
mance at tasks in T , as measured by P , improves with experience
E.

Consider as an example a computer program that needs to predict whether
a certain e-mail will be considered as spam or not by a certain user (task T ). We
consider this program to learn when it makes less incorrect predictions (perfor-
mance measure P ) when offered more labelled example messages (experience
E). Note that this definition also encompasses the setting where the program
needs to adapt to new types of spam it will encounter over time.
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Another example could be a computer learning to play Go2 (task T ) that
would be judged on the increase in the number of won games (performance
measure P ) per number of played games (experience E).

Many subtopics can be identified within the field of machine learning. One
common way to divide the research within this field is by looking at the type
of experience the program receives. Using this categorisation, machine learning
can broadly be classified into three categories: 1) supervised learning , 2) un-
supervised learning , and 3) reinforcement learning . In supervised learning, the
examples are labeled, i.e. every example contains a label and the goal of the
program is to predict the label for new examples as for instance in our spam
prediction example. In unsupervised learning problems, the examples do not
contain labels and the goal then becomes to learn how the data is organized
by e.g. learning which e-mail messages are similar to one another. The third
category – reinforcement learning – is in a sense in between these settings: The
examples are not explicitly labeled but the learner receives feedback from its
environment. This feedback indicates whether the learner’s action on the envi-
ronment is rewarding or punishable. Consider for instance our “Go example”
where the learner only receives a reward when he wins the game and a pun-
ishment when he loses the game. This way, the learner is not directly told if a
certain move is good or bad but he receives some feedback about the quality
of his moves at the end of the game.

The knowledge that results as output of a machine learning process is re-
ferred to as a model . This model can consist of different kinds of knowledge. It
can for instance contain the knowledge to predict the label of new instances in
the case of supervised learning, while it could be a description of the data in
the case of unsupervised learning. A model is sometimes also called a hypoth-
esis and the set of all models that are considered as potential outputs of the
learning process is called the hypothesis space.

1.1.3 Reinforcement Learning

Besides the type of information in the examples, another typical aspect of
reinforcement learning is that this learning setting is usually applied in a pro-
active setting. Pro-active software systems are usually referred to as software
agents. An example of such a pro-active system is a web-crawler. A web-crawler
is a computer program that browses the world wide web in an automated
manner. The goal of such a web-crawler could for instance be to download
pages that are related to a certain topic or set of topics. Since it will be difficult
to design and program the strategy for such a focused crawler, i.e. indicating
which pages should be downloaded and which links should be followed, the use

2Go is a strategic board game for two players that is also known under the name igo
(Japanese), weiqi (Chinese) and baduk (Korean).
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of machine learning techniques might yield better strategies [Menczer et al.,
2004].

Russel and Norvig [1995] consider an agent as anything that can be viewed
as perceiving its environment through sensors and acting upon that environ-
ment through effectors. Reinforcement learning is – inspired by a related psy-
chological theory – concerned with how such an agent ought to take actions
in an environment so as to maximize some notion of long-term reward. Rein-
forcement learning algorithms attempt to find a policy that maps states of the
world to the actions the agent ought to take in those states.

One popular reinforcement learning method is Q-learning [Watkins and
Dayan, 1992]. It uses the rewards and punishments the agent receives to cal-
culate a Quality value for each possible action in each possible state. When
the agent then needs to decide which action to take, he can simply select the
action with the highest “Q-value” in his current state.

1.1.4 Relational Reinforcement Learning

Relational Reinforcement Learning (RRL) is concerned with reinforcement learn-
ing in domains that exhibit structural properties and in which different kinds
of related objects exist. These kind of domains are usually characterized by
a very large and possibly unbounded number of different possible states and
actions. In this kind of environment, most traditional reinforcement learning
techniques break down. Relational reinforcement learning combines the rein-
forcement learning setting with relational learning or inductive logic program-
ming (ILP) [Muggleton and De Raedt, 1994] in order to represent states, actions
and policies using the structures and relations that identify them. These struc-
tural representations allow abstraction from and generalization over specific
goals, states and actions.

RRL is still a relatively new domain. One of the first methods developed
within RRL is relational Q-learning [Džeroski et al., 1998; Džeroski et al.,
2001]3. This is a Q-learning system that generalizes the standard Q-values
into a Q-function. The most important difference with a standard Q-learning
agent is the agent’s representation of the current state, action and learned
value-function. In relational Q-learning, this representation contains structural
or relational information about the environment.

1.2 Motivation and Goal

Relational Reinforcement Learning is still a very young domain. The first ap-
proach within RRL is an upgrade of Q-learning to the relational case [Džeroski

3Since this was the first approach, the name for this algorithm is actually RRL and
coincides with the name for the research domain.



1.3. STRUCTURE AND CONTRIBUTIONS 7

et al., 1998; Džeroski et al., 2001]. Although it allows the use of reinforcement
learning in bigger and more complex domains, it still just uses the Q-function
to decide which action to take in which state.

In this dissertation, we will investigate methods in which the learning agent
learns and uses additional models that can aid him in the decision making
process. Learning the properties of his surrounding environment, his tasks or
the characteristics of his actions will allow the agent to reason about his goals,
his environment and his possible actions. We believe that this extra information
is especially interesting when trying to solve more complex tasks using richer
representations. Rich representations can give the agent more reasoning power,
think for instance of classical AI planning [Wilkins, 1988], which becomes a
real asset in complex environments that contain a lot of structure.

Concretely, our goal was to study techniques that improve the learning behav-
ior of relational reinforcement learning techniques through assistance of various
learned models.

1.3 Structure and Contributions

In this section, we will discuss the structure of the text and briefly present the
main contributions of this dissertation.

The remainder of this text consists of seven chapters. Chapter 2 will in-
troduce the reinforcement learning framework and the background needed for
the other chapters. The next five chapters describe our work in detail and form
the core of this dissertation. These chapters are divided in two parts. In the
first part we will discuss some methods where the learning agent learns extra
models that assist him in learning. The second part deals with methods that
focus on learning better models.

1. Model-assisted approaches:

• In Chapter 3, we will study how to add temporal abstraction to
RRL. Our first contribution is the upgrade of the options frame-
work [Sutton et al., 1999]4 to the relational case. Furthermore, we
will show how these models can be learned online and be used to
equip an RL-agent with skills based on knowledge learned in previ-
ous tasks.

• In model-based reinforcement learning, the learning agent learns a
model of the environment, i.e. a model that predicts the effects of
actions along with the expected rewards. In the relational case, learn-
ing such a model is however a non-trivial task as shown in the field of

4This is considered to be one of the most popular hierarchical reinforcement learning
approaches.
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statistical relational learning [Getoor and Taskar, 2007]5. In Chap-
ter 4, we present our second contribution: the study whether
trying to learn a full model of the environment is still benecial in
complex worlds where it might not be possible to learn a perfect
model.

• Although recently several different approaches have been presented
in the domain of relational reinforcement learning, they all focus
on the single-agent case. In Chapter 5, we present multi-agent re-
lational reinforcement learning as our third contribution. When
multiple learning agents are present in the environment, it becomes
beneficial to learn models about these other agents. We will for in-
stance show that by observing other agents and learning a model
that predicts their behaviour, knowledge can be transferred between
agents resulting in a learning spead-up.

2. Improved model learning: In the second part of this dissertation, we will
shift the focus from methods that learn additional models which aid the
reinforcement learning agent to methods that learn better models. The
methods presented in this section are motivated by issues in relational
reinforcement learning but they are also applicable outside the reinforce-
ment learning setting.

• One popular method to learn the relational Q-function is by ap-
plying the incremental relational tree learner Tg [Driessens et al.,
2001]. A drawback of this method is that it can not revise (non-
optimal) decisions that were made early in the learning process. To
overcome this problem, we propose as our fourth contribution
an incremental relational regression tree learner that uses operators
that can revise the tree and hence undo earlier decisions. We will
present this algorithm (named TgR) in Chapter 6.

• Chapter 7 of this dissertation deals with learning probabilistic log-
ical models. When a relational reinforcement learner learns a model
of the world, the resulting model will be a probabilistic logical model
as it has to be able to deal with both relations and uncertainty. The
final contribution introduces an algorithm, generalized ordering-
search, to learn both structure and conditional probability distribu-
tions of directed probabilistic logical models.

Finally, Chapter 8 summarizes our work, presents the main conclusions and
gives some possible directions for future work.

5This field is also called probabilistic inductive logic programming.
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1.4 Bibliographical Note

Large parts of the work in this dissertation have been published before. The
following list contains the most important publications of the different contri-
butions together with the specification of the contribution of the other authors.
A complete publication list of the author can be found at the end of this text.

• The introduction of relational options and the application to transfer
learning:

– Tom Croonenborghs, Kurt Driessens and Maurice Bruynooghe, (2008).
Learning relational options for inductive transfer in relational re-
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ture notes in computer science, 4894, pages 88-97. 2008.

• A framework for model-based relational reinforcement learning
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Bruynooghe. Online learning and exploiting relational models in re-
inforcement learning. In IJCAI 2007, Proceedings of the 20th Inter-
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2007.

• Development of multi-agent relational reinforcement learning

– Marc Ponsen, Tom Croonenborghs, Karl Tuyls, Jan Ramon and Kurt
Driessens (2009). Learning with whom to communicate using rela-
tional reinforcement learning. In : Proceedings of the Eighth Interna-
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(Decker, K., Sichman, J. (Eds.)). International Conference on Au-
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2009.
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pages 192-206. Springer Berlin / Heidelberg. 2006.

The development of multi-agent relational reinforcement learning was
joint work with Karl Tuyls and Marc Ponsen. More specifically, the knowl-
edge about Multi-Agent Systems was provided by Tuyls and Ponsen, the
development of the relational reinforcement learning algorithms was done
by the author of this dissertation.
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• The introduction of an incremental relational regression tree learner with
revision operators

– Jan Ramon, Kurt Driessens and Tom Croonenborghs. (2007). Trans-
fer learning in reinforcement learning problems through partial pol-
icy recycling. In Proceedings of European Conference on Machine
Learning, Warsaw, Poland. Lecture notes in computer science, 4701,
pages 699-707. 2007.

• The Generalized Ordering Search algorithm:

– Jan Ramon, Tom Croonenborghs, Daan Fierens, Hendrik Blockeel
and Maurice Bruynooghe, M. (2008). Generalized ordering-search
for learning directed probabilistic logical models. Machine learning,
70(2-3), pages 169-188. 2008.

The development of the generalized-ordering search was done in collab-
oration with Jan Ramon and Daan Fierens. More specificaly, the con-
tributions of Ramon and Fierens were to describe this algorithm as an
extension of the ordering-search algorithm and to discuss the existing
learning approaches for learning probabilistic (logical) models.



Chapter 2

Reinforcement Learning

When one thinks about learning, i.e. the type of learning that is performed
by an intelligent being, one usually thinks about learning through interaction
with the environment. When for instance a dog plays, he has no explicit teacher,
but he collects knowledge about how his environment responds. Learning from
interaction is a foundational idea underlying nearly all theories of learning and
intelligence. Often, the environment will respond with rewards and penalties.
The dog will learn to behave as desired by presenting it with reinforcements
at appropriate times. It is exactly this kind of learning that is used in the
reinforcement learning framework.

In this chapter, we will discuss this reinforcement learning framework. The
chapter is subdivided in the following sections:

• Section 2.1 presents the problem of sequential decision making and the
basic reinforcement learning framework.

• Section 2.2 discusses several methods for solving the sequential decision
making process.

• Section 2.3 goes beyond the basic algorithms of the previous section and
focuses on learning methods that use different forms of abstraction and
generalization to scale to larger problems.

• Section 2.4 discusses relational reinforcement learning in more detail.

• Section 2.5 deals with transfer learning methods for reinforcement learn-
ing, i.e. methods that leverage knowledge gained in previous tasks to
accelerate learning in the current task.

11
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2.1 The Reinforcement Learning Framework

2.1.1 Reinforcement Learning

In the reinforcement learning task, a software agent is interacting with its
environment (also called the world) and receiving feedback on the quality of
his performance. Figure 2.1 illustrates this reinforcement learning framework.
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Figure 2.1: The reinforcement learning framework

At every step, the agent interacts with the environment and receives some
input as an indication of the current state st. The agent then needs to choose
an action at that he wants to execute. As a result, the state of the environment
changes and the agent receives feedback about the quality of this state transi-
tion. The goal of the agent is to choose those actions that result in an increase
of the long-run sum of these reinforcement signals.

More formally, the reinforcement learning task description looks as follows
(based on the description given in e.g. [Kaelbling et al., 1996]):

Definition 2.1 (Reinforcement Learning task description) The reinforce-
ment learning task description is defined as follows:
Given:

• a discrete set of environment states S,

• a discrete set of actions A,

• an unknown transition function T , and
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• an unknown real-valued reinforcement function R.

Find a policy π∗ : S → A that maximizes a value or utility function V π(st)
for all states st ∈ S. This value function V is based on the rewards received
by the agent starting from an initial state s0 and following the policy π after-
wards. Different possiblities for this value or utility function will be given in
Section 2.1.3. In online learning tasks, it is moreover expected that the agent
also achieves a minimal performance on the task before converging to the opti-
mal policy π∗. This requirement results in an exploration-exploitation trade-off
which will be discussed in more detail on page 20.

At every time-step t, the reinforcement learning agent is in a state st and
selects an action at according to his policy π. Executing the action at will
move the agent to state st+1 based on the transition function T and give him
a reward based on the reward or reinforcement function R.

The following example illustrates this idea:

Example 2.1 (Interaction between the agent and the environment)

Environment: you are currently in state 3, you have 9 possible actions.

Agent: I’ll choose action 3.

Environment: you are currently in state 1, you have 2 possible actions.

Agent: I’ll choose action 1.

...
...

The environment can be either stochastic or deterministic. In general we
assume the environment is stationary, i.e. the probabilities of making state
transitions (and the reward signal) do not change over time1.

As indicated in Definition 2.1, both the transition function and the reward
signal are unknown for the agent, but the environment can easily be casted in
a Markov decision process [Howard, 1966; Puterman, 1994].

2.1.2 Markov Decision Processes (MDPs)

Markov Decision Processes (MDPs) were known at least as early as in the fifties
[Bellman, 1957] and are an intuitive and fundamental formalism for decision-
theoretic planning [Boutilier et al., 1999]. A Markov Decision Process is defined
as follows:

1Only in Chapter 6 we will discuss and use non-stationary environments.
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Definition 2.2 (Markov Decision Process (MDP)) An MDP is defined
as a four-tuple M = 〈S,A, T,R〉, where S is the (finite) set of possible states, A
a (finite) set of actions, T is the transition function defined as T : S×A×S →
[0, 1] and R is the reward function, defined as R : S ×A→ R.

It is required that for all actions a, and all states s and s′, T (s, a, s′) ≥ 0 and
T (s, a, s′) ≤ 1. Furthermore, for all states s and actions a,

∑
s′∈S T (s, a, s′) =

1, i.e. T defines a proper probability distribution over possible next states.

By applying action a in a state s, the system makes a transition from
state s to a new state s′, based on a probability distribution over the set of
possible transitions T (s, a, s′). The set of actions that can be applied in a state
s is denoted A(s). The reward function R defines the reward one obtains for
executing a certain action in a certain state. A reward function defined over
the state space or over state-acton-state triples is sometimes also used. A policy
π : S → A defines for every state s, which action a = π(s) to execute. Given
a policy, a value function V π : S → R denotes for every state s the expected
cumulative reward when executing the (fixed) policy π.

A distribution over possible start states is assumed, which defines the prob-
ability that the system will be initialized in some specific start state. Starting
from state s0 the system progresses through a sequence of states, based on the
actions performed. In episodic tasks, there is a specific subset T ⊆ S, denoted
terminal states which are states where the process ends. This is usually mod-
elled by means of absorbing states, e.g. states from which every action results
in a transition to that same state with probability 1. When entering a terminal
state, the process is reset and restarts in a new starting state. The trace from
the starting state to a termination state including the encountered states and
the actions executed by the agent in those states is called an episode. In infinite
horizon tasks the process does not necessarily stop and there is no designated
goal area.

The system being controlled is Markovian if the result of an action does
not depend on the previous actions and visited states (history), but only de-
pends on the current state (si and ai are the state and action at time i), i.e.
T (st+1|st, at, st−1, at−1, . . .) = T (st+1|st, at) = T (st, at, st+1).

Note that we defined the policy as a deterministic policy mapping states
to actions. One can however also use a stochastic policy π : S × A → [0, 1]
such that for each state s ∈ A, it holds that π(s, a) ≥ 0 and

∑
a∈A π(s, a) = 1.

The policy then indicates the probability that a certain action is executed in a
certain state. We will assume deterministic policies in this dissertation, unless
stated otherwise. Note that since it has been shown that there always exist
an optimal policy that is stationary and deterministic (e.g., [Puterman, 1994])
there is no loss of generality.

In reinforcement learning, the environment can be modeled as an MDP but
this MDP is unknown to the RL-agent. The task of reinforcement learning
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consists of finding an optimal policy for the associated MDP. We will therefore
refer to the underlying MDP as the model of the environment (or simply model
if it is clear from the context which meaning of model is intended). The optimal
policy is denoted by π∗ and the corresponding utility function by V ∗.

Example 2.2 (MDP for the game of Go) An MDP for the game of Go
could be defined as MGo = 〈S,A, T,R〉 where the set of states S are all the legal
positions that can occur in a game of Go, A would be the set of all possible
moves and A(s) the set of all legal moves in position s. The transition function
T (s, a, s′) gives the probability that position s′ is the result of the action a
chosen by the learner and the counter move by his opponent. Unless the learner
can predict the moves by his opponent (and knows the rules of the game), this
transition function is unknown to the agent. A possible reward function would
return 1 if the agent wins the game, −1 if he looses the game and 0 for all
other moves. Note that we assume that the opponents policy does not change
over the course of the game otherwise the transition function is non-stationary
and the environment does not define an MDP. The goal of the reinforcement
learner would then be to find a policy that maximizes his long-term reward and
hence maximizes the number of won games.

2.1.3 Utility Functions

The goal of the reinforcement learning task is to optimize the utility function
V π(s) for all s ∈ S. The most commonly used definition for this state utility
function is the discounted cumulative future reward. This is also the one used
throughout this thesis and which will be assumed unless mentioned otherwise.

Discounted cumulative future reward

Definition 2.3 (Discounted cumulative future reward) The discounted cu-
mulative future reward is defined as follows:

V π(s) = Eπ[
∞∑
t=0

γiR(st, π(st))|s0 = s] (2.1)

with 0 ≤ γ < 1 the discount factor, which indicates the relative importance of
future rewards with respect to immediate rewards.

This utility function expresses the discounted sum of all future rewards that
the agent will receive starting from state st and executing actions according to
the policy π. The discount factor indicates the relative importance of future
rewards with respect to immediate rewards. A common used value for this
discount factor is γ = 0.9.
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Other utility functions Although the discounted cumulative future reward
is the one most often used, other versions are also possible. Two such examples
are the following:

Definition 2.4 (Average reward)

V π(s) = lim
N→∞

Eπ[
∑N−1
t=0 R(st, π(st))|s0 = s]

N

Average reward reinforcement learning [Mahadevan, 1996] is well-suited for
cyclical control tasks such as for instance a robot avoiding obstacles [Mahadevan
and Connell, 1992]. A policy that optimizes the average reward is referred to as
a gain optimal policy; it can be seen as the limiting case of the infinite-horizon
discounted model as the discount factor approaches 1 [Bertsekas and Tsitsiklis,
1996].

Definition 2.5 (Finite Horizon)

V π(s) = Eπ[
h∑
t=0

R(st, π(st))|s0 = s]

where rewards are only considered up to a fixed time-step (h). The finite horizon
setting can be interesting when the length of episodes is known.

An overview of different settings and their relationship with optimality can
be found in [Koenig and Liu, 2002]. In the remainder of this dissertation, we will
always use the discounted sum of future rewards as the optimisation criterium.

2.2 Solution Methods

The lack of an apriori known model generates a need to sample the MDP to
gather statistical knowledge about this unknown model. Depending on the kind
of knowledge that is gathered, a distinction is made between model-based and
model-free solution techniques.

2.2.1 Model-Based Solution Techniques

Although the term model-based reinforcement learning is sometimes used to
refer to solution methods for problems where the MDP is known, we use model-
based RL in the traditional sense where methods are considered that do not
know the model of the world a priori but that do operate by learning this
model2. This category of approaches is especially important for applications
where computation is considered to be cheap and real-world experience costly.

2Another term for these kind of algorithms is indirect reinforcement learning.
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2.2.1.1 Certainty Equivalent Method

One straightforward method that falls within this category is the certainty
equivalent method. The idea is to learn the transition and reward function
by exploring the environment and keeping statistics about the results of each
action. Once these functions are learned, a dynamic programming approach can
be used to compute an optimal policy. Dynamic programming (DP) refers to
a class of algorithms that are able to compute optimal policies given a perfect
model of the environment as an MDP. Since this dissertation only deals with
the reinforcement learning setting of the sequential decision making problem,
dynamic programming techniques are only briefly discussed.

Central in dynamic programming techniques is the so-called Bellman Equa-
tion [Bellman, 1965] or dynamic programming equation. This equation arises
from rewriting the definition of the value function. Assuming the discounted
cumulative future reward as optimality criterium (Equation 2.1), the following
Bellman Equation is obtained:

V π(s) := R(s, π(s)) + γ
∑
s′∈S

T (s, π(s), s′)V π(s′) (2.2)

The solution for this set of equations (there is one equation for every state)
gives the optimal value function V ∗. Note that this solution is unique, but there
can be several different policies that have the same value function. Usually
an iterative algorithm is used to compute a solution. The two basic methods
are value iteration [Bellman, 1957] and policy iteration [Howard, 1960]. Value
iteration (shown in Algorithm 2.1) uses the Bellman equation to iteratively
compute the optimal value function. The policy iteration algorithm (shown in
Algorithm 2.2) interleaves a policy evaluation step, which computes the value
function for the current policy using Equation 2.2, and a policy improvement
step which changes the policy by choosing a better action in a certain state
based on the policy evaluation.

Algorithm 2.1 Value Iteration

1: ε← some small value
2: V1 ← initial value function
3: k ← 1
4: repeat
5: for s ∈ S do
6: Vk+1(s)← maxa

[
R(s, a) + γ

∑
s′∈S T (s, a, s′)Vk(s′)

]
7: end for
8: k ← k + 1
9: until maximal update smaller than ε
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Algorithm 2.2 Policy Iteration

1: π1 ← initial policy
2: k ← 1
3: repeat
4: //Compute the value function of policy πk by solving the equations
5: V πk(s) := R(s, πk(s)) + γ

∑
s′∈S T (s, πk(s), s′)V πk(s′)

6: for s ∈ S do
7: // Policy improvement step
8: πk+1(s)← argmaxa∈A

∑
s′ T (s, a, s′) [R(s, a) + γV πk(s′)]

9: k ← k + 1
10: end for
11: until πk = πk−1 // convergence

The most important drawback of the certainty equivalent method is the
crisp devision between the learning phase and the acting phase: the agent will
only start to show intelligent behavior once he has learned a full and perfect
model. It has furthermore been shown that random exploration might not be
very efficient to gather information that can build the full model [Koenig and
Simmons, 1993].

2.2.1.2 The Dyna Architecture

A more efficient model-based approach is the Dyna architecture [Sutton, 1991].
The idea of the Dyna architecture is to use a model-free solution technique
(such as the ones that will be described in the next section), but at the same
time learn a model of the environment as in the certainty equivalent method.
This model can then be used to generate extra experience through simulation.
There are some other methods that build on this idea. Prioritized sweeping
[Moore and Atkeson, 1993] for instance does not use a uniform distribution
when generating extra experience but prioritizes them based on their change
in values.

2.2.2 Model-Free Solution Techniques

Model-Free solution techniques do not try to learn a model of the environ-
ment, but instead directly learn a policy or value function. Most model-free
methods fall in the category of temporal difference (TD) learning. The central
idea of temporal difference methods is to learn estimates of values based on
other estimates which is called bootstrapping. Every time the agent takes a step
in his environment, a learning example is generated that updates some value
according to the immediate reward and the estimated value of the next state
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or state-action pair. One of the most popular methods to estimate these val-
ues is the Q-learning algorithm by Watkins and Dayan [Watkins and Dayan,
1992]. Q-Learning will be discussed in more detail as we will consider this the
standard method in this dissertation.

2.2.2.1 Q-Learning

The Q-learning algorithm does not directly use the value function V , but defines
a Q-function instead. Q-values are defined over (state,action)-pairs and indicate
the quality of executing a certain action in a certain state:

Definition 2.6 (The action-value Qπ(s, a))

Qπ(s, a) = r(s, a) + γ
∑
s′∈S

T (s, a, s′)V π(s′)

The basic idea of Q-learning is to incrementally estimate Q-values for actions,
based on the reward and the agent’s current estimate of Q-values using the
following update rule:

Q(st, at)← (1− α)Q(st, at) + α
[
r + γmaxa′Q(st+1, a

′)
]

(2.3)

Algorithm 2.3 The basic Q-learning algorithm
1 for all s ∈ S, a ∈ A do
2 initialize table entry Q(s, a)
3 end for
4 generate a starting state s0
5 repeat
6 select an action at using to the current policy π(st)
7 execute action at
8 receive a reward r = r(st, at)
9 observe the new state st+1 = T (st, at)

10 update the table entry Q(st, at) as follows
Q(st, at)← (1− α)Q(st, at) + α

[
r + γmaxa′Q(st+1, a

′)
]

11 st ← st+1

12 until end learning

The algorithm (see Algorithm 2.3) uses an interaction loop in which the
agent selects an action based on his current state and policy. When executing
this action he receives feedback in the form of the resulting state and an asso-
ciated reward which he can use to update the Q-value for this action and the
state in which this action was executed according to Equation 2.3. The param-
eter α ∈ [0, 1] in this equation is the learning rate which determines by how
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much the values get updated. Often, a small fixed learning rate is chosen or it
is decreased every iteration. When the environment is deterministic, a value of
α = 1 can be chosen since there is no need to average over different possible
outcomes.

In episodic tasks, one often uses the Q-learning algorithm with Bucket-
Brigade updating (see Algorithm 2.4). The only difference is that during an
episode the (state, action)-pairs are stored with their associated rewards. At
the end of each episode, these pairs are then used to backwards compute the
Q-values for the experience during that episode. This will often result in a
convergence speedup as the Q-values are spread more rapidly throughout the
(state,action)-space.

Algorithm 2.4 The Q-learning algorithm with Bucket-Brigade updating
1 for all s ∈ S, a ∈ A do
2 initialize table entry Q(s, a)
3 end for
4 repeat {for each episode}
5 generate a starting state s0
6 i← 0
7 repeat {for each step of episode}
8 select an action ai using to the current policy π(st)
9 execute action ai

10 receive a reward r = r(si, ai)
11 observe the new state si+1 = T (si, ai)
12 i← i+ 1
13 until si is terminal
14 for j = i− 1 to 0 do
15 Q(sj , aj)← (1− α)Q(sj , aj) + α

[
r + γmaxa′Q(sj+1, a

′)
]

16 end for
17 until end learning

It can be proven that Q-learning converges to the correct Q-values given
the fact that every (state,action)-pair is visited often enough and that the
probabilities of state transitions and rewards are static [Watkins, 1989; Jaakkola
et al., 1994].

Exploration vs. Exploitation The Q-learning algorithm only states that
an action needs to be selected, not how it should be selected. The convergence
guarantee is independent of the exploration policy, which means that the ex-
ploration strategy can be altered such that the agent tries to collect as much
new information as possible. In online learning tasks, it is however expected
that the agent is not only learning, but that he also achieves some minimal
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performance on the task before converging to the optimal policy. Therefore, he
may have to sacrifice some exploration opportunities and exploit his current
knowledge. This trade-off between exploration and exploitation is important
and several mechanisms for balancing this trade-off exist in the literature. We
will only discuss two common strategies, for a detailed discussion of exploration
techniques we refer the reader to the work of Wiering [1999] and Thrun [1992].

A greedy selection strategy always chooses the action with the highest asso-
ciated Q-value and hence always exploits the current knowledge. One possibility
to add exploration to this strategy is by using ε-greedy exploration where, with
a small probability ε, a random action is selected instead of the optimal action.

Another popular randomized selection strategy is Boltzmann exploration
where the following stochastic policy is used to select actions:

π(s, a) =
e

Q(s,a)
T∑

a′ e
Q(s,a′)

T

(2.4)

The temperature T is typically lowered over time to increase exploitation and
decrease exploration.

2.2.2.2 SARSA

Q-learning is an off-policy learning algorithm because the learned action-value
function Q directly approximates the optimal action-value function Q∗ inde-
pendent of the exploration strategy that is used. SARSA [Rummery and Ni-
ranjan, 1994; Sutton, 1996] on the other hand is a related on-policy learning
method. The name of the algorithm arises from the update rule that it applies
(State-Action-Reward-State-Action):

Q(st, at)← (1− α)Q(st, at) + α
[
r + γQ(st+1, π(st+1))

]
(2.5)

where the action π(st+1) indicates the action that is really executed by the
current policy. Hence, instead of using the max-operator to obtain greedy up-
dates, the SARSA algorithm uses the estimate of the value of the next action
according to the policy. The convergence guarantee and exploration strategies
are similar as those for Q-Learning.

2.2.2.3 Other Methods

Another older class of algorithms are actor-critic methods [Witten, 1977] [Barto
et al., 1990] [Konda and Tsitsiklis, 2003]. Actor-critic methods are TD methods
where the policy is kept separate from the value function. The policy is called
the actor because it is used to select the actions and the value function the



22 CHAPTER 2. REINFORCEMENT LEARNING

critic because it evaluates or criticizes the actions performed by the actor. This
criticism is based on the TD-error:

δt = rt + V (st+1)− V (st)

If this error is positive, the critic will strengthen the preference for the last
executed action. If it is negative, the tendency to select that action should be
weakened resulting in the following preference update:

p(st, at) := p(st, at) + βδt

where the parameter β is used to determine the size of the update.
Besides the basic methods mentioned until now, several extensions have

been proposed to obtain more efficient exploration or value updating. For a
detailed discussion of these we will refer the reader to e.g. Sutton and Barto
[Sutton and Barto, 1998] or Kaelbling et al. [Kaelbling et al., 1996]. Eligibility
traces for instance use a more elaborate update rule by looking some steps ahead
[Sutton and Barto, 1998]. Some examples of efficient exploration strategies
include the following: interval estimation [Kaelbling, 1993], E3 [Kearns and
Singh, 1998] or R-max [Brafman and Tennenholtz, 2003].

2.3 Abstraction and Generalization

In order to enable agents to learn in larger and more complex problem do-
mains, abstraction and generalization has been an important factor. The idea
of abstraction is to make use of the inherent structure that can be found in the
domain at hand. This is moreover motivated by the fact that human learning
and reasoning (about complex problems) involves abstraction and generaliza-
tion. For example, consider a board game such as Chess or Go. When explaining
the game to new players, we do not discuss specific board situations but explain
the game in terms of general rules, properties of states (positions) and actions
and abstract goals.

In this section, we will discuss the three most common classes of abstraction
and generalization in reinforcement learning. The first class considers methods
that generalize over value functions using function approximation. The second
class consists of hierarchical methods which focus on abstraction over the se-
quential and temporal aspects of a task. The last direction of abstraction we
consider is the use of richer representations for states and actions.

2.3.1 Function Approximation

The first method of abstraction that has been (widely) studied is the use of func-
tion approximators to deal with large (or continous) state-action spaces. All the
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algorithms in the Section 2.2 are table-based algorithms. The Q-learning algo-
rithm for example requires that a value is stored for each possible (state,action)-
pair. As the number of possible (state,action)-pairs can increase significantly
when the environment becomes more complex, this will not only result in big
memory requirements but also lead to longer learning times. The convergence
criterium after all requires that each (state,action)-pair needs to be encountered
often enough for the Q-values to convergence to the optimal Q∗-values.

This makes the basic Q-algorithm suffer from the “Curse of Dimensional-
ity” [Bellman, 1961] since the number of states and number of actions grow
exponentially with the number of used attributes.

The central idea behind function approximation methods is, instead of stor-
ing one value for every (state,action)-pair in a lookup-table, to generalize over
these values by learning a (parameterized) function that can predict the value
for every state or state-action pair. Learning such a generalization is a well-
known problem setting in supervised learning called regression. Regression al-
gorithms use Q-value examples, i.e. (state,action)-pairs with their associated
Q-value, that are generated during exploration of the environment to build an
approximate Q-function Q̂. Note that this approximate Q-function not only re-
duces the memory requirements but also the learning time since it can predict
values for unseen (state,action)-pairs.

Since the agent learns on line while interacting in the world, a requirement
for the regression algorithm is the ability to deal with a stream of examples and
to handle a non-stationary target function. The latter requirement is important
since the Q-values will change over time as they converge to the optimal ones.

Different incremental regression functions have been used in the past to
learn an approximate Q-function, e.g. decision trees [Chapman and Kaelbling,
1991], neural networks [Bertsekas and Tsitsiklis, 1996], support vector machines
[Goto and Matsuo, 2006], evolutionary methods [Whiteson and Stone, 2006]
and kernel-based methods [Ormoneit and Sen, 2002].

2.3.2 Hierarchical and Temporal Abstraction

A more recent form of abstraction focuses on the hierarchical, sequential and
temporal aspects of the task at hand. Hierarchical reinforcement learning (HRL)
is the name given to a whole range of abstraction methods that use the idea
of decomposing a complex problem into a collection of smaller problems. They
are motivated by behavior-based techniques for robotics ([Arkin, 1998],[Maes,
1990], [Mataric, 1997]) and the work on hierarchical abstraction in classical
planning like for instance hierarchical task networks (HTNs) ([Erol et al.,
1994]).

This class of methods focusses on temporal and task abstraction. In a sense,
they accelerate learning by forcing a structure on the policies being learned.
Instead of learning a policy that directly maps states to actions as for instance



24 CHAPTER 2. REINFORCEMENT LEARNING

in regular Q-learning, these methods introduce temporally-abstract actions.
These actions (called subtasks, macros, options, behaviours or abstract ma-
chines depending on the particular method in question) operate over several
time-steps before they return control to the agent’s main policy. During execu-
tion, they are decomposed into one-step actions (or other temporally-abstract
actions) that can be executed by the agent. These one-step actions are referred
to as primitive actions, we will refer to the temporally abstract actions as
macro-actions in this section.

Different ways of decomposing macro-actions into primitive actions have
been proposed in the literature and it is exactly this decomposition that identi-
fies a certain method. Here, we will only discuss the most important methods;
for an overview the reader can consult [Barto and Mahadevan, 2003],[Dietterich,
2000a], [Ryan, 2004]. We will first introduce two example environments that are
often used in the context of hierarchical reinforcement learning in Figure 2.2.
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(b) A multi-room grid world

Figure 2.2: Two typical HRL domains.

The classical taxi domain (in Fig. 2.2a) [Dietterich, 2000a] is a simple 5-
by-5 grid world that contains a taxi (depicted by the car-symbol), a passenger
(depicted by the person in the upper-right corner) and four designated locations
(depicted with R (red), Y (yellow), B (blue) and G (green)). The taxi problem
is episodic. In the beginning of each episode, the taxi starts in a random grid
cell, the passenger is assigned one of the four designated positions as his source
location and another one as his destination. The goal of the reinforcement
learning agent is to operate the taxi such that the passenger is picked up at
his location, driven to his desired destination and dropped off. The taxi has
six possible actions: four movement actions (north, south, east and west) and
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two for handling the passenger: pickup and putdown. There are both stochastic
and deterministic versions of the taxi domain and sometimes the taxi has a
fuel-level and the grid contains a fuel point.

Task abstraction is well suited for this domain. A task hierarchy can be
designed that represents that the taxi first has to navigate to the passenger,
pick him up, navigate to his desired location and drop him off. An example
of such a hierarchy is shown in Figure 2.3. This hierarchy decomposes the
entire task in subtasks or subgoals which can be achieved through a sequence
of primitive actions. Note that the macro-action for navigating to the passenger
can be reused for navigating to the destination.

Root

Get Put

Pickup PutdownNavigate(t)

SouthNorth East West

t/destinationt/source

Figure 2.3: An example task hierarchy for the taxi domain

Methods like for instance Hierarchical semi-Markov Q-learning (HSMQ)
[Dietterich, 2000b] or MAXQ [Dietterich, 1998; Dietterich, 2000a] use this hi-
erarchy to limit the choices of the agent. From the root-node, the agent recur-
sively has to choose a macro-action, until he ends up in a leaf that contains a
primitive action. For instance, in our taxi world using the task decomposition
of Figure 2.3, the agent first has to decide if he wants to perform a “Get”
or “Put” action. If he for instance chooses the “Get” macro-action, he then
needs to choose between the primitive pickup action or the Navigate(source)
macro-action and so forth. It can be proven that -under similar conditions as
Q-learning - these methods learn to make optimal decisions at every level of
the hierarchy resulting in a hierarchical optimal policy.

Another typical environment in the HRL literature, is the multi-room grid
world of which an example is shown in Figure 2.2b. The goal in this task could
be defined as moving from a certain start location (denoted S ) to a certain goal
location (denoted G) using the primitive actions north, south, east and west.
The problem is sometimes also defined as moving from one room to another.

In these kind of environments, it is possible to add macro-actions that navi-
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gate the agent from one room to another. The options framework [Sutton et al.,
1999] is the prototypical approach that uses such temporally abstract actions
with hard-coded internal policies. A more in-depth discussion of the options
approach will be given in Chapter 3.

2.3.3 Representational Abstraction

A third direction of abstraction is concerned with the representation itself.

2.3.3.1 Atomic Representations

The most simple representation that can be used in reinforcement learning is
the so-called atomic representation where states are simply assigned a number
so that they are uniquely defined and can be enumerated. Using this repre-
sentation, the agent is forced to use a table-based representation for values or
action-values as in the previous section. Note that this representation suffices
for some problems.

2.3.3.2 Propositional Representations

The most common form of representation used in reinforcement learning tech-
niques (but also machine learning in general) is a propositional representation
or attribute-value representation. This corresponds to describing each state
(and possibly the action as well) as a feature vector with an attribute for each
possible property of the agent’s environment. Note that the domain of these
attributes can vary from property to property.

For a lot of domains, this propositional representation is very natural. Con-
sider for instance the game of Tic-Tac-Toe depicted in Example 2.3. In this
game, there are nine squares that can be empty or have a circle or cross. Know-
ing the values for these 9 squares hence identifies a certain position and so a
state can be represented as a feature vector of length nine, with each attribute
∈ {empty, circle, cross}.

Although propositional representations can be used in table-based reinforce-
ment learning, the fact that the states are represented as a collection of prop-
erties allows the use of function approximators as discussed in Section 2.3.1.
For example, in the Tic-Tac-Toe domain a “don’t care” can be used to gen-
eralize over several different Q-values. Consider an abstract state denoted as
[?, ?, ?, circle, circle, empty, ?, ?, ?] where the question mark means that it does
not matter what the value of the attribute is. This abstract state represents the
set of all states in which the circle-player threatens to win the game by com-
pleting the second line if she can place a circle in the right-middle square and
hence that the learner needs to play there himself to avoid losing and receiving
the corresponding negative reward.
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(a) [empty, empty, empty,
empty, circle, empty,
empty,empty, empty]

(b) [cross, empty, empty, cir-
cle, circle, empty, empty,
empty, empty]

(c) [cross, empty, cross, cir-
cle, circle, circle, empty,
empty, empty]

Example 2.3: A propositional state representation for Tic-Tac-Toe.

Not all interesting generalizations are possible with this representation. In
the above representation it is for instance not possible to represent an abstract
state that indicates that not placing a cross next to any two adjacent circles will
result in losing the game. In general, propositional representations have prob-
lems when dealing with states that are defined by the objects that are present,
their properties and their relations to other objects since these representations
can not generalize over different states that share a certain relation.

2.3.3.3 Deictic Representations

To overcome the drawbacks of propositional representations when dealing with
environments that contain objects, especially when the number of objects can
vary or is unknown, researchers investigated the need for representational ab-
stractions [Džeroski et al., 1998; van Otterlo, 2002; Kaelbling et al., 2001]. A
first representation format that can deal with a varying number of objects is a
deictic representation.

Diectic representations (DR) are in fact propositional representations, but
because of a special semantics, they can be seen as an in between step to
relational representation. Diectic representations are also often used by humans
in natural language by having a semantics relative to the speaker, examples
include “the door to my left” and “the cup over there”.

DRs use a focal point to refer to objects and special actions to move this
focal point around. This means that they avoid the arbitrary naming of objects.
A drawback of deictic representations however, is that they introduce partial
observability: DRs can not observe the whole state. Therefore, they have to
include some history which complicates learning. Another drawback is that
DRs increase the action space as actions have to be added that move the focal
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point around.
Experiments with deictic representation in the blocks world3 show that the

disadvantages appear to be more important than the advantages and that the
use of deictic representations actually worsen the performance [Finney et al.,
2002].

2.3.3.4 Factored Representations

In factored MDPs [Boutilier et al., 1999; Boutilier, 1999] the set of states is
described using a set of random variables X = X1, . . . , Xn where each Xi takes
on values in some finite domain Dom(Xi). Every state holds a value xi for each
of the random variables Xi. Hence, the number of states is exponential in the
number of variables but it allows for a compact representation of the transition,
value functions and policies using Dynamic Bayesian Networks (DBNs) [Dean
and Kanazawa, 1989].

The use of factored representations allow a compact, structured representa-
tion as they can exploit the regularities and independencies between features.
If such a factored MDP is given, structured versions of classical dynamic pro-
gramming techniques such as value and policy iteration exist to compute an
optimal policy (see e.g. [Dearden, 2000; Dearden, 2001; Boutilier et al., 2000]
for extensive overviews).

Recently, there have been some model-based approaches that learn a fac-
tored representation and use this to accelerate learning [Degris et al., 2006;
Strehl et al., 2007].

2.3.3.5 Relational Representations

When humans think of their environment, they usually do this in terms of
objects such as tables, chairs, pens, books, . . .. These objects are furthermore
described by their properties and relations with other objects, e.g. the pen is
blue and it is on a thick book which is on the table.

Representing the world as a collection of interrelated objects is not only
useful to describe what is observed but also to express goals and (effects of)
actions. It moreover allows to transfer knowledge to “similar” objects: If it is
known that a certain object must be handeld in a certain way, it is more likely
that a similar object has to be handled in a similar way as well. This similarity
is not only based on the properties of the objects itself but also on their relation
with other objects and their properties.

To deal with such an environment in reinforcement learning, a structural
representation of states and actions capable of representing objects with their
properties and relations is necessary [Kaelbling et al., 2001][Džeroski et al.,
2001]: To quote Kaelbling et al. “It is hard to imagine a truly intelligent agent

3The blocks world domain will be discussed in detail in Section 2.4.2.
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that does not conceive of the world in terms of objects and their properties and
relations to other objects” [Kaelbling et al., 2001].

A typical example of a world that is best described in terms of objects are
real-time strategy games. Consider as an example Figure 2.4 which shows a
screenshot from the upcoming game Starcraft II (http://www.starcraft2.
com/)4. The goal of the game is to build barracks, factories, and research facili-
ties to construct an army consisting of soldiers and tanks. This army is used to
fight against opponents. Representing such a world in terms of propositions is
very cumbersome if not impossible: there are a varying number of objects, there
are different types of objects that each exhibit certain properties and their are
lots of relations between these different types of objects.

Figure 2.4: A screenshot from the upcoming real-time strategy game Starcraft
II.

Relational representations allow to represent such worlds more easily. There
are several different forms of relational representations, examples include multi-
relational databases, graphs and relational interpretations. We will use the
latter throughout this dissertation.

We will briefly introduce the syntax and semantics of logic programming,
for details we refer the reader to e.g. [Lloyd, 1987]. We begin with introducing
the necessary syntax:

• A functor represents a function and is denoted by f/n, where f is the
name and n ∈ N is the arity or number of arguments.

4StarCraft II is a trilogy of military science fiction real-time strategy video games and is
the sequel of the well-known and award winning 1998 video game Starcraft. It is expected to
be released in 2009.

http://www.starcraft2.com/
http://www.starcraft2.com/
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• A constant is a functor with arity 0. A (logical) variable is a placeholder
for an object or set of objects. We will folow Prolog conventions by
denoting variables with a name starting with an upper case letter and
functors with names starting with a lower case letter.

• A term is either a variable or a compound term. A compound term is
a functor f/n together with the right number of terms as arguments
(f(t1, t2, . . . , tn)).

• A predicate, denoted as p/n, represents a relation. An atom is of the form
p(t1, t2, . . . , tn) with p/n a predicate and t1, t2, . . . , tn terms. A literal is
an atom or a negated atom (written as ¬(p(t1, t2, . . . , tn))).

• A logical formula is one of the following:

– a literal l

– a conjunction p ∧ q with p and q formulas

– a disjunction p ∨ q with p and q formulas

– a negation ¬p with p a formula

– an implication p← q with p and q formulas

– a universally quantified formula ∀X : p with p a formula and X a
variable

– an existentially quantified formula ∃X : p with p a formula and X
a variable

A conjunctive query is an (implicitly) existentially quantified conjunction.

• a clause is of the form “h ← b1, b2, . . . , bn.”, where h is an atom and
b1, b2, . . . , bn are literals. We call h the head and the conjunction b1, b2, . . . , bn
the body of the clause. All variables in a clause are (implicitly) universally
quantified. A fact is a normal clause with an empty body and is written
as “h.”. Sometimes the term rule is used to refer to a clause that is not
a fact.

• a logic program is a finite set of clauses.

• a term, atom, literal, clause or program is called ground if it does not
contain any variables.

The semantics of a logic program is defined in terms of its model5.

5Note that this use of the word “model” is different from the way we used this word so
far.
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• A Herbrand universe of a logic program is the set of all ground terms,
which can be formed out of the constants and functor symbols in the logic
program. The Herbrand base is the set of all ground atoms, which can be
formed by using the predicate symbols used in the logic program with as
arguments ground terms from the Herbrand universe.

• A (Herbrand) interpretation of a logic program is a mapping from the
ground atoms to true, false. We will usually specify an interpretation by
listing all ground atoms that are assigned true.

• A substitution is an assignment of terms from the Herbrand universe to
variables. The result of applying a substitution θ to a term X is denoted
by Xθ.

• An interpretation satisfies a ground clause h ← b1, . . . , bn if h is true or
b1, . . . , bn is false. An interpretation satisfies a non-ground clause C if, for
each ground substitution θ, it satisfies Cθ.

• A model of a logic program is an interpretation that satisfies all clauses
in the logic program.

We will use relational interpretations throughout this thesis, as in the set-
ting “learning from interpretations” [De Raedt and Džeroski, 1994; Blockeel
et al., 1999; De Raedt, 2008], where each example is represented as a set of
relational facts. In Section 2.4.2 we will introduce the blocks world, proba-
bly the most highly used environment in relational reinforcement learning and
illustrate the notion of relational interpretations by this example.

2.4 Relational Reinforcement Learning

2.4.1 The Relational Reinforcement Learning Task

The relational reinforcement learning task is similar to the basic reinforcement
learning task. The main difference is the use of relational representations for
states and actions. We define the relational reinforcement learning task as fol-
lows:

Definition 2.7 (Relational Reinforcement Learning task description)
The relational reinforcement learning task description is defined as follows:
Given:

• a discrete set of environment states S, represented in a relational format,

• a discrete set of actions A, represented in a relational format,

• an unknown transition function T ,
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• an unknown real-valued reinforcement function R, and

• potentially background knowledge about the environment.

Find a policy π∗ : S → A that maximizes a value or utility function V π(st)
for all states st ∈ S. The same value functions can be used as previously defined
in Section 2.1.3.

Besides the relational representation, another difference with the standard
reinforcement learning task is the possible presence of background knowledge.
The reason for this arises from the Inductive Logic Programming (ILP) methods
[Muggleton and De Raedt, 1994] [Lavrač and Džeroski, 1994] that are often used
within relational reinforcement learning techniques. ILP methods combine logic
with learning and can take advantage of background knowledge by representing
the examples and hypothesis as logic programs.

This background knowledge for relational reinforcement learning tasks can
cover a wide range of different information. Possibilities include for instance
information on the shape of the value function, similarity measures between
(state,action)-pairs, predicates that define a certain property of a set of objects
and so on. Examples of this background knowledge will be provided when we
discuss the RRL-system.

2.4.2 The Blocks World

In this section we will introduce the blocks world [Slaney and Thiébaux, 2001;
Nilsson, 1980; Langley, 1996], probably the most highly used environment in re-
lational reinforcement learning and well known in artificial intelligence research
in general. There exist a lot of different versions of the blocks world, but the one
that we will use throughout this dissertation has the following properties (un-
less mentioned otherwise): The number of blocks during an episode is constant
and the floor is large enough to hold all blocks. Blocks can be either on the floor
or stacked onto each other. We will only consider neatly stacked blocks, i.e. it
is not possible for a block to be on top of two other blocks. Actions consist of
taking a block and move it onto the floor or another block. Only clear blocks
can be moved and the agent can only move a block onto another clear block.
Clear blocks are blocks that have no other block on top of them. When the
agent tries to execute an illegal action, the state of the environment remains
the same. An example blocks world with 6 blocks is shown in Example 2.4a
and the action performed by the agent, indicated by the dotted line, is taking
block 4 and put it on top of block 5 (the blocks are assigned numbers so that
they can easily be identified).

A possible relational interpretation for the blocks world given in Exam-
ple 2.4a is depicted in Example 2.4b using the predicates on/2 and clear/1 to
represent the state and the move/2 predicate to denote the agent’s action. The
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(a) A visual representation

on(6, f loor). clear(6).
on(3, f loor). clear(4).
on(2, 3). clear(5).
on(4, 2).
on(1, f loor). move(4, 5).
on(5, 1).

(b) A relational interpretation

Example 2.4: An example blocks world with 5 blocks where the agent takes
block 4 and moves it onto block 5.

on/2 atoms indicate that the block in the first argument is directly on top of
the block in the second argument and the clear/1 facts state that the specified
block is clear.

2.4.3 Relational Markov Decision Processes (RMDPs)

Similar to basic reinforcement learning, we can cast the relational reinforcement
learning task in a relational MDP (RMDP) although the learner does not know
the model. Different formalizations of RMDPs have been proposed e.g. [Wang
et al., 2008; Fern et al., 2006; Kersting and De Raedt, 2004; Kersting et al.,
2004]. We will use the following simple form:

Definition 2.8 (Relational Markov Decision Process (RMDP)) A Re-
lational MDP (RMDP) is defined as the five-tuple M = 〈PS , PA, C, T,R〉, where
PS is a set of state predicates, PA is a set of action predicates and C is a set
of constants. A ground state (action) atom is of the form p(c1, . . . , cn) with
p/n ∈ PS (p/n ∈ PA) and ∀i : ci ∈ C}. A state in the state space S is a set of
ground state atoms; an action in the action state A is a ground action atom.

The transition function T : S×A× S→ [0, 1] defines a probability distribu-
tion over the possible next states: T (s, a, s′) denotes the probability of landing in
state s′ when executing action a in state s. The reward function R : S×A→ R
defines the reward for executing a certain action in a certain state.

As before, we will assume the discounted cumulative reward as the opti-
mization criterion for finding an optimal policy.

Example 2.5 (RMDP for the Blocks World) A possible RMDP for the
blocks world consistent with Example 2.4 could be MBW = 〈{on/2, clear/1},
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{move/2}, {1, 2, 3, 4, 5, 6, f loor}, T,R〉, the domain consists out of six blocks
1, 2, 3, 4, 5, 6 and the floor-object. Using typed predicates, it is possible to state
that the first argument of both the on/2-predicate and the move/2-predicate
needs to be a block and the second a block or the floor-object. The transition
function is defined as indicated before.

The reward function is usually defined as a goal-based reward function
meaning that the agent only receives a non-zero reward when he achieves a
certain goal. The following are the most common used goals in the RRL liter-
ature:

stack the agent only receives a non-zero reward for an action if in the resulting
state all blocks are in a single stack.

unstack the agent only receives a non-zero reward for an action if in the re-
sulting state there is no stack with a height greater than 1, i.e. all blocks
are on the floor.

clear(A) the agent only receives a non-zero reward for an action if block A is
clear in the resulting state.

on(A,B) the agent only receives a non-zero reward for an action if block A is
directly on top of block B in the resulting state.

As indicated in the blocks world example, relational reinforcement learning
allows to define the reward function based on parameterized goals. The advan-
tage is that by forcing the learned policy to be expressed in terms of variables
instead of allowing it to reference concrete objects and by making it rely on
the structural aspects of the task, it becomes natural and easy to transfer the
learned knowledge to learning problems that exhibit the same structure, but
might differ in respect of the identity of certain objects or even the number
of objects involved. In the clear(A) task for instance, the variable A will be
instantiated with a random block at the beginning of every episode. This way,
the relational reinforcement learning algorithm needs to learn a policy that can
clear any block instead of learning a different policy for every block.

In the following Chapters, we will use the following blocks world environ-
ments, we will mostly focus on the on(A,B)-goal since it has been shown that
this is the most difficult goal [Driessens, 2004].

Environment 1 (Deterministic Blocks World with 7 blocks)
This environment is a deterministic blocks world as described in the previous
section with seven blocks and the on(A,B)-goal. The starting state of an episode
is a random configuration of blocks (and a random instantiation of blocks in
the goal) and the maximum length of an episode is the minimal number of steps
needed to reach the goal state from the starting state (both during exploration
and exploitation), i.e. only optimal paths are allowed.
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Environment 2 (Deterministic Blocks World with 8 to 12 blocks)
This environment is a deterministic blocks world with the on(A,B)-goal where
the number of blocks is varied between 8 and 12. Episodes can last for maximum
10 additional steps above the minimal number of steps needed to reach the goal
(both during exploration and exploitation).

Environment 3 (Stochastic Blocks World with 6 to 8 blocks)
We will also use a stochastic blocks world with the on(A,B)-goal where the num-
ber of blocks is varied between 6 and 8 and the actions have a non-deterministic
effect: when the agent tries to move a certain block, this will succeed with a prob-
ability of 0.8, with a probability of 0.1 nothing happens and with a probability
of 0.1 a random move-action will be executed instead. Note that this random
move-action could also be an illegal action which has no effect. Further note that
the reward function is now defined over (state, action, next state)-tuples since
reaching the goal state no longer only depends on the state and the executed
action but also on the actual effect of the action. Episodes can last for an addi-
tional 25 steps during exploration and 5 steps during testing. We will use both
a version where the agent can only execute legal actions and a version where
the agent does not have this information, i.e. a version where A(s) = 1 : s ∈ S.

2.4.4 A Simple Relational Policy Language

To illustrate the goal of the relational reinforcement learning task, we introduce
a simple relational policy language similar to the production rule systems used
in the work of Khardon [1996,1999]. Using this language, a relational policy is
represented by a set of rules of the following form: C → A, with C a conjunction
of tests on the state-action space and A the action predicted by this rule where
the arguments are set by C. When a policy needs to determine which action
to execute in a state, it searches for the top-most rule for which an action A
exists such that C holds. Action A (with its arguments set according to C)
will be predicted by the policy. The predicate s/1 binds its argument with the
current state and the goal -predicates are used to query the goal information:
the goal on/2 predicate succeeds if the current goal of the agent is on(A,B)
and it will bind A and B with its arguments.

Example 2.6 (Optimal policy for the on(A, B) goal) Consider as an ex-
ample an optimal policy for the on(A,B) goal:8>><>>:

s(S), goal on(A, B), clear(S, A), clear(S, B)→ move(A, B)
s(S), goal on(A, B), clear(S, A), above(S, X, B), clear(S, X)→ move(X, floor)
s(S), goal on(A, B), clear(S, B), above(S, X, A), clear(S, X)→ move(X, floor)
s(S), goal on(A, B), above(S, X, A), clear(S, X)→ move(X, floor)

The policy states that if both blocks A and B are clear, block A will simply be
moved on B. If only block A is clear, it looks for the highest block in the stack
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with block B and moves this block to the floor (second rule of the policy). If
only block B is clear, the policy will move the highest block in the stack of A to
the floor and if none are clear it will move the block above A onto the floor.

Recently, several different approaches within relational reinforcement learn-
ing have been proposed in the literature. We will therefore in this section only
present those approaches that are essential within this dissertation but we will
refer to some other approaches in the following chapters. For an extensive sur-
vey of different techniques, we refer the reader to van Otterlo [van Otterlo, 2009;
van Otterlo, 2008]. The method that is used as a basis in this dissertation is
the RRL-system.

2.4.5 The RRL-System

2.4.5.1 The RRL-Algorithm

The RRL-system [Džeroski et al., 2001; Driessens, 2004] applies Q-learning
in relational domains, by upgrading the basic Q-learning algorithm (Algo-
rithm 2.3) to the relational case. This upgrade is based on using a relational
representation for states and actions and applying a function approximation
technique that can handle these relational representations to learn an approxi-
mate Q̂-function. Since the name of the RRL-system coincides with the name
for the research domain, we will usually refer to this approach as relational
Q-learning.

The outline of the RRL-system is given in Algorithm 2.5. Since relational
reinforcement learning is usually applied in episodic tasks, the version with
Bucket Brigade updating (Algorithm 2.4) is shown, but it would also be possible
to define relational Q-learning on basis of the standard algorithm (Algorithm
2.3). The only difference with Algorithm 2.4 is that instead of using a table
to store the Q-values for all the (state,action)-pairs, a relational regression
technique is used to learn an approximate Q-function Q̂. The RRL-system does
not specify which relational regression technique is used and several different
algorithms have been applied in the past.

The first prototype of the RRL-system [Džeroski et al., 1998; Džeroski et
al., 2001] used the batch logical decision tree learner Tilde [Blockeel, 1998]
to learn the approximate Q̂-function that can predict Q-values for unseen
(state,action)-pairs based on previously encountered examples. A batch learner
however has the problem that it needs to store all the experience and that not
all information can be used all the time since it is computationally too ex-
pensive to relearn the model after every example or episode. There are several
requirements for a good regression technique to learn the Q̂-function in the
RRL-system. The learner needs to be able to deal with:

• the relational format in which the examples are represented.
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Algorithm 2.5 The RRL-system

1 initialize the Q-function hypothesis Q̂0

2 e← 0
3 repeat {for each episode}
4 Examples← ∅
5 generate a starting state s0
6 i← 0
7 repeat {for each step of episode}
8 choose ai using a policy derived from the current hypothesis Q̂e
9 take action ai, observe ri and si+1

10 i← i+ 1
11 until si is terminal
12 for j = i− 1 to 0 do
13 generate example x = (sj , aj , q̂j) where q̂j ← rj + γmaxaQ̂e(sj+1, a)
14 Examples← Examples ∪ {x}
15 end for
16 Update Q̂e using Examples and a relational regression

algorithm to produce Q̂e+1

17 e← e+ 1
18 until no more episodes

• incremental data: the learner is given a continuous stream of (state,
action, q-value)-triplets and has to predict q-values for (state, action)-
pairs during learning, not after all examples have been processed.

• a moving target: since the q-values will gradually converge to the correct
values, the function being learned will not be stable during learning.

Several incremental relational regression techniques have been developed that
meet these requirements: an incremental relational tree learner Tg [Driessens
et al., 2001], an instance based learner [Driessens and Ramon, 2003], a kernel-
based method [Gärtner et al., 2003; Driessens et al., 2006a] and a combination
of a decision tree learner with an instance based learner [Driessens and Džeroski,
2005].

Of these algorithms, the Tg-algorithm probably remained the most popular.
The main advantage is that it is relatively easy to specify background knowledge
for the learner in the form of a language bias. The other methods require that a
distance is specified between (state,action)-pairs or a kernel function is specified
for (state,action)-pairs6

6The use of a kernel for ordered hypergraphs [Wachman and Khardon, 2007] could cir-
cumvent this problem but this kernel is not yet applied in an RL setting. Further note that
a graph-based representation also suffices when using graph kernels [Gärtner, 2003].
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Since we will use logical decision tree learners throughout this thesis, we
will discuss them in more detail in the next section.

2.4.5.2 Relational Decision trees

We define a first-order (or relational) decision tree as follows [Blockeel and
De Raedt, 1998]:

Definition 2.9 (First-Order Decision Tree) A first-order decision tree is
a binary tree in which

• Every internal node contains a test which is a conjunction of first-order
literals.

• Every leaf (terminal node) of the tree contains a prediction (nominal for
classification trees and real valued for regression trees).

Prediction with first-order trees is similar to prediction with propositional
decision trees: every new instance is sorted down the tree. If the conjunction
in a given node succeeds (fails) for that instance, it is propagated to the left
(right) subtree7. Once the instance arrives in a leaf node, the value of that leaf
node is used as the prediction for that instance.

First-order decision trees can share variables between different nodes, but
with one restriction: a variable introduced by a literal in a node (i.e., a variable
that does not occur in nodes higher in the tree), can be used in the succeeding
branch of that node but not in the failing branch of that node. The reason
for this stems from the fact that variables in the tests of internal nodes are
existentially quantified. Suppose a node introduces a new variable X. Where
the subtree in the succeeding branch of a node corresponds to the fact that
a substitution for X has been found to make the conjunction true, the failing
branch corresponds to the situation where no substitution for X exists, i.e.,
there is no such X. Therefore, it makes no sense to refer to X in this subtree.

Example 2.7 (An example first-order regression tree) Consider as an
example the first-order regression tree in Figure 2.5. The top node contains
the test “clear(BlockA)” and introduces the variable BlockA. Where the left
subtree of this node corresponds to the fact that a substitution for BlockA has
been found to make this conjunction true, the right side corresponds to the
situation where no substitution exists, i.e. there is no instantiation of BlockA
that makes clear(BlockA) true. Hence, referring to the variable BlockA (e.g. a
literal like on(BlockA,BlockB)) in the right subtree makes no sense and such
tests are therefore not available in the right subtree.

7Because internal nodes contain logical conjunctions, the tests are always binary.
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clear(BlockA)

yes no

on(BlockA,BlockB)

Q2=0.4

noyes

Q3=0.9 Q4=0.3

Q1=0.1

on(BlockA,floor)

yes no

Figure 2.5: An example first-order regression tree

A first-order decision tree can be easily translated into a Prolog decision
list. For example, the tree of Figure 2.5 can be represented as the following
Prolog program:

q_value(0.4) :- clear(BlockA), on(BlockA,BlockB), !.
q_value(0.9) :- clear(BlockA), on(BlockA,floor), !.
q_value(0.3) :- clear(BlockA), !.
q_value(0.1).

The use of the cut-operator “!” can be avoided by the introduction of extra
definite clauses and the negation operator, but this leads to a larger and less
efficient program [Blockeel and De Raedt, 1998].

In this dissertation, we will sometimes use the batch learner Tilde [Block-
eel, 1998] to learn relational decision trees, but we mostly use the incremental
tree learner Tg [Driessens et al., 2001]. We will therefore discuss the latter in
more detail here.

2.4.5.3 The Tg Algorithm

The Tg system [Driessens et al., 2001] is an incremental first-order decision tree
building algorithm, based on the G-tree algorithm of Chapman and Kaelbling
[Chapman and Kaelbling, 1991]. Here, we will only give a brief overview, a
more in-depth discussion will be given in Section 6.2.3.
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Just like the original G-algorithm, Tg stores the current tree together with
statistics for all tests that can be used to decide how to split each leaf further.
Every time an example is inserted, it is sorted down the tree according to the
tests in the internal nodes and, in the resulting leaf, the statistics of the tests
are updated.

The construction of new tests is done through a refinement operator similar
to the one used by the Tilde system.The Tg system should be provided a
language bias that specifies the predicates that can be used in every node
together with their possible variable bindings. This language bias has to be
defined by the user of the system through a list of rmode-declarations.

An rmode-declaration looks as follows:

rmode(N: conjunction_of_literals).

This declaration means that the conjunction of literals can be used as the
test in an internal node, but at most N times in a path from the top of the
tree to the leaf. When the N is omitted, its value defaults to infinity.

To allow for the unification of variables between the tests used in different
nodes within one path of the tree, the conjunction of literals given in the rmode-
declaration includes mode information of the used variables. Possible modes are
‘+’, ‘−’ and ‘\’. A ‘+’ indicates that the variable should be used as an input
variable, i.e., that the variable should occur in one of the tests on the path from
the top of the tree to the leaf that will be extended and therefore is bound when
adding this literal. A ‘−’ stands for output, i.e., that the associated variable is
a new variable and no unification is performed with already existing variables
(though variables that are introduced later on may be unied with this variable).
A ‘\’ means that a new variable is to be put here, and a constraint should be
added to the clause stating that the value of the variable has to be different
from the values of any other variable of the same type. A combination of these
modes is also possible, e.g., ‘+−’ means that both options are allowed, i.e.,
extensions can be generated both with an already occurring or a completely
new variable.

Example 2.8 shows an example of a possible language bias for the blocks
world. It is this language bias that will be used for the blocks world experiments
in this thesis (extended with additional rmode-declarations where specified).
The user furthermore needs to specify a minimal sample size, i.e. the minimal
number of examples that are collected in a leaf before TgR can split that
leaf. In this dissertation, we will use a value of 100 for this parameter unless
mentioned otherwise. Details on how and when Tg choses to split a leaf will
be given in Section 6.2.3.

Example 2.8 (Language Bias for the Blocks World)

rmode(eq(+X,+Y )).
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%checks if two blocks are the same
rmode(eq(+X, floor)).

rmode(above(+State,+−X,+− Y )).
%checks if block X is above block Y in the same stack

rmode(on(+State,+−X, floor)).
%checks if a block X is on the floor in state State

rmode(on(+State,+−X,+− Y )).
%checks if a block X is directly on top of block Y

rmode(clear(+State,+−X)).
%checks if a block X is clear

rmode(action is move(+Action,+−B,+− C)).
%checks if action A is a move-action that
%moves block B on top of block C

Besides these rmode-declarations, the language bias also specifies a looka-
head search on action is move(+Action,+ − B,+ − C), i.e. the learner also
considers extensions of this predicate (e.g. action is move(+Action,+B,−C),
clear(+State, C)) as candidate tests.

We refer the reader to [Blockeel et al., 2006] for a full specification on how
to specify a language bias including more advanced features such as for instance
typed variables, agregates and lookahead search.

2.5 Inductive Transfer for Reinforcement Learn-
ing

This section will focus on inductive transfer or transfer learning. In real life,
the beneficial effects of transfer learning are obvious. Examples include learning
to drive a bus after having learned to drive a car or learning Dutch after
having learned German (except of course for native Dutch speaking people).
In a machine learning context, transfer learning is concerned with the added
benefits that learning one task can have on a different, but probably related
task. More specifically, in a reinforcement learning context, the added effects of
transfer learning can help the learning agent to learn a new (but related) task
faster, i.e., with a smaller amount of training experience.

A part of the motivation for the use of transfer learning methods for re-
inforcement learning is the fact that most reinforcement learning algorithms
are tabula-rasa approaches. At the start of the learning task, the agent has no
or little information and is forced to perform random exploration. In complex
worlds with sparse rewards this means that the agent will get very little pos-
itive reinforcements. As a consequence, learning can become infeasible or too
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slow in practice for complex domains. Inductive transfer methods target this
problem.

The goal of transfer learning is to accelerate learning on some target task
after training on a different, but related, source task. Transfer learning methods
are often evaluated using three common performance measures in the target
task. These measures are illustrated in Figure 2.6a: A typical learning curve
of an RL-agent is shown by the solid line. A first possible improvement is the
initial performance gain before learning is started in the target task. A second
measure is the improvement in the slope of the learning curve, i.e. the time it
takes the agent to learn to solve the task. Third is the final performance level
compared to the one without transfer. Most transfer learning methods require
that a human expert designes the source task for a certain target task. If that it
is the case, the transfer learning method should be evaluated taking the learning
time for that source task into account, i.e. the time to learn the source task
plus the time to learn the target task with the transferred knowledge should
be shorter than the time to learn the target task without transfer (as shown in
Figure 2.6b).
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(a) The three possible gains of transfer learning
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Figure 2.6: Illustration of the possible benefits of inductive transfer for RL

Different approaches have been used in the past to transfer valuable knowl-
edge between different reinforcement learning tasks. Here we will only briefly
mention some approaches, for extensive overviews of transfer learning meth-
ods for reinforcement learning we refer the reader to [Taylor and Stone, 2009;
Taylor, 2009] and [Torrey and Shavlik, 2009].

We will discuss some categories of inductive transfer methods for RL based
on the ones in [Torrey and Shavlik, 2009]. The first category are model reuse
methods. They specifically aim at an initial performance gain by bootstrapping
the utility function in the target task. A possible approach in this category is
to initialize the Q-function in the target task with the Q-function learned in
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the source task [Taylor et al., 2005; Tanaka and Yamamura, 2003]. As many
transfer approaches do, this requires that an expert provides a mapping of
features and actions between the tasks.

A second category are policy reuse methods. They also aim at an initial
performance gain but by reusing the policy learned in the source task. Most
approaches that adopt this approach use the learned policy as a mean of ex-
ploration in the target task. Examples of these are [Madden and Howley, 2004]
and [Fernández and Veloso, 2006].

A third class of RL transfer methods are hierarchical methods. They are
related to HRL and view the source task(s) as subgoal(s) of the target task.
Having learned to solve these subgoals, the solutions can be used as building
blocks for learning the target. The work of [Mehta et al., 2008] falls within this
category. They present HI-MAT, an algorithm that discovers task hierarchies
from successful traces in a source task. Using the MAXQ algorithm, this task
hierarchy can then be used in the target task. In the next chapter, we will show
that the options framework can also be used to transfer skills from a source
task to a target task.

The next class of methods involves changing the state space, action space or
reward function of the target task based on knowledge gained in the source task.
An example within this class is the work of Konidaris and Barto [Konidaris and
Barto, 2006]. They present a method that learns to predict the reward signal
in a source task and use this model to apply reward shaping [Ng et al., 1999]
in the target task.

There are also methods that fall outside this categorization. In [Torrey
et al., 2006] for instance, a relational rule learner is used to generate advice
to speed up reinforcement learning. This advice is incorporated into the new
task by adding the information about Q-values as soft-constraints to the linear
optimization problem that approximates the Q-function for the next task.
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Part II

Model-Assisted Approaches
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Chapter 3

Hierarchical Relational
Reinforcement Learning

In this chapter, we will introduce the first model-assisted approach for Rela-
tional Reinforcement Learning. As explained in the previous chapter, the need
to scale to bigger and more complex environments has led to different forms of
abstraction in reinforcement learning. In this chapter we will discuss the combi-
nation of two different forms of abstraction, namely relational and hierarchical
abstractions.

3.1 Introduction

In the previous chapter we discussed the reinforcement learning framework. We
explained that abstraction and generalization are essential when one wants to
apply reinforcement learning to real-world problems. Furthermore, we discussed
several forms of abstraction and generalization in detail. In this chapter, we will
combine three of those abstractions, namely value function approximation, re-
lational representations and hierarchical decompositions. Note that standard
relational reinforcement learning is already a combination of relational repre-
sentations and value function approximation.

The combination of hierarchical abstractions and relational reinforcement
learning was first proposed by Roncagliolo and Tadepalli [2004]. They investi-
gated an extension of the MAXQ-framework to the relational case and used a
batch learner that learns piecewise linear functions when given a task hierarchy
and examples of Q-values for task-subtask pairs. They however have not yet
integrated this approach in an (online) reinforcement learning algorithm and
only considered examples from a blocks world with three blocks. In this chap-
ter, we will propose the first full hierarchical relational reinforcement learning

47
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approach.

3.1.1 Contributions and Bibliographical Note

The main contributions of this chapter are fourfold. First, we introduce Hierar-
chical Relational Reinforcement Learning (HRRL) as the combination of HRL
and RRL by extending the options framework to the relational setting and
show the benefits of such relational options. Second, we empirically compare
the performance of relational options, propositional options and the standard
RRL-framework. Third, we propose a method to learn options that can be used
to transfer knowledge across different reinforcement learning domains using the
framework of relational options and evaluate if skills learned as options in pre-
vious tasks can help the reinforcement learning agent in more difficult tasks.
As a last contribution, we will present a method that is capable of learning
options online.

The introduction of HRRL and the use of relational skills for transfer learn-
ing has been published before [Croonenborghs et al., 2008c].

3.1.2 Structure of this Chapter

The remainder of this chapter is structured as follows. First, we will present
in Section 3.2 the options framework in more detail. Next, we formulate the
notion of relational options, illustrate how we extended the options framework
to the relational case and experimentally compare the relational options frame-
work both to the propositional version and the basic RRL setting (Section 3.3).
In Section 3.4 we present a transfer learning method using relational options.
More specifically, we will discuss how relational skills (represented as relational
options) can be learned that can be transferred to different domains and em-
pirically validate this approach. Finally, before concluding this chapter and
presenting possible future extensions, we will present a learning method that
is capable of learning options online in Section 3.5.

3.2 The Options Framework

In Chapter 2, we already briefly introduced hierarchical methods that use tem-
porally abstract actions with hard-coded internal policies and mentioned the
options framework as an example. In this section, we will provide more details:
Section 3.2.1 formally defines the options framework and Section 3.2.2 discusses
how the basic reinforcement learning framework can be extended with options.
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3.2.1 Options

The theory of options has been introduced by Sutton et al. [Sutton et al., 1999].
An option can be viewed as a subroutine, consisting of an option policy that
specifies which action to execute. Note that an option is not just a sequence
of actions, but a closed-loop policy taking actions depending on changes in the
world. More formally, an option is defined as follows:

Definition 3.1 (Options as temporally abstract macro-actions) An op-
tion o consists of three parts: Io ⊆ S : S 7→ {0, 1}

βo : S 7→ [0, 1]
πo : Io ×A 7→ [0, 1]

with Io the initiation set which specifies the states in which the option can
be initiated and βo the termination condition which specifies the probability of
terminating in state s for all s ∈ S. Note that in episodic reinforcement learning
tasks, the option always terminates when an episode is terminated (i.e. β maps
to 1 for all terminal states). Finally, πo is the option policy, which specifies
the probability of executing action a in state s for all a ∈ A, s ∈ Io.
Since an option policy can also invoke other options, creating hierarchical struc-
tures, the action space A is extended to be the set of all options and primitive
actions.

For example, an agent could have an option named open-the-door which
has a policy of reaching the door and grasping and turning the door knob, a
termination condition for recognizing that the door is opened and an initiation
set restricted to states in which a door is present.

Example 3.1 (An option to navigate from one room to another)
As a more concrete example, consider the simple grid world with two rooms

in Figure 3.1a. A useful kind of option in such an environment is an option
that navigates from one room to another, especially since the hallway between
the two rooms operates as a bottleneck. An example of such an option is o1,
which when initiated navigates the agent from “Room 1” to “Room 2”. The
initation set of o1 would be the collection of states in Room 1, i.e. Io1 maps
states in “Room 1” to 1 and all other states to 0. The termination condition
βo1 could for example map all states within the first room to zero and all states
outside this room to 1. Another possibility would be to let the option terminate
at every timestep with a small probability by mapping to a small number instead.
Here we opt for the latter possibility where the option is terminated at every
timestep with a probability of 0.05. An example policy for option o1 is shown
in Figure 3.1b.
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Figure 3.1: A simple two-room grid world

3.2.2 Options in Reinforcement Learning

When a set of options is available to a reinforcement learning agent, the ini-
tiation sets define which options Os are available for each state s ∈ A. This
set of available options can be treated in the same way as the set of available
actions A. It is therefore possible to also represent the primitive actions by
options. An action a corresponds to an option o that can be initiated wher-
ever a is available, i.e. s ∈ Io : a ∈ A(s), that always lasts exactly one time
step, i.e. βo(s) = 1,∀s ∈ A and that selects in every state the action itself, i.e.
π(s) = a,∀s ∈ S. By doing this, the decision problem for the agent becomes the
problem of selecting from a set of available options denoted by O = ∪s∈SOs.

In this way, we can consider policies over options in a similar way as policies
over (primitive) actions. A policy over options µ : S×O → [0, 1] selects in a state
st an option o ∈ Ost according to the probability distribution µ(st, ·). That
option o is then initiated in state st, determining actions until it terminates in
st+k at which time a new option is chosen according to µ(st+k, ·) and so on.
This means that a policy over options implicitly will define a (non-stationary)
policy over actions.

Given a policy over options, the optimal option-value function can be de-
fined as follows:

Definition 3.2 (Optimal option-value function)

Q∗O(s, o) = E{R(s, o) + γkmaxo′∈OQ
∗
O(s′, o′) | ε(o, s)},

where ε(o, s) denotes the event of o being initiated in s, R(s, o) is the total
discounted reward received during the execution of o, k is the duration of the
option o and s′ is the termination state of the option.

Based on this optimal option-value function, a learning algorithm similar
to the basic Q-learning algorithm in Algorithm 2.3 can be used (see Algo-
rithm 3.1).
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Algorithm 3.1 The basic Q-Learning algorithm with options
1 for all s ∈ S, o ∈ O do
2 initialize table entry Q(s, o)
3 end for
4 generate a starting state s0
5 repeat
6 select an action ot = µ(st)
7 receive a reward r = r(st, ot)
8 observe the new state st+k in which ot terminates (after k steps)
9 update the table entry Q(st, ot) as follows

Q(st, ot)← (1− α)Q(st, ot) + α
[
r + γkmaxo′Q(st+k, o′)

]
10 st ← st+k
11 until end learning

To illustrate the possible advantages of the options framework, we present
experimental results for an RL-agent acting in the environment of Figure 3.1a
using the following properties: The agent can execute the primitive actions
{north, east, south, west} which have a stochastic effect. With probability 2

3 ,
the actions move the agent one cell in the corresponding direction, with proba-
bility 1

3 , the agent moves instead in one of the other three directions with equal
probability. When the agent would bump into a wall, he remains in the same
cell. The agent only receives a non-zero reward (of 1.0) when he reaches the
goal state. Two different goal states are used which are indicated as G1 and G2.
The agent always starts in the top-left cell in the beginning of every episode
and an episode is only reset when the agent reaches the goal state.

The result of the basic Q-learning algorithm using the discounted sum of
rewards with a discount factor γ = 0.9 and a learning rate α = 0.125 is depicted
as the “without options” lines in Figure 3.2. This plot shows the number of
actions needed by the agent to reach the goal averaged over 100 episodes and
10 different runs. Note that the y-axis has a logarithmic scale.

Next, we add two options: one option o1 for going from the left room to
the right room as given in Example 3.1 and a similar option o2 for navigating
from the right room to the left. Using these options and Algorithm 3.1 the
performance is shown in Figure 3.2 by the lines indicated as “with both op-
tions”. As can be seen, this does not really speed-up convergence. The reason
for this is that adding options also increases the complexity because it expands
the action space. Because the option o2 is not useful for achieving either goal1,
adding this option actually decreases performance. This is clearly visible for
goal G1 where the disadvantage of this option has a bigger impact than the

1Since the policy for this option navigates the agent first to the wall and then to the
doorway, it can not be used to navigate to G2.
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(a) goal G1 (b) goal G2

Figure 3.2: Results of the options framework in a small two-room grid-world:
The plot shows the number of actions (on a logarithmic scale)

needed by the agent to reach the goal averaged over 100 episodes
and 10 different runs.

advantage given by the other option since it will take the agent longer to re-
ceive some positive feedback by random exploration. If only the useful option
would be added, there is an increase in performance as indicated by the “with
single option”-line. Since the initiation set of option o2 only includes states in
the right room, this effect is not as important for goal G2

When applying a similar setup in a bigger environment, the benefits of op-
tions become more clear. Figure 3.3 shows the results of a similar environment
but of size 10 by 20. Note that this graph does not contain the results for goal
G1 with both options since it is very unlikely that the agent ends up in G1

with random exploration. The results are therefore hard to interpret.

3.3 Relational Options

3.3.1 Introduction

The options framework can easily be extended to the relational setting by
using a relational state and action space. Although this relational extension of
options is straightforward, it offers some advantages over regular options. Not
only can they deal with relational worlds, it is also easy to extend them to a
parameterized setting by expressing the policy in terms of variables instead of
referencing concrete objects and by making it rely on the structural aspects of
the task. Another advantage is that by having parameterized options, it also
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(a) goal G1 (b) goal G2

Figure 3.3: Results of the options framework in a larger two-room grid-world:
The plot shows the number of actions (on a logarithmic scale)

needed by the agent to reach the goal averaged over 100 episodes
and 10 different runs.

becomes possible to have recursive calls within the option policy.
Hence, a relational or parameterized option consists of: Io ⊆ S : S 7→ {0, 1}

βo : S 7→ [0, 1]
πo : Io ×A 7→ [0, 1]

Relational options not only offer an advantage in relational environments
like for instance the blocks world but can also be used in propositional envi-
ronments where the options can be parameterized. When using a propositional
reinforcement learner, the results are obviously the same but if it is useful to
generalize over certain parameters in the options, parameterized options can
have advantages over standard options. We will show and evaluate an example
of such an environment in Section 3.3.2.2.

Consider as an example an option that clears a certain block. Instead of
defining or learning a different option for every block that occurs in the world,
it is possible to define one generalized option that can clear any block by intro-
ducing a variable as a parameter of the option. This parameterized option is
illustrated in Example 3.2 using the simple policy language from Section 2.4.4.
This option can be initiated for a block X in any state in which this block is
not clear. Once initiated it follows the policy πclear(X) until the block is cleared
and the option is terminated.
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Example 3.2 (An example option for clear(X))

Iclear(X) :
{

s(S), clear(S,X) 7→ 0
s(S),¬clear(S,X) 7→ 1

βclear(X) :
{

s(S), clear(S,X) 7→ 1
s(S),¬clear(S,X) 7→ 0

πclear(X) :
{
s(S), on(S, Y,X), clear(S, Y )→ move(Y, floor)

s(S), on(S, Y,X)→ clear(Y )

Relational Q-learning (Algorithm 2.5) can easily be extended to make use
of relational options in a similar way as explained in Section 3.2.2 using the
definition of the optimal option-value function (Definition 3.2).

3.3.2 Experimental Evaluation

In this section, we will experimentally evaluate the gain of relational options.
We will compare both with propositional options and a standard relational
reinforcement learning technique. As a base algorithm, we will employ relational
Q-learning where the RRL-TG method is used to approximate the Q-function.
A standard Boltzmann exploration policy is used and every 100 episodes the
average reward obtained by a greedy exploitation policy on 100 test episodes
is used as an evaluation criterium. Note that for goal-based tasks this is the
percentage of episodes in which a reward is received, i.e. the percentage of tasks
that is successfully solved. All results are averaged over 10 runs.

3.3.2.1 Blocks World

As a first environment, we will use the deterministic blocks world with 7 blocks
(Environment 1) where the agent has the possibility to use the relational option
as defined in Example 3.2. We therefore extended the language bias of Exam-
ple 2.8 with the rmode action is clear(+Action,X) that checks if the agent
executed an option to clear block X. The results are shown in Figure 3.4.

First of all, we will compare the learning behavior of a standard RRL-agent
using only primitive actions and an agent that can also use the clear(X) option.
As expected, Figure 3.4 clearly shows an improvement in learning behavior for
the agent that can use this option. With this option the learning problem has
become significantly easier since the agent only has to learn that he needs to
clear the blocks A and B as instantiated in the on(A,B)-goal and then move
block A on top of block B.

We also investigated the benefits of relational or parameterized options over
regular propositional options by supplying the agent with propositional options
to clear a certain block (based on the same option policy). Note that instead of
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Figure 3.4: Results of the clear-option in the blocks world with 7 blocks
(Environment 1)

using a single relational option, this means creating a different option for every
possible block. We therefore also extended the language bias with rmodes that
check if the agent executed an option to clear a certain block, i.e. one additional
rmode for every block in the environment. From Figure 3.4, it can easily be
concluded that propositional options do not offer the same advantage since it
does not allow the opportunity to generalize over different blocks. The main
reason is that these options do not allow to generalize over the blocks specified
in the goal of the task.

Next, Figure 3.5 shows the performance in the bigger blocks world with 8
to 12 blocks (Environment 2). Since the agent can also receive a reward when
following a near-optimal policy in this environment, we also plot the average
number of actions used by the agents during testing. Due to the additional
length of the episodes, the agent with the relational option quickly learns an
optimal policy. It can also be concluded that propositional options now have a
small advantage over the agent without options.

The option policy as defined in Example 3.2 is well suited for the on(A,B)-
task because by only moving blocks to the floor, it is guaranteed that all the
blocks that were clear when the option is initiated are still clear when the
option terminates. Hence, there is no risk that the agent for instance moves a
block onto B’s stack when clearing block A.

One could however also apply options without this guarantee. Consider for
instance a clear(X) option with a stochastic option policy that simply moves
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(a) Average reward (b) Average number of actions

Figure 3.5: Results of the clear-option in the blocks world with 8 to 12 blocks
(Environment 2)
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Figure 3.6: Results of the clear-option with uniform move actions in the
blocks world with 7 blocks (Environment 1)
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the block above X to a random location (using a uniform distribution). Note
that for the on(A,B) task where the agent needs to learn an optimal policy,
this option is not useful since executing this option is never (guaranteed to be)
optimal. Adding this option will moreover cause a decrease in performance since
the agent in addition needs to learn not to execute this option although the
option might sometimes give the appropriate result. The performance of agents
using these options (both relational and propositional) are plotted in Figure 3.6.
The figure clearly shows the decrease in performance when the action space is
extended with options. In this case, there is no significant difference between
the parameterized and propositional options.

If however a near-optimal policy suffices such as in the blocks world with
8 to 12 blocks, the learning agent does gain by using this option. Figure 3.7
shows the performance of learning agents in this environment.

(a) Average reward (b) Average number of actions

Figure 3.7: Results of the clear-option with uniform move actions in the
blocks world with 8 to 12 blocks (Environment 2)

3.3.2.2 Multi-Room Grid World

To illustrate that relational options can also be used in less structural environ-
ments, we will use a multi-room grid world as a second test domain. Since the
use of parameterized options is especially interesting when there is the possi-
bility to generalize over different instantiations of the parameters, we will use
the setup as described by Environment 4.

Environment 4 (Multi-Room Grid World)
The environment consists of a sequence of two-dimensional rooms. The rooms
are connected with doors which the agent can only pass if he possesses a key



58 CHAPTER 3. HIERARCHICAL RRL

of the same color as the door. The primitive actions available to the agent
include four movement actions {north, east, south, west} and a pickup action
that picks up the key that is located at the agent’s location (if applicable). The
agent can execute at most 500 actions per episode and receives a reward of 1 if
he exits the last room and 0 otherwise.

Instead of using a single MDP, the agent has to solve different instantiations
of this environment. More specifically, in a first experiment we sampled 200
instantiations of this environment with the following properties: Each problem
consists of one to five rectangular rooms where the sizes of each room are varied
between three and five (hence ranging from 3×3, 3×4, . . . to 5×5). Each room
contains 1 to 3 keys of possibly (6) different colors where at least one of them
matches the door through which he can leave the room. The state representation
includes the sizes of the different rooms, the locations and colors of the doors,
the location and colors of the keys, the keys the agent possesses, the agent’s
location and the goal location. The language bias consists of tests that can query
the features of the state and action space and relational information between
locations.

To evaluate the performance, we used a relational Q-learning agent fol-
lowing an ε-greedy policy with ε = 0.15. The average performance over all
200 instantiations is measured every 200 episodes (using the same exploration
strategy), i.e., after the learner has performed one episode in every instantia-
tion. The results averaged over 10 different runs are plotted in Figure 3.8. On
the left hand side (Figure 3.8a) the percentage of solved environments is shown
while the plot on the right hand side (Figure 3.8b) shows the average number
of actions needed by the agent.

(a) Average fraction of problems solved (b) Average number of actions

Figure 3.8: Results multi-room grid-world
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To show the benefits of using options, we designed an option for picking up
a key of a certain color that is located in the current room of the agent. The
initiation set of this option is the set of states located in a room that has a
key of that color and a policy for navigating to a location with such a key and
picking it up resulting in a termination of the option.

As in the blocks world, we created two different kind of options: one pa-
rameterized option that takes a color as a parameter and a set of propositional
options: one for each possible color. As can be seen in Figure 3.8, the use of
options significantly improves the behavior of the learning agent. Note that due
to the difficulty of this task, the agent with only primitive actions not always
learns to solve a significant number of environments fast enough resulting in a
high variance on the performance. The performance of the agent however still
improves slowly beyond what is shown in the plot. The plot also shows that
although the use of relational options gains better results, the improvement
over propositional options is minimal (and not significant).

To show the gain of relational options, we repeated this experiment with
a slightly more difficult environment. We again sampled 200 environments but
now according to a distribution with the following properties: Each problem
consists of 2 to 6 rooms where the sizes of a room are now varied between 4 and
8. Each room contains 1 to 6 keys of possibly 8 different colors. Figure 3.9 plots
the results using this distribution and shows the performance gain of relational
options over propositional options.

(a) Average fraction of problems solved (b) Average number of actions

Figure 3.9: Results bigger multi-room grid-world
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3.3.3 Intra-option Relational Q-learning

The previous section illustrated that the performance can be increased when
using relational options. Since the options were used as black boxes, potentially
useful information is however disregarded. Here, we will consider looking inside
the options to generate extra learning experience. More specifically, instead
of creating a single learning example when an option is terminated, we can
consider the intermediate steps to generate more learning experience.

on(6, f loor).
on(3, f loor).
on(2, 3).
on(4, 2).
on(1, f loor).
on(5, 1).
clear(6).
clear(4).
clear(5).

(a) st

move(4, 5).

R(st, at) = 0.2

(b) at

on(6, f loor).
on(3, f loor).
on(2, 3).
on(4, 5).
on(1, f loor).
on(5, 1).
clear(6).
clear(4).
clear(2).

(c) st+1

move(2, f loor).

R(st+1, at+1) = 1.0

(d) at+1

on(6, f loor).
on(3, f loor).
on(2, f loor).
on(4, 5).
on(1, f loor).
on(5, 1).
clear(6).
clear(4).
clear(2).
clear(3).

(e) st+2

Figure 3.10: An example trace where the agent clears block 3.

For example, consider the example trace in Figure 3.10 where the agent
executes the option clear(3) in state st. Using the methods from the previous
section this will result in the single training example:

QO(st, clear(3)) = R(st, at) +R(st+1, at+1) + γ2maxo′∈OQO(st+2, o
′)

We can however also use the intermediate steps as experience that can be used
to generate learning examples that can improve the Q̂-function. In a sense, one
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could consider that this option was also initiated at these intermediate steps.
Moreover, since it is known which primitive actions were chosen by the option
policy, it is possible to update the Q-values of these actions as well resulting in
the following four examples for the trace in Figure 3.10:

QO(st, clear(3)) = R(st, at) +R(st+1, at+1) + γ2maxo′∈OQO(st+2, o
′)

QO(st+1, clear(3)) = R(st+1, at+1) + γmaxo′∈OQO(st+2, o
′)

QO(st,move(4, 5) = R(st, at) + γmaxo′∈OQO(st+1, o
′)

QO(st,move(2, f loor) = R(st+1, at+1) + γmaxo′∈OQO(st+2, o
′)

This intra-option relational Q-learning is similar to the intra-option learning
presented by Sutton et al. [1999]. The most important difference is that there
the experience of an intermediate step at state st is used to update the values for
all options that would execute the selected primitive action in that state st while
we only update the selected option and the primitive actions. This difference
is due to the extra complexity when moving from a table-based representation
to a relational representation, but we plan to extend this in future work.

These extra updates can be especially useful when the agent uses non-
optimal options . We will use the clear(X) option with uniform move actions
as an example. Figure 3.11 shows the results for the blocks world with 7 blocks
and Figure 3.12 for the blocks world with 8 to 12 blocks. While the option with
uniform move actions resulted in a decrease in performance in the blocks world
with 7 blocks (Figure 3.6), we now see a small (but not significant) gain. Due
to the intra-option learning, the experience gathered during the execution of
this option allows the agent to more easily learn to move blocks that are above
either block A or block B. Intra-option learning also improves the results of
the agents with options in the bigger blocks world.

Intra-option learning is also helpful when using an option policy that is
suited for the on(A,B)-tasks. The results for the two blocks worlds with the
option from Example 3.2 are shown in Figure 3.13 and Figure 3.14.

3.4 An Application to Transfer Learning

3.4.1 Introduction

In this section, we will propose a new transfer learning method for reinforcement
learning using the relational options framework2. The basic idea is that the
agent learns to solve a source task, builds a skill for this task represented as an
option and uses this option in the target task. Since we represent these skills

2We discussed transfer learning for RL in Section 2.5.
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Figure 3.11: Results of the clear-option with uniform move actions and
intra-option Q-learning in the blocks world with 7 blocks

as relational options, we need to specify the initiation set, the termination
condition and the policy. To learn a specific option, the most straightforward
approach would be to set the initiation set to true, the termination condition
such that it is satisfied when a certain goal is reached and learn the policy with
a standard relational reinforcement learning algorithm.

We take a slightly more advanced technique, motivated by the following
observations: First of all, we would like to extract different skills from a single
learning experience. Secondly, note that the Q-function contains more infor-
mation than is actually needed for the optimal policy, i.e. it only requires a
mapping from a state to the best action. Since the Q-function in a sense mod-
els the distance to reward, it does not always give the best generalization to
new domains (with e.g. a different number of objects). Moreover, we would like
the policy of the learned skill to be as interpretable as possible. Another disad-
vantage of traditional Q-learning approaches is that when an action needs to be
predicted for a given state, an iteration is needed over all possible state-action
pairs for that state to predict the action that results in the highest Q-value
in case of a greedy policy. Since in complex domains with a lot of objects,
the number of possible actions can be very large, we would like to avoid this
iteration over all possible actions.

Therefore, we propose the following approach: The initiation set and termi-
nation condition can in the simplest case be set as specified above. Since the
learned policy will not always be optimal it could be the case that the option
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(a) Average reward (b) Average number of actions

Figure 3.12: Results of the clear-option with uniform move actions and
intra-option Q-learning in the blocks world with 8 to 12 blocks

(Environment 2)
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Figure 3.13: Results of the optimal clear-option in the blocks world with 7
blocks
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(a) Average reward (b) Average number of actions

Figure 3.14: Results of the optimal clear-option and intra-option Q-learning
in the blocks world with 8 to 12 blocks (Environment 2)

never terminates. To avoid this scenario, the termination condition is changed
so that every non-goal state has a non-zero probability of terminating the op-
tion. A skill policy for a certain task is built as follows where the first three
steps are similar to the P -learning approach [Džeroski et al., 2001]. This learn-
ing method is also similar to the work of Kersting et al. [2007] where general
navigation policies are learned from traces of optimal policies.

1. use an RRL algorithm to learn to solve this task

2. create training examples of state-action pairs labeled as policy-based or
not

3. use the Tilde system [Blockeel and De Raedt, 1998] to learn a relational
decision tree that predicts whether or not the action will be executed by
the policy

4. extract a relational policy

To create the dataset for Tilde, we sample a number of random states from the
environment. For every state, examples are created that contain that state and
a (random) action. If the example contains the action that would be executed by
the learned policy in that state, the example is labeled by the “policy action”
class otherwise it is labeled with “non-policy action”. A sampling approach
is used so that only a subset of all possible examples for the sampled states
is generated. The learned decision tree for this binary classification problem
predicts if, given a certain state and action, the action is the one that would be
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executed by the policy (or the probability if we use probability trees). Based on
the majority class in each of the leaves, we can do some bottom-up post-pruning
if both the ’yes’ and ’no’ branch predict the same majority class. Figure 3.15
shows an example of such a post-pruned policy tree for the clear(X) skill.

s(S),goal_clear(X),action(move(A,B))

clear(S,A)?

clear(S,B)?

yes

non_policy

no

non_policy

no

above(S,A,X)?

yes

policy

yes

non_policy

no

Figure 3.15: Policy tree for clear(X) that expresses that an action is a “policy
action” if both arguments of the move action are clear and the

agent moves a block above the one that needs to be cleared.

To avoid the action iteration, we extract from this tree only those rules that
predict the ’policy action’ class. These rules give the constraints on the action
to be part of this policy. If we do this for the tree in Figure 3.15, we only obtain
the following rule:

s(S), goal clear(X), action(move(A,B)), clear(S,A),
clear(S,B), above(S,A,X)→ policy

We can now transform each rule to the form used by the simple policy language
from Section 2.4.4 to create a policy. The order of the rules is not important
since the decision tree partitions the state-action space. For computational
reasons it could be interesting to first consider rules with the least negations
in them. A default rule is also added that predicts a random action in case
none of the other rules apply. For the policy tree in Figure 3.15, this gives the
following relational policy:{
s(S), goal clear(X), clear(S,A), clear(S,B), above(S,A,X)→ move(A,B)
s(S), goal clear(X), random block(X), random block(Y )→ move(A,B)
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3.4.2 Empirical Evaluation

3.4.2.1 Blocks World

We first investigate the difficulty of learning such a clear(X) skill. To learn this
skill, we set up a blocks world environment with the clear(X)-goal in which
the number of blocks is varied between 5 and 10. The Q-function learned by
the agent after 100 episodes is taken to create training examples. This dataset
is created using states from 50 new episodes3. The policy trees learned in the
5 different runs all looked similar to the one shown in Figure 3.15. They only
differed in the order of the tests and the distributions in the leaves. Note that
by only looking at the majority class, noise in the Q-function can be filtered
out. As a result the learned policy tree is optimal, while the policy based on the
Q-function was not. Of course, by only looking at the majority class, it could
also happen that important information is filtered out. As a result, we obtain
the same option policy as the one with the uniform move actions discussed in
the previous section.

Since in general we do not know whether the learned skill is optimal, we
set the termination condition so that it terminates for states in which clear(X)
holds and with a probability of 0.05 otherwise. We consider the blocks world
with 8 to 12 blocks (Environment 2). Figure 3.16 shows the learning behavior
of a learning agent using primitive actions and this learned option using intra-
option learning. Since an optimal policy is learned for this clear(X) skill, the
learning behavior is similar to the one with the user-defined clear(X) skill and
significantly better than the learning behavior of the agent with only primitive
actions. Although the option terminates with a probability of 0.2 in every state,
the performance is the same as for the user-defined option.

3.4.2.2 Multi-Room Grid World

In a second experiment, we used the multi-room grid world (Environment 4).
Besides the option for picking up a key of a certain color, we learn an option
for navigating to the door in the current room. Hence, the agent can transfer
knowledge through two different skills. The first skill is the pickup key(Color)
skill which finds a key of color Color in the current room and picks it up. The
second skill is the find door skill which navigates the agent to the exit door
in the current room. To learn the policies for these skills the agent is allowed
200 exploration episodes. The dataset is created using states from 100 different
episodes.

To evaluate the performance of the different agents, we created 5 different
sets, each containing 200 problem instantiations that were drawn randomly

3Instead of using episodes, it is also possible to create the dataset using random states,
i.e. episodes of length one.
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(a) Average reward (b) Average number of actions

Figure 3.16: Results of skill transfer in the blocks world domain

from the above distribution. For each of these sets the option policies were
learned and we performed 5 different runs testing after every 200 exploration
episodes the performance of a greedy policy on the entire set. The averages
over these 25 runs are shown in Figure 3.17.
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Figure 3.17: Results of skill transfer in the multi-room grid world domain

A first thing to note is that when the learning agent has extra skills to his
disposal he can solve more problems using just random exploration. One can
also see that an agent that learned the find door option solves about the same
number of problems as the standard RRL agent but he needs less actions on
average. The agent with the pickup key/1 option solves more problems with less
actions. If we draw problem instantiations from a distribution where finding
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the door is the bottleneck, only using the find door option performs better
than just using the pickup key/1 option. An agent that has learned both skills
always gives the best results.

3.4.2.3 Tic-Tac-Toe

To illustrate that transferring skills can also be helpful when the learned skill is
not a subgoal of the target task, we will present an experiment using tic-tac-toe,
an application from the general game playing challenge (Environment 5).

Environment 5 (Tic-Tac-Toe)
The goal of the agent is to draw in the game Tic-Tac-Toe (such as depicted
in Example 2.3) against a perfect player that is optimized to win against a
random player and that is allowed to start the game. Note that the goal is to
draw, since the game results in a draw when both players play optimally. The
game is very asymmetric and although it is relatively easy to learn to draw
against an optimal player when one is allowed to start the game, it becomes
really hard to do this when the opposing player is allowed to act first. In fact,
if a player following a random policy plays against a player that optimizes his
game strategy against a random player; the probability of playing a draw is only
0.52% when the optimal player is allowed to move first4.

The language used by Tg includes both non-game-specific knowledge (e.g.
search related features also used by [Banerjee and Stone, 2007]) and game-
specific features that can be automatically extracted from the specification of
the game in the general game description language [Love et al., 2006] as used
in the general game playing challenge. These game specific features include the
predicates used to describe the state of the game, but can also include higher
level predicates when they are used by the designer of the GDL-file to facilitate
writing the specifications of the game. For the construction of the language bias
for a specific game, no human intervention is needed. To learn the Q-function
the agent can compute the afterstate (i.e. performing 1-ply lookahead) and test
the properties of that state: check if a certain mark is in a certain square, and
check if someone has made a line. The learner can furthermore check if there
is a possible or forced win when performing 2-ply lookahead (i.e. checking the
state after both players make an action).

This sparsity of the reward makes it very hard to build a good policy start-
ing from scratch against an optimal player. We therefore devised an experiment

4Against a random player, it is best to start with a first move in a corner of the board. If
the random player does not respond by playing in the center square, a guaranteed win (fork)
can be reached by playing in the opposite corner. ( 1

8
of making the right move). After this,

one can make two forced moves for the random player, resulting in 1
6

and 1
4

probabilities
of the random player making the correct move. This results in a total draw probability of
1
8
. 1
6
. 1
4
' 0.52%.
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which allowed the agent to first learn how to draw against a player that per-
forms 1-step-look-ahead and transfer this knowledge as a skill to the experiment
against the optimal player. Note that the first is not a subtask of the latter.
The 1-step-look-ahead player will play winning moves if they exist and counter
winning moves of the opponent. However, in states where neither exist, it will
play randomly and therefore will not be immune to the generation of forks.

The skill is built in a similar way as in the blocks world experiment. To
learn the option policy the agent plays 250 games against the 1-step-look-ahead
player, states from 1000 random games are used to create the dataset.
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Figure 3.18: Results of skill transfer in the Tic-Tac-Toe domain

Figure 3.18 shows the improvement in learning behavior against the optimal
player.

3.5 Online Learning of Relational Options

In the previous sections, we have shown possible benefits of using relational op-
tions. A requirement however is that extra background knowledge is provided.
In Section 3.3, relational options had to be provided by a human-expert. The
application to transfer learning in Section 3.4 requires less domain knowledge
but the user still needs to determine which skills need to be learned and provide
the extra environments in which these skills can be learned. In this section, we
will investigate how to overcome these requirements.

Note that the problem of determining which skills to learn is related to the
problem of automatically discovering task decompositions for hierarchical rein-
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forcement learning methods. Although some methods have been proposed the
last couple of years, this remains to be a difficult problem and most algorithms
focus on discovering bottleneck states where the typical example is a hallway
connecting two rooms in a multi-room grid world. Examples include frequency
based methods that are based on the assumption that bottleneck states are
states that occur more often in successful traces between different start and
goal states such as e.g. [Stolle and Precup, 2002], [McGovern and Barto, 2001]
and [Kretchmar et al., 2003]. One of the problems of these methods is that they
require a table-based representation because they rely on frequency counts of
states and the possibility to enumerate all states. Since none of these methods
can be combined with function approximation, it will be hard to scale these
methods to more complex problems. There are also some model-based discovery
techniques that first learn the transition function and then detect bottleneck
states from this. Examples are the Q-cut [Menache et al., 2002] and the L-cut
algorithm [Şimşek et al., 2005] that take a graph-theoretic approach by finding
a cut that separates the transition-graph as much as possible and then con-
sider states within this cut as bottleneck states. Although some progress has
been made, the experimental evaluation of the state-of-the-art algorithms is
still limited to simple grid worlds. Another problem with these approaches is
that once bottleneck states are discovered, they still need to learn the option
offline.

When using relational representations, we can partially circumvent this dif-
ficult problem since it might be possible to learn a relational option for every
predicate in the state representation. Consider for instance the blocks world
where a state is typically represented by clear/1 and on/2-facts (as previously
discussed in Section 2.4.2) and the agent could learn one relational option for
clear(X) and another one to realize on(X,Y ). To overcome the requirement
that an additional environment must be provided to learn a certain skill, we
will present a learning method capable of learning skills online while acting in
the target task.

Since we associate one option for every predicate in the state representation,
the goal of each option is to make the instantiated atom true. The initiation
set can therefore simply be specified as the set of all states in which this atom
is not true and the termination condition evaluates to one if the atom is true
and to a specified probability otherwise. The algorithm for learning the option
policy is based on the random walk bootstrapping by Fern et al. [Fern et al.,
2006; Fern et al., 2004]. The idea of random walk bootstrapping for goal-based
planning domains is to generate random walks (of a certain length) beginning
in the starting state of the problem and then consider the resulting state as
the goal-state. This way, they are guaranteed to obtain successful traces which
can be used for learning. We refer to [Fern et al., 2006; Fern et al., 2004] for
details.
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The learning experience for the option policy is generated in a similar way
based on the experience of the agent. At the end of every episode, the sequence
of state-action pairs is used to generate learning examples for the option policy
by creating an artificial goal that is true in the end state. We will consider the
blocks world with the on(A,B)-goal as an example. So the goal for the agent
is to learn a relational option for clear(X) based on the experience he gath-
ers when trying to solve the on(A,B)-task. To generate the examples for the
clear(X)-goal, we check which block has become clear during the last transition
and consider clearing this block as the goal for that episode. This way, we can
assign an artificial reward to this last transition and apply standard relational
Q-learning (Algorithm 2.5) to learn the policy. Since this artificial goal could
also be realized earlier in the episode, we start generating learning examples
backwards from the end state and stop if we encounter a state for which the
artificial goal is true.

To allow for better generalization, we use the P -learning approach on top of
the relational Q-learner in the following experiments. Since the online learned
option policy will not be very good in the beginning of learning, it terminates
in every state with a probability of 0.33.
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Figure 3.19: Results of online option learning in the blocks world with 7
blocks

Figure 3.19 shows the performance of a RRL-agent using this algorithm to
learn a clear(X) option in the blocks world with 7 blocks (Environment 1).
The performance is slightly worse than the agent without options as was to be
expected. Figure 3.20 shows the results in the blocks world with 8 to 12 blocks
where an option with uniform move actions can lead to a performance increase.
The plot shows that the online learned option does not perform as good as the
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offline learned option, but there is an increase in performance when compared
to the agent without options.

(a) Average reward (b) Average number of actions

Figure 3.20: Results of online option learning in the blocks world with 8 to 12
blocks (Environment 2)

3.6 Conclusions and Future Work

3.6.1 Conclusions

In this chapter we presented the relational options framework as our first model-
assisted approach for relational reinforcement learning. We have experimentally
evaluated the performance of relational options and propositional options. We
have furthermore shown that relational options can be used to equip an RL-
agent with skills based on knowledge learned in previous tasks. One of the
main difficulties in a lot of traditional transfer learning approaches is that in
order to transfer knowledge one needs to provide a mapping from the source
domain to the target domain. This problem is already partially overcome by
using a relational representation since this allows to abstract over specific object
identities and even the number of objects involved.

The main conclusion is that the framework of relational options is an in-
teresting extension of standard relational reinforcement learning algorithms. It
moreover provides a basis for modular knowledge that can be shared between
different tasks. We have also shown that the use of relational representations
and options might provide a solution to the difficult problem of automatically
discovering subgoals for hierarchical reinforcement learning.
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3.6.2 Future Work

We have shown that the relational options framework is suited for leveraging
knowledge to different tasks but there are still several possibilities for further
work. So far, the learning examples for the Tilde algorithm are created based
on random states while it might be useful to investigate different sampling
techniques or different schema to create learning examples. One possibility
would be to only include examples of state-action pairs for which the Q-value
is significantly better or worse than other state-action pairs for the same state
(similar to the approach taken in [Torrey et al., 2006]).

Another direction would be to extract more than one skill from a learned
source task. One possibility is to repeat the above procedure with different
language bias settings, e.g. to obtain a different level of generalization. For
instance the approach of [Konidaris and Barto, 2007] can be modeled with our
approach by using appropriate language bias settings for both “problem-space”
and “agent-space” skills. Another approach would be to specialize the initiation
set of an option. For instance if the top test of the policy tree is not selective on
the arguments of the action, the policy will be different for the two partitions
of the state space.

So far, we have chosen a simple initiation set and termination condition in
both the transfer learning approach as the online learning method. In future
work, we will investigate different possibilities to refine the termination con-
dition of the learned options while learning in the new task. For the transfer
learning approach, this will be especially helpful in settings where the skill does
not try to solve a subtask because the policy may only be useful in parts of the
state space of the new task. Another possible direction is to refine the policy
of a transferred skill using the online learning method.
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Chapter 4

Model-Based Relational
Reinforcement Learning

In this chapter, we will consider the upgrade of model-based reinforcement
learning to the relational case. Model-based reinforcement learning was dis-
cussed in Section 2.2.1. The main property of these approaches is that they
operate by learning a model of the world, i.e. a model that predicts the effects
of actions along with the expected rewards.

4.1 Introduction

Several studies have shown that learning a model of the world is often beneficial
for the agent. Once a model has been learned, it can be used in several different
ways. First, it can help to speed up the learning process by generating more
training examples through simulation of actions in states, as happens in the
Dyna architecture [Sutton, 1991]. Second, it allows the agent to reason about
actions in a way similar to planning [Tesauro, 1995], which may allow it to
achieve better rewards in exploitation mode and to make better estimates of
Q-values in exploration mode by using lookahead (the TD-leaf method [Baxter
et al., 1998] is an example of the latter). Note that the two possibilities are
complementary and can be combined.

Upgrading these approaches to the relational case is however a non-trivial
task as the use of a more expressive relational language inevitably implies
that the model of the world is more complex and harder to learn and apply.
For instance, with the Dyna strategy, it is fairly easy to learn a model by
keeping a probability distribution on states. In the relational case however,
a probability distribution on the large space of relational states is necessary,
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which is a lot harder, as shown in the field of statistical relational learning
[Getoor and Taskar, 2007]1.

Moreover, when applying reinforcement learning in more complex environ-
ments, learning a perfect model will often not be possible.Therefore, only prob-
abilistic methods capable of taking uncertainty into account can be used to
exploit the collected knowledge.

In this chapter, we will study whether trying to learn a full model of the
world is still beneficial in complex worlds where it might not be possible to learn
a perfect model. We present marlie (Model-Assisted Reinforcement Learning
in Expressive languages) the first system to learn a relational transition and
reward function on-line.

4.1.1 Contributions and Bibliographical Note

The main contributions of this chapter are threefold. (1) We propose a represen-
tation for the transition function that facilitates its efficient and incremental
learning. (2) We propose a learning and exploitation method. In contrast to
earlier approaches learning relational models off-line (e.g. [Pasula et al., 2007;
Zettlemoyer et al., 2005]), the partial model is exploited immediately (avoiding
as much as possible an initial period where the agent gains poor rewards trying
to learn a good model) and in contrast to work such as [Kersting et al., 2004]
this model does not need to be complete. Also note that we are considering the
full RL problem in that our technique does not require resets or a simulator as
e.g. in [Fern et al., 2006]. (3) We experimentally evaluate the benefits of our
approach.

Parts of the work in this chapter have been published before [Croonenborghs
et al., 2007c].

4.1.2 Structure of this Chapter

This chapter is structured as follows. First, Section 4.2 details how we represent
and learn the world model. We will moreover evaluate the performance of the
learned transition function. Next, we provide two different algorithms to exploit
the learned world model in Section 4.3. An empirical evaluation can be found
in Section 4.4. Before concluding this chapter, we will discuss related work in
Section 4.5.

4.2 Online Learning of a World Model

In this section we present a method that is capable of learning a model of the
world online. More specifically, the task is defined as follows: Given the state

1This field is also called probabilistic inductive logic programming.



4.2. ONLINE LEARNING OF A WORLD MODEL 77

predicates PS , the action predicates PA and the constants C of the Relational
MDP (see Definition 2.8), incrementally learn the transition function T and
reward function R based on the experience collected by the learning agent. We
will model these functions as follows: the probability distribution T ′(s′|s, a)
expresses the probability of a resulting state, given the current state and the
executed action and the (relational) regression function R′(s, a) expresses the
expected reward when executing action a in state s.

4.2.1 Representation of the World Model

4.2.1.1 Representation of the Transition Function

We will use a Dynamic Bayesian network (DBN) [Dean and Kanazawa, 1989]
to model the transition function. DBNs are one of the most popular proba-
bilistic frameworks to model temporal processes. They are directed graphical
models that generalize hidden Markov models (HMMs) and linear dynamical
systems (LDSs) by representing the hidden (and observed) state in terms of
state variables, which can have complex interdependencies.

A DBN representation of the transition function is obtained by using a bi-
nary random variable (RV) for every possible ground state atom at each time
point t. Remember that when using relational interpretations as a representa-
tion language, states are represented by a set of ground state atoms. The action
taken at time point t is represented by a random variable at (one for every t)
that ranges over all atoms from the action space A that represent valid actions.

The action taken depends on the current knowledge of the agent and the
current state. Its conditional probability distribution (CPD) is not explicitly
modeled as the chosen action is the result of the agent’s reasoning process. The
current state in turn depends on the previous state and the action taken in that
state. This specifies a layered network structure which is a partial ordering over
the random variables. There can still be dependencies between variables of the
same state. We assume an expert provides an order on the random variables
describing states such that a random variable only depends on those preceding
it in this order. Hence we avoid the problem of learning the full structure of
the network, a problem that would be especially hard in the case of online
learning because a revision of the structure would interfere with the learning
of the conditional probability tables2.

Since the number of possible ground state atoms and hence the number of
random variables can be very large, we do not want to represent this DBN and
its CPDs explicitly3. We will use relational probability trees [Neville et al., 2003;

2In Chapter 7 we will present a learning method that is capable of learning the full
structure of the network. Since this is however a difficult problem, we will study this without
the added difficulty of online learning.

3Note moreover that the number of ground state atoms can vary from transition to tran-
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Fierens et al., 2005c] to represent the CPDs of the state RVs compactly. In our
setting, the main idea is to have a single relational probability tree for every
predicate symbol p ∈ PS . This tree is used to model the conditional probabil-
ity distribution T ′p/pa

(x|s, a) that gives for every ground atom x with predicate
symbol p and arity pa the probability that it will be true in the next state given
the current state s and action a. This allows for maximal generalizations by
using the same tree for all atoms of the same predicate symbol, but avoids the
problems arising when generalizing over predicates with a different number of
arguments with different types and different semantics. Note that the learned
relational probability tree does not necessarily use all preceding random vari-
ables of the network as splits in internal nodes. As an example, Figure 4.1 shows
a probability tree CPD for clear/1 in a deterministic blocks world. This prob-
ability tree specifies the CPD for any RV of the predicate clear independent of
the number of blocks in the environment, i.e. it predicts the probability that
block A will be clear when the action move(X,Y ) is executed in state State.
The first node in the tree checks if block A was already clear (essentially the
frame assumption). If this is the case, it can only become not clear when some
other block is moved on top of it. If the block was not clear in the original
state, it can only become clear in the resulting state if the block directly on
top of it got moved to another block.

State, move(X, Y ), clear(A)

clear(State, A)?

A == Y ?

clear(State, X)?

0.0

yes

1.0

no

yes

1.0

no

yes

on(State, X, A)?

clear(State, Y )?

clear(State, X)?

1.0

yes

0.0

no

0.0

no

yesyes

0.0

no

no

Figure 4.1: The probability tree T ′clear/1 expressing the probability that a
clear/1-atom is true given the current state and action.

sition.
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4.2.1.2 Representation of the Reward Function

The reward function could be modeled in a similar way using a real-valued
random variable rt to represent the reward at time t. Instead we opted to use
a standard relational regression function R′(s, a) that predicts the expected
reward when executing action a in state s.

4.2.2 Learning the Model

4.2.2.1 Learning the Transition Function

All the uninstantiated parts of the transition function are CPD’s represented by
relational probability trees. Therefore, learning the model reduces to the online
learning of a set of decision trees. In our implementation, we use the incremental
relational tree learning algorithm TG [Driessens et al., 2001] where Laplace-
estimates [Cestnik, 1990] are used to predict the probabilities. Note that if
a prior would be provided this could be used as well, but since this is not
always available we opted to simply use the Laplace-estimate in the following
experiments (and hence assume a prior of 0.5).

The learning examples for these models can easily be created from the
agents experience: For every transition, the agent can create learning examples
that contain the current state, the executed action and a ground state atom
labelled with the truth value of that ground state atom in the resulting state.
The number of possible facts in the next state may be very large, one could
therefore use a sampling strategy by generating only a subset of all possible
examples (using random sampling).

One part of the language bias for these trees consists of predicates that query
the state and action, similar to the language bias used to learn a Q-function
for standard relational Q-learning (such as the language bias in Example 2.8).
Another part of the language bias consists of tests that check the truth value
of RVs that appear earlier in the ordering. Since we do not directly want to
reference ground state atoms in the probability trees, we add to the language
bias predicates that test if the truth value of a certain RV is known, predicates
that test if the truth value is known and true and predicates that test if the truth
value is known and false. An example of a learned probability tree containing
these predicates will be given in the next section.

4.2.2.2 Learning the Reward Function

To learn the reward function any relational regression technique can be used,
but we again opted for the TG-algorithm. For every transition, a learning
example is generated that contains the original state and the executed action
with as target the received reward for executing that action in the given state.
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4.2.3 Empirical Evaluation of the Transition Function

Before discussing different approaches that exploit the learned models, we want
to evaluate whether our incremental relational decision tree learner is able
to learn a transition function. To evaluate the performance of the transition
function we will use the likelihood of the predicted next states.

4.2.3.1 Blocks World

As a first environment, we will use the stochastic blocks world with 6 to 8
blocks (Environment 3) where the agent follows a random policy. We will also
use a deterministic version of this blocks world for comparison. When using
relational representations for the blocks world, states are usually represented
by a set of on/2 and clear/1 facts. The clear/1 facts are not strictly necessary
to completely describe a blocks world state and including them means learning
an additional probability tree. Since it is however often beneficial to query a
certain state for blocks that are clear, we wil include these clear/1 facts in the
representation.

In the previous section we stated that we assume that an ordering on the
random variables describing states is provided such that a random variable
only depends on those preceding it in this order. Since it is often hard to spec-
ify such an ordering, we will compare the performance of a model using the
lexicographical ordering and a model where independence is assumed between
random variables in the same state to eliminate the influence of a specific order-
ing. In the following plots, the performance of the transition function assuming
independence between RVs in the resulting state is indicated by “standard” and
the model using the (lexicographical) ordering is indicated by “full model”. As
a baseline we will also compare with the likelihood of a model giving the prior
distribution for every random variable (i.e. a model in which there are no de-
pendencies between the RVs).

Figure 4.2 shows the negative log-likehoods of the predicted states averaged
over 100 transitions and 10 runs for the deterministic blocks worlds where the
agent has information about the possible legal move-actions, i.e. he knows the
function A(s) which specifies the possible action set for the (current) state s
and hence the transition function only needs to predict the resulting states for
legal actions. The lines indicated with “(only on-atoms)” in Figure 4.2 denote
the performance when only on/2-facts are used to represent, for the others both
on/2- and clear/1-facts are used. Note that smaller is better.

One can easily see that an optimal transition function is learned rather
quickly. Since Laplace-estimates are used, the likelihoods of the predicted states
by the model including the clear-facts are slightly smaller (and hence the neg-
ative log-likelihoods larger) since more atoms are taken into account. It is also
clear that taking dependencies between RVs of the same state into account does
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A(s)

Figure 4.2: The Negative Log-Likelihoods of the learned transition function in
the deterministic blocks world with A(s) given. Note that the

X-axis denotes the number of transitions.

not yield a better performance what was expected since the use of determinis-
tic actions allow perfect predictions based on the previous state and executed
action only.

The results for the stochastic blocks world are plotted in Figure 4.3. As in
the deterministic version, the model without the “clear”’-facts results in larger
likelihoods. Allowing dependencies between RVs of the same state based on the
lexicographical ordering does however improve the performance slightly.

We will explain the difference in performance by discussing the learned
probability trees for the on predicate in both settings. Figure 4.4 shows (a part
of) the learned probability tree T ′on/2 assuming independence between variables
in the same state: It predicts the probability that an atom on(A1, A2) will be
true in the state that results when executing action move(X,Y ) in state S.
The first node checks if block A1 is already on top of block A24 in state S.
If this is the case, it checks if the agent tries to move block A1. If this is the
case, the probability of on(A1, A2) being true is 0.19. This probability arises
from the fact that this action succeeds in 80% of the cases and in the other
20% no action is executed (and therefore on(A1, A2) will be true) or a random
action is executed. The latter is the reason that the predicted probability is
slightly less than 0.20 since it could be that the random action moves block

4Note that this block can also be the floor.
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Figure 4.3: The Negative Log-Likelihoods of the learned transition function in
the stochastic blocks world with A(s) given.

A1. If on(S,A1, A2) holds but the agent does not move block A1, the atom
on(A1, A2) will mostly be true in the next state except when block A1 is moved
by the random effect of actions. Note that the agent has no possibility to know
which effect an action had and has to decide this for every atom in isolation
which possibly leads to inconsistent states.

Consider on the other hand Figure 4.5 which shows the tree T ′on/2 learned
by the full model. Since this model can have dependencies between RVs of
the same state, it can distinguish between the different effect of the actions. If
it is for instance the case that on(A1, A2) holds in the current state and the
agent tries to move block A1 it can check if block A2 is clear in the resulting
state. Note that since a lexicographical ordering is used, any on-RV can always
depend on any clear-RV since all clear-atoms come first in the ordering. If it
is known that block A2 is not clear (and hence the action was not successfully
executed) it can be determined that on(A1, A2) will be true in the next state.
If the test clear(NS, false,A2) however fails, this means that either block A2
is clear in the next state (and on(A1, A2) will be false) or A2 is the floor. The
test on(NS, false,X, Y ) is used to distinguish between the two although this
is not the optimal test.

When the agent can also select illegal actions (which have no effect), i.e.,
A(s) = 1 : s ∈ S, the transition function also needs to learn the pre-conditions
for the actions. Figure 4.6 shows the result for this environment. One can see
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Figure 4.4: (A part of the) learned probability tree T ′on/2 without
dependencies between RVs of the same state for the stochastic

blocks world.
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that especially for the deterministic blocks world this is an added difficulty
while for the stochastic blocks world the performance is more or less the same.

A(s)

A(s)
A(s)

Figure 4.6: The Negative Log-Likelihoods of the learned transition function in
the blocks world without A(s) given

Although the full model is able to make a better distinction between the
different possible outcomes of the stochastic actions, the difference in log-
likelihoods is rather small. The gain however increases when the stochastic
effects are bigger. Figure 4.7 shows the result of a stochastic blocks world
where the outcome of a move action has the expected result with a probability
of 50%, has no effect with a probability of 20% and has a random effect with a
probability of 30%. The plot clearly shows a bigger difference between the two
models for this environment.

4.2.3.2 Logistics

The second domain is a logistics domain.

Environment 6 (Logistics Domain)
The logistics domain containing boxes, trucks and cities. More specifically, the
domain consists of two boxes, three cities and three trucks. The goal is to trans-
port certain boxes to certain cities5. The possible actions in this domain are
load box on truck/2, which loads the specified box on the specified truck if they

5Specific instantiations vary from episode to episode.
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A(s)

Figure 4.7: The Negative Log-Likelihoods of the learned transition function
for the stochastic blocks world with larger stochastic effects

are both in the same city, the unload box on truck/2 which takes the box of the
truck and moves it in the depot of the city where the truck is located. The third
possible action is the move/2-action, which moves the truck to the specified
city. The state space PS consists of the following predicates: box on truck/2,
box in city/2 and truck in city/2. These predicates also make up the language
bias used in these experiments, i.e., the tree learning algorithm can test if a
certain box is on a certain truck etc. It can also test variables for specific in-
stantiations.

The actions are stochastic. The load and unload actions fail with a probabil-
ity of 15% meaning that the action has no effect. The probability of a successful
move action depends on which truck drives from which city to which other city.
Each truck has a probability of 90% for a successful move-action between two
cities, a probability of 10% between two other cities and cannot drive directly
between the third tuple of cities. During exploration the maximal number of
actions is 150 and during testing episodes are ended after maximal 20 actions.

Figure 4.8 shows the negative log-likelihoods for this domain as well as
for a deterministic version of this domain. Note that the possibility to use
dependencies between RVs of the same state does not result in a significant
improvement in performance which is probably due to the small stochastic
effects. We moreover included the performance of a model where a sampling
rate is used to create the examples: instead of generating one example for every
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possible ground state atom in every transition, an example is only created with
a probability of 10%. As expected, the learning rate is therefore a bit slower.
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Figure 4.8: The Negative Log-Likelihoods of the learned transition function in
the logistics domain. Note that the variances are omitted for

clarity but there was no significant improvement for the full model.

4.3 Online Exploitation of the World Model

4.3.1 Introduction

If a (partially correct) transition function T ′(s′|s, a) is available, it becomes
possible to predict the probability distribution over the possible next states,
i.e., the afterstates. At the moment, a sampling approach is used to predict
a possible next state by iterating over all possible ground state atoms and
deciding for each atom individually if it is part of the afterstate, depending on
the predicted conditional probability.

In this section, we will propose two different methods that use the learned
world model to predict the next states and accelerate learning. In the first
method the models are used to generate more training examples for the Q-
learner such that a goodQ-function is learned more easily. In the second method
a (simple) planning approach is used to make more informed decisions when
choosing which action to execute.
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4.3.2 Relational Dyna

A first method to exploit the learned models is by using a Dyna-like archi-
tecture. In this architecture, we simply use the learned transition and reward
function to generate imaginary experience and feed this to the Q-learner. In
our approach, we generate one simulated trace at the end of every episode by
taking a random state from that episode as a starting state and executing ran-
dom actions. The number of actions executed during this simulated episode is
a parameter of the algorithm.

Since relational reinforcement learning is often applied in goal-based tasks
where the agent only receives a reward when reaching some abstract goal state,
we assume in our initial approach that the agent is given a function that indi-
cates if a state is an absorbing state. Using this function allows the agent to
avoid the problem of receiving multiple rewards during simulated episodes. In
future work, we will investigate the added difficulty of learning such a function
online.

4.3.3 A Simple Planning Approach

In this section, we will propose the use of a simple planning approach to exploit
the learned world model. We investigate the use of Q-learning with lookahead
trees to give the agent more informed Q-values by looking some steps into
the future when selecting an action. These lookahead trees are similar to the
sparse lookahead trees used in [Kearns et al., 2002] to obtain near-optimal
policies for large MDPs. This is also similar to [Baxter et al., 1998] where a
minimax algorithm (instead of a lookahead search) is used in combination with
Q-learning in the context of game playing.

Since the transition function can be stochastic or there may be uncertainty
on the effect of a particular action (due to incomplete learning), an action needs
to be sampled several times to obtain a more accurate value. This sampling
width SW is a parameter of the algorithm. Starting from the current state in
the root node, we generate for every possible action, SW (directed) edges using
the action as a label for that edge. The node at the tail of this edge represents
the state obtained from executing that action in the head node. This can be
continued until the tree reaches a certain depth. The Q-values of the deepest
level can be estimated by the learned Q-function. By back-propagating these
values to the top level, a policy can be constructed using these top level Q-
values as in regular Q-learning. When back-propagating, the Q-values for the
different samples of a certain action in a certain state are averaged and the
Q-value of a higher level is determined using the Bellman equation (Eq. 2.2).
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4.4 Empirical Evaluation

4.4.1 Experimental Setup

In all the following experiments, the RRL-TG system is used to estimate the Q-
values. Since the transition function for these domains are still learned rather
easily, a sampling width (SW) of two is used. A standard Boltzmann-policy
based on the learned Q-function and different levels of lookahead is used as
the exploration policy. To eliminate the influence of a specific ordering on the
random variables, independence is assumed between random variables in the
same state. The figures show the average over a 10-fold run where each test run
consists of 100 episodes and the average reward over this 100 episodes following
a greedy policy, i.e., the percentage of episodes in which a reward is received,
is used as a convergence measure.

4.4.2 Blocks World

We will first evaluate the performance in a blocks world with 7 blocks (Envi-
ronment 1). Figure 4.9 shows the results for the standard RRL-algorithm, the
dyna approach and the lookahead approach. For the dyna approach, the agent
only started to create artificial learning examples after 100 episodes (to avoid
the creation of learning examples based on a very bad transition function which
would only add additional noise in the Q-function being learned) when one ar-
tificial episode based on 25 random (legal) actions is generated after every real
episode.
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ew

ar
d

Number of Episodes

Environment 1

standard RRL
1-step lookahead
2-step lookahead
3-step lookahead
relational dyna

Figure 4.9: Blocks world with 7 blocks (Environment 1)
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From these results, it is clear that both lookahead and the creation of extra
training examples improve performance. The planning approach however yields
a bigger gain. The Dyna approach helps especially in the beginning of learning
where extra training examples are most valuable. As expected, increasing the
depth of lookahead improves the learning rate further. When using 3-steps
lookahead, the agent can plan until the goal state (for which the learned reward
function predicts a reward of 1.0) and hence performs nearly-optimal after 100
episodes.

Next, we will evaluate the performance in the stochastic blocks world (En-
vironment 3). The results are shown in Figure 4.10. Here, we also evaluated
the combination of the relational dyna approach and using lookahead which
results in the advantages of both approaches as was to be expected.

A
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ge

R
ew

ar
d

Number of Episodes

Environment 3 with A(s) = 1 : s ∈ S

standard RRL
1-step lookahead
2-step lookahead
1-step lookahead + dyna
relational dyna

Figure 4.10: Stochastic blocks world (Environment 3)

4.4.3 Logistics

The second domain is the logistics domain from Environment 6.
Figure 4.11 shows the results of these experiments. The conclusions are

similar compared to the results of the blocks world experiments.

4.5 Related Work

An important part of related work are the indirect or model-based approaches
in the propositional setting. Most of these fit the Dyna architecture [Sutton,
1991] as mentioned in the introduction. There the agent learns a model of the
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Figure 4.11: Stochastic logistics domain

world and uses these approximations of the transition and reward function to
perform hypothetical actions to generate extra updates for the Q- or value
function. Algorithms such as prioritized sweeping [Moore and Atkeson, 1993]
(and extensions of these) focus the hypothetical actions on interesting parts of
the state space.

Related to our approach is the work of Degris et al. [Degris et al., 2006].
They developed a version of Dyna based on a factored representation of the
MDP. They also use approximations in the form of dynamic Bayes network
and learn the CPDs with (propositional) decision trees. Their system, SPITI,
included online learning and planning based on an incremental version of struc-
tured value iteration [Boutilier et al., 2000].

Learning a model of the environment becomes a non-trivial task in the rela-
tional setting. One method that focuses specifically on learning transition func-
tions with relational structure is [Pasula et al., 2007; Zettlemoyer et al., 2005].
They present a method for learning probabilistic relational rules when given
a dataset about state transitions that are applicable in large noisy stochastic
worlds. The main difference with (the learning part of) our approach is that
this method is not directly applicable to Reinforcement Learning, since it does
not work incrementally and it is limited to domains where actions only have a
small number of effects.

The emerging field of Statistical Relational Learning has seen a lot of work
on relational upgrades of Bayesian networks. We will discuss some of these in
Chapter 7.

Combining search and RL has shown to be successful in the past, for in-
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stance in the context of game playing [Baxter et al., 1998]. In [Davies et al.,
1998], online search is used with a (very) approximate value function to im-
prove performance in continuous-state domains. Our approach can be seen as
an instance of the Learning Local Search (LLS) algorithm described there.

Many new RRL algorithms have been proposed lately, but to our knowl-
edge this is the first model-based RRL approach. The most related is [Sanner,
2005], where a ground relational naive Bayes Net is learned as an estimation
of the Value function. The major difference however is that this work does
not consider the aspects of time since they consider game playing and hence
restrict themselves to undiscounted, finite-horizon domains that only have a
single terminal reward for failure or success.

4.6 Conclusions and Future Work

In this chapter we presented the first reinforcement learning system learning
and exploiting a relational model of the world on-line. We argued that this
system has several advantages when compared to earlier work. Compared to
earlier on-line learning approaches, our approach is fully relational, allowing for
a wider range of problems. Compared to earlier relational approaches, we argue
that learning a complete model may be difficult. Marlie builds probabilistic
models allowing for partial models and uncertainty about the dynamics of the
world, while at the same time exploiting knowledge as soon as it is available.

There are several directions for future work. First, the relational Dyna ap-
proach requires further research. We have provided a proof of concept to show
that a Dyna-like architecture can be beneficial in a relational goal-based tasks
but a more thorough study is needed. One could furthermore improve the sam-
pling strategies for looking ahead; e.g. by using iterative deepening strategies
or sampling some random variables only lazily.

Also, self-evaluation may be beneficial. In this way once it is shown that
(parts of) the learned transition function is correct or good enough, no more
resources need to be invested in it (but it may stay useful to check it at regular
times). On the other hand, if it is known that the learned model or certain parts
of it are not satisfactory yet, this can be taken into account in the decision
making process. In the Dyna approach the agent can for instance only sample
those (state,action)-pairs for which it is known that the transition function
provides satisfactory predictions.

In our current implementation we used the standard Tg-algorithm to learn
probability trees. In future work we like to optimize this algorithm for learning
probability trees, for instance by using a better suited splitting criterium like
the BIC-score [Fierens et al., 2005c].



Chapter 5

Multi-Agent Relational
Reinforcement Learning

Since the first approach to relational reinforcement learning, several different
approaches have been presented but they all consider the single agent reinforce-
ment learning setting, i.e. they assume that no other agents are present in the
environment.

In this chapter, we show how relational reinforcement learning could be a
useful tool for learning in multi-agent systems.

5.1 Introduction

Relational reinforcement learning has been introduced to scale reinforcement
learning to more complex tasks by using a relational representation that is more
natural and that allows for abstraction and generalization. An example of such
a complex task is a multi-agent system (MAS). Because of the complexity of
many tasks in a MAS, it is difficult to use preprogrammed agent behaviors
and learning is often used to allow the agents to discover their own solution.
Reinforcement learning offers, as in the single-agent case, the most natural
framework and multi-agent reinforcement learning (MARL) is therefore the
most studied form of learning in MASs (see e.g. [Buşoniu et al., 2008] for a
survey).

Multi-agent problems not only contain a complex environment, but there
exists a dynamic relational structure between the agents. Because of this rela-
tional structure, it is reasonable to assume that relational learning in general
and relational reinforcement learning in particular can contribute to the MAS
domain.

93
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Multi-agent systems moreover provide an interesting testbed for model-
assisted approaches since the additional uncertainty caused by the presence
and influence of other agents, can give agents that learn about and from other
agents an advantage.

Although a lot of multi-agent reinforcement learning approaches have been
proposed, almost all of these different techniques have been used so far in
combination with a state space which is in propositional form, where by no
means relations between different features or agents are expressed or exploited.
Moreover, no method has tried to model the dynamic structure of relations
between agents to simplify the learning of specific tasks for a specific agent.

As an example of the potential of the latter consider defensive players in
robot soccer. Clearly, such agents have to be good at many different tasks, i.e.,
taking a defensive position when the team is not in possession of the ball, cap-
turing the ball, starting an attack, sending a long pass etc. When dealing with
such problems, current approaches have not explored in depth the possibility of
agents learning from each other, simply by observation and communication. If
an agent knows or has an estimate of the relational structure between agents,
he can exploit that knowledge to more easily learn his own task.

5.1.1 Contributions and Bibliographical Note

The contributions of this chapter are four-fold. First, we will motivate the
use of relational learning for multi-agent reinforcement learning and provide a
characterization of muli-agent RRL problems based on some complexity factors
that are important for the integration of relational reinforcement learning and
multi-agent systems. Second, we experimentally evaluate the performance of
standard RRL-agents in a multi-agent setting. Third, we show how we can
employ RRL in MASs so that agents can learn with whom to communicate.
Fourth, we present a method that allows agents to induce knowledge by building
relational models based on observations of other agents.

Large parts of the work in this chapter have been published before: The
introduction of multi-agent RRL and the evaluation of standard RRL-agents
in a MAS appeared in [Tuyls et al., 2005], the characterization of multi-agent
RRL and the learning by observation was published in [Croonenborghs et al.,
2006c] and a short paper on the learning with whom to communicate approach
was published in [Ponsen et al., 2009].

5.1.1.1 Contributions of the Author

The work in this chapter was joint work with Karl Tuyls and Marc Ponsen.
More specifically, the knowledge about Multi-Agent Systems was provided by
Tuyls and Ponsen, the development of the relational reinforcement learning
algorithms was mainly done by the author of this dissertation.
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5.1.2 Structure of this Chapter

This chapter is structured as follows. First, we provide an introduction to
multi-agent reinforcement learning in Section 5.2. Then we will review the
main complexity issues of multi-agent reinforcement learning and relational
learning with a discussion of the possible advantages when combining the two.
Section 5.4 provides a characterisation of multi-agent relational reinforcement
learning problems based on properties of the agents and the environment. In
the following sections, we will present experimental results from different set-
tings in this characterisation. Finally, we conclude and present some directions
for further research.

5.2 Multi-Agent Reinforcement Learning

During the 90’s multi-agent systems have become a very popular approach
in solving computational problems of distributed nature as for instance load
balancing or distributed planning systems. They are a conceptually proven
solution method for problems of this nature. However, designing a cooperative
multi-agent system with both a global high utility for the system and high
individual utilities for the different agents is still a difficult problem, e.g. [Tumer
and Wolpert, 2000; Hoen and Tuyls, 2004; Panait and Luke, 2005; Panait et al.,
2008]. The general goal is thus to have a good system performance where all
individual agents in the MAS contribute to some part of the collective through
their individual actions.

Compared to single agent RL, learning in a MAS is a complex and cumber-
some task. Typical for a MAS is that the environment is not stationary and the
Markov property is not valid. These characteristics make the transition from
a one-agent system to a multi-agent system very hard. Furthermore, an agent
in a MAS needs to take in account that other agents are also trying to attain
the highest utility for their task. A possible solution would be to provide all
possible situations an agent can encounter in a MAS and define the best pos-
sible behavior in each of these situations beforehand. However, such a solution
suffers from combinatorial explosion.

Yet different approaches have been introduced to solve this multi-agent
learning problem ranging from joint action learners [Hu and Wellman, 2000] to
individual local Q-learners. All of these approaches have their own merits as
well as disadvantages in learning in a multi-agent context. In the first approach,
i.e., the joint action space approach, the state and action space are respectively
defined as the Cartesian product of the agent’s individual state and action
spaces. More precisely, if S is the set of states and A1, ..., An the action sets
of the n different agents, the learning will be performed in the product space
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S ×A1 × ...×An, where each agent has a reward function of the form:

S ×A1 × ...×An → R. (5.1)

This implies that the state information is shared amongst the agents and
actions are taken and evaluated synchronously. It is obvious that this ap-
proach leads to very big state-action spaces, and assumes instant communi-
cation between the agents. Clearly this approach is in contrast with the ba-
sic requirements of many contemporary multi-agent applications such as dis-
tributed control, asynchronous actions, incomplete information, moderate cost
of communication. In the local or selfish Q-learners setting, the presence of
the other agents is totally neglected, and agents are considered to be self-
ish reinforcement learners. The effects caused by the other agents also acting
in that same environment are considered as noise. It is clear that for prob-
lems where agents have to coordinate in order to reach a preferable situation
for all agents, this will not yield satisfactory results [Hu and Wellman, 2000;
Nowé et al., 2001]. In between these approaches we can find examples which
try to overcome the drawbacks of the joint action approach, examples are
[Littman, 1994; Claus and Boutilier, 1998; Nowé et al., 2001; Tuyls et al., 2003;
Sen et al., 2003; Stone, 2000]. There has also been quite some effort to extend
these RL techniques to Partially Observable Markovian decision problems and
non-Markovian settings [Kaelbling et al., 1996].

However, to our knowledge, almost all of these different techniques have
been used so far in combination with a state space which is in propositional
form, where by no means relations between different features are expressed
or exploited. Earlier, van Otterlo et al. [van Otterlo, 2003] already mentioned
the possible benefits of using RRL in (multi-) agent systems. They state that
cognitive and sapient agents especially need a learning component where the
reinforcement learning paradigm is the most logical choice for this. Since these
agents are (usually) logic-based, RRL is indicated as a very suitable learning
method for intelligent agents. Letia and Precup [2002] present a system where
multiple agents — represented by Golog programs1 — act in the same envi-
ronment. The Golog programs can supply initial plans and prior knowledge.
The agents however can not communicate. There also exist a game-theoretic
extension of Golog that can be used to implement different agents and com-
pute Nash policy pairs [Finzi and Lukasiewicz, 2005]. Hernández et al. [Guerra-
Hernández et al., 2004] use logical decision trees to add a learning factor to BDI
(Belief, Desire, Intension) agents.

1GOLOG is a logic programming language based on situation calculus that can be used
for dynamic domains [Levesque et al., 1997].
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5.3 Relational Multi-Agent Reinforcement
Learning

We will first briefly summarize the main complexity issues of both relational
learning and multi-agent systems. Next, we will discuss the potential improve-
ment in complexity issues of MASs when combining the two.

Relational learning adds extra complexity with increased state and hypothe-
sis spaces and generalization. This does not necessarily mean that relational
learning has a negative impact on the time complexity. First, RRL has been
proposed in answer to the need to describe larger state spaces. Through their
generalization ability, relational languages allow the compact representation of
state spaces, policies, reward, transition and value functions.

However, they do not take away the fundamental problem of difficult tasks
that the optimal policy is complex and that the learning hardness increases
with the state space size. This is illustrated by the fact that in the case of a
single relational agent case, only some initial convergence results exist [Kersting
and De Raedt, 2004; Ramon, 2005], but no global guarantees that the policy
will converge to an optimal policy in the case generalization over the state
space is performed. Furthermore, while a reason for introducing relational lan-
guages was the ability to introduce background knowledge and hence make the
agent better informed and put him in a better situation to act intelligently, the
background knowledge will only be useful when the algorithm has the ability
to exploit it. This often adds an extra level of complexity to the algorithm.

The complexity of designing a MAS and even more when trying to learn
behaviors of agents within a MAS, stems from three important sources. First,
agents in a MAS can interfere with each other’s actions, plans or even goals.
Second, partial observability is all but unavoidable in MASs because even if
the environment is fully observable, the intentions and plans of other agents
cannot be assumed to be known, especially when multiple agents in the MAS
are updating their behavior through learning. Third, communication between
agents can be required for agents to optimize their decision making process but
the inherent costs (e.g. delayed or lost communication messages) add a layer of
complexity to the optimality of behavior of the agents.

5.3.1 Interference between Agents and Relational Learn-
ing

One of the major difficulties encountered when moving from single agent learn-
ing problems to multi-agent learning problems is the explosion of the action
space. The possible number of joint actions, grows exponentially with the num-
ber of agents in the system. One simple method to solve this is not to deal with
the joint action space, but try and optimize agent behaviors individually. This
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becomes problematic however when actions of agents can interfere with each
other, i.e. when agents influence the environment of other agents. Of course,
since this interference is the whole point of creating a multi-agent system, one
needs to take these external influences into account when optimizing locally.
The problem then translates into learning which other agents to keep in mind
when optimizing one’s own behavior. For example, when operating in traffic, it
would be wrong to disregard all other agents in the environment, but it is also
not necessary to keep track of every traffic participant in the city. This problem
boils down to the determination of a sphere of influence of agents which can
then be used to limit the joint action space that needs to be studied.

Relational representations can be of great help when trying to define (and
eventually learn) these spheres of influence in multi-agent systems. Because of
the inherent abstraction that must be used with relational representations, the
agents can themselves decide which region of the state space to focus on. Rela-
tional representations allow the agents to define their environment both using
a structural abstraction, i.e. focusing on the existence and relations between
observed objects to define their current state, and a deictic abstraction, i.e. fo-
cusing on how these objects and relations are related to themselves. Therefore,
expressing the sphere of influence of objects in the environment might be easier
when using relational representation for states, actions and policies.

5.3.2 Partial Observability and Relational Generalization

Another problem common to multi-agents systems is the almost inherent par-
tial observability. Using multiple agents instead of a single, all-encompassing
agent makes more sense if the MAS system does not require all agents to have
access to all details of their combined environment. Local decision making, and
therefore inherently partial observability, is a key requirement to make MAS
expandable both in the number of agents and in the size of the environment
they work in.

Relational representations can be beneficial when dealing with partial ob-
servability because they allow the agent to abstract away details of the envi-
ronment which are unimportant to the decision making process and focus their
attention on the state-defining structures they do want to base decisions on.
This said, partial observability can lead to a large number of difficulties —
such as for example the symbol grounding problem [Harnad, 1990] occurring in
partially observable environments that must be solved before one can try to
use structural and relational information.
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5.3.3 Communication and Relational Reinforcement
Learning

Another cornerstone of MAS, one that is linked to both interference between
agents and partial observability is the need for or opportunity for commu-
nication between agents. Communication can be used to limit the influence
of partial observability or to avoid unwanted interference between agents by
revealing their intentions and knowledge. In fact, a lot of work has been pub-
lished on the study of agent communication. However, in MAS communication
is often assumed to be either unreliable or costly. Consider for example the sit-
uation where agents can only communicate with agents that are located within
a certain range or the cost could be dependent on the distance between agents.
Hence, deciding when to communicate with whom adds a layer of complexity
to the behavior of agents in a MAS.

Using the generalization power of relational learning, agents might however
be able to learn with whom to communicate more easily. We will investigate
exactly this in Section 5.6.

5.4 A Characterization of Multi-Agent Rela-
tional Reinforcement Learning Problems

Combining multi agent systems and relational reinforcement learning combines
two complex domains. We believe that, in order to study the integration of these
both settings, one should take care not to make the learning task too complex
at once, as a mix up of the many different effects playing a role in both domains
could make (especially experimental) results difficult to interpret. Therefore, we
will first try to separate a number of effects we want to investigate as much as
possible independently. Next, we will propose a number of settings of increasing
difficulty in which we plan to conduct experiments.

We will first introduce some terminology. A setting is a set of properties
of the problem and the agent abilities under consideration. We say a setting
has the comm reward property iff the agents are trying to maximize the same
common reward function (if one agent gets a reward, all other agents get the
same reward). We say a setting has the knowaim property iff the agents know
what function the other agents are trying to maximize. A setting has property
full obs iff the agents can observe the full world, including actions performed
by other agents (but excluding internals of the other agents). A setting has
property know abil iff the agents know the ability of the other agents, i.e.,
how good they are at their task (e.g., whether an other agent will perform
random actions, or whether an other agent always performs the optimal action).
We consider three different settings related to communication. A setting has
the property comm schedule iff the agents have a way of communication for
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deciding who is performing actions at which time point. This e.g., would allow
to let more experienced or specialized (but maybe also more costly) agents
perform actions in certain types of situations. In a setting with the property
talk the agents have the ability to communicate about their knowledge and
the advise property holds if the agents can seek advise from one another, i.e. if
agents can ask other agents which action they would execute according to their
current policy in the current task of the inquirer.

These properties are defined as general ones, but the same settings can of
course be studied when some of these properties are only partially valid, e.g.
there is only partial observability, based on some constraints like the kind of
agents, their location or agents only know a part of the function other agents
are trying to maximize etc. This will make the learning problem obviously more
difficult, but the ideas about these properties and the settings in which they
are used remain the same.

If it is the case that the full obs property holds, agents can use these
observations to learn extra information. Therefore we define two properties
based on the capabilities of the agents. We say the learn beh property holds
iff the agents are capable of learning the behavior of the agents they can observe.
When agents use their observations about other agents to learn their abilities,
the learn abil holds.

We will now describe a number of settings. Table 5.1 lists these settings
together with their properties. In the column “other’s ability” we list the ability
of the other agents in the world: ’teacher’ means an agent having a good (but
perhaps not optimal) policy; ’perfect’ means an agent with an optimal policy.
In the text we will refer to specific entries in the table with numbers between
round brackets.

The first two settings, are the standard settings, (0) for the single agent
case and (1) for the situation of local or selfish learners in which multiple single
(R)RL-agents are put together in the same environment.

Probably one of the simplest settings is the case where comm reward, know-
aim and full obs hold. Still, even this simple situation is not fully studied
in the relational case. One empirical work is on “guidance” [Driessens and
Džeroski, 2004]. One can see guidance as a setting with two agents where one
is a teacher, and the other is a learner (2). Both the teacher and the learner
perform actions, and hence it is more likely that reward is obtained compared
to the classical reinforcement learning case. This can be important in difficult
planning domains where it would be unlikely to obtain a reward by exploration
only. The main advantage is that the teacher directs the exploration towards
difficult to reach parts of the state space.

If we also have know abil and the teacher is known to make only optimal
actions (3), the learner can directly use the actions performed by the teacher as
examples of optimal actions. He could then use a direct learning algorithm that
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learns actions from states. Another interesting situation (4,5) is the case with
comm schedule where the learner may ask the teacher to perform an action (at
a certain cost). This is described in [Driessens and Džeroski, 2004], while several
open questions remain. This can also be seen as a form of active learning.

In the presence of a perfect teacher, the talk property together with know -
abil (6) makes the problem somewhat trivial as the learner can just ask the
teacher for the optimal policy (at least if the learner is able to represent that
policy). However, the situation gets much more interesting when we have only
comm reward, knowaim, full obs, talk and maybe know abil but no perfect
teacher (7). We then have a situation where agents can discuss their learn-
ing experiences and even though there is full knowledge, the problem is far
from trivial. Indeed, in the relational setting, agents can use very expressive
languages to talk. Furthermore, the agents can exchange their learned infor-
mation such as for instance the models learned in the previous chapters like
subgoals, information about actions like pre- or postconditions but also learned
options or macro-actions. No work has been published on which languages are
suitable and which questions are most efficient. One could use a language which
is a super language of the language to describe states and actions, and can also
describe past episodes and statistics.

Another unsolved task (8) occurs in the situation where an agent sees several
other agents and knows that some of them are quite good agents. In such a
situation it may be interesting to try and find the best agent to learn from. But
as the reward is collective, it may not be trivial to detect who is performing
the best actions. Or maybe, some agents are experts in certain areas of the
state space, and it might be interesting to learn concepts describing the other
agent’s expertise (the areas where they perform well).

So far we have described settings that are determined by the environment,
but agents can also learn information that is not provided by the environment.
One such interesting setting is when learn beh holds (9). Here the agents will
use their observations to learn the behavior of the agents they observe. This set-
ting becomes particularly interesting when also the know abil property holds
(11), because agents can then execute the actions they believe the expert would
make in that situation. Note that this learning task boils down to behavioral
cloning [Bain and Sammut, 1995].

If know abil does not hold, one can still have learn abil where the agents
can use their observations to try to learn these abilities (10). Learning these
abilities can be based on the rewards the agents receive for their actions, but
since this information is often not available, another possibility is for instance
to learn the average time an agent is working on some task to estimate his
abilities for that task. It is of course also possible to have both know abil and
learn abil especially when the given information about the agents abilities is
only partial (12).
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Another interesting setup is when advise holds. In these settings, the agents
can seek advise but since some agents might have more knowledge about some
parts of the state space, they have to learn with whom to communicate (13).

When we also have the comm schedule or even talk property (14), an ex-
tension of the active guidance settings occurs. This could be seen as informed
active guidance since agents can use their learned knowledge about the other
agents to restrict communication. The list of learnable knowledge from obser-
vations can of course be extended with models that learn what the results of
an agents actions are, that learns what other agents are trying to achieve, i.e.,
the knowaim property, etc.

In what precedes, we have listed a number of (partly) unsolved tasks which
may be assumed to be ’easy’ for the learner. Of course, one can make the
problems much more difficult by adding a number of supplementary complexity
factors, such as partial observability (15) or situations where not all agents try
to reach the same goal (16).

In the following three sections, we will present and discuss experiments in
these different settings. Section 5.5 discusses the basic setting of local or selfish
learners ((1) and (2)). Section 5.6 deals with the setting where the agents can
seek advise (13) and Section 5.7 discusses an approach where the agents learn
from the other agents by observing each other ((9)-(12)).

5.5 Local Relational Learners

In this section, we will discuss experiments performed in the first two settings
of Table 5.1 using the blocks world environment. The goal of these experiments
is to show that by using RRL, multi-agent RL can be applied in structured,
complex environments. However, the problem of interference, partial observ-
ability and the same disadvantages of using local learners in a propositional
setting remain2. We therefore only used an environment with two agents.

To analyze the problem of interference (the agents are trying to move the
same blocks) and the incomplete information (since actions are taken simulta-
neously, there is no full information on the exact state) in the standard setting,
we performed also experiments in an extra setting where one agent tells the
other which action he is going to take. This can be seen as a very simple form
of communication. According to [Vidal and Durfee, 1997], this corresponds to
the setting with one level-0 agent and one level-1 agent.

To overcome the problem of sparseness of rewards (since only a single agent
receives a reward when getting in a goal state), one could reward all agents
simultaneously when arriving in a goal state. Another possibility would be to
create or define an extra reward or utility function over all agents. The third

2In the next two sections, we will discuss methods where the use of relational learning
does offer advantages over propositional learners.
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way, which is somewhat in between these two possibilities, is to give the agents
a way to communicate about the rewards they receive. Hence, an agent can act
as a sort of teacher to all the other agents when he performed an action for
which he received a reward. We opted for the first option for the experiments
in this section.

The following results were obtained using the RRL-Tg algorithm in a stan-
dard deterministic blocks world environment where the agents have no infor-
mation about the possible legal actions in a certain state, i.e. A(s) = 1 : s ∈ S.
More specifically, a blocks world with six blocks was used where the testing
episodes were ended when a reward is received or when the maximum number
of actions is reached. This maximum is the number of actions needed by the
optimal policy (shortest path to the goal), increased with two. Only for the
on(A,B)-goal, a slightly easier setting is used with 5 blocks and a maximum of
three extra steps over the optimal path is allowed. The figures show the average
over a 10-fold run where each test run consists of 100 episodes and the average
reward over this 100 episodes, i.e. the percentage of episodes in which a reward
is received, is used as a convergence measure.

Figure 5.1: Local learners with the on(A,B) goal

Figure 5.1 clearly shows that a single agent performs more or less the same
as the combination of the level-0 and level-1 agent and they both outperform
the two level-0 agents. There is no performance gain when moving to multiple
agents, this means that no profit is taken for taking two actions instead of one
at a single time step. The reason for this is the difficulty of the on(A,B)-goal,
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the optimal policy would be to first move all blocks away above block A and
block B and then move A to B. But if the level-1 agent does not learn to work
on the other stack, there will be a lot of interference between the two agents.

Figure 5.2: Local learners with the stack goal

In case of the stack-goal (Figure 5.2) the results are harder to interpret,
because of the variable performance in the single-agent case. The cause for this
variance in performance is due to the working of the TG-algorithm. But, it is
reasonable to say that in the setting in which one agent tells his action to the
other agent, it tends to do a bit better when the learning time increases. The
curve for setting (1) has more or less the same shape, but it takes longer to
learn.

The best results are obtained for the unstack-goal (Figure 5.3), which is to
be expected because it is the goal which is the most easy to distribute over the
different agents. Both agents can move blocks to the floor, agent B only needs
to learn that he cannot move the same block to the floor as agent A, but the
block underneath that one if he moves a block from the same stack. The small
difference with the performance of setting (1) also shows that the amount of
interference is a lot less for the unstack-goal.

From these simple experiments, it can be concluded that it multi-agent re-
inforcement learning can be applied in more structural worlds, but due to the
possible interference between the agents adding more agents does not necessar-
ily increase the performance. The experiments furthermore show that it takes
longer to learn in setting (1) than in setting (0) and that there can be a per-
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Figure 5.3: Local learners with the unstack goal

formance gain if the agents communicate over their actions and the task is not
too hard to distribute.

5.6 Learning with Whom to Communicate

In this section we will investigate the benefits of using relational reinforce-
ment learning for communication between agents in MASs (setting (13) from
Table 5.1). More specifically, we will investigate the influence on the learn-
ing performance when allowing agents to seek advice, both in a relational and
propositional system. Furthermore, we will vary the quality of the prior knowl-
edge of agents (i.e., agents may not always have the right answer), limit the
communication capabilities of agents and finally vary the number of agents and
task difficulty in our system. We will also apply relational communication to a
challenging multi-state task which can be seen as a first step toward multi-state
dispersion- and cooperation games.

Deciding when to communicate with whom adds a layer of complexity to
the behavior of agents in a MAS. To isolate this complexity factor, we try
to limit the influences of agent interference and partial observability in these
experiments.
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5.6.1 Learning Tasks

Environment 7 (Single-State Multi-Agent Task (Basic Setting))
The learning task of the agents consists of learning how to solve a number of
different tasks. Tasks and agents can be characterized by a number of properties.

Every agent is assigned to a new random task (sampled from a given distri-
bution) in the beginning of an episode. Every agent receives a positive reward
if he solves his task and the episode is ended when all agents solved their tasks.
The number of actions (henceforth called primitive actions) an agent can exe-
cute during a certain task can vary from task to task. To solve a task the agent
has to execute the optimal action, a single action from the possible primitive
actions for that task.

Some agents have a priori knowledge about certain tasks, these agents are
called experts for that task. A pure expert only has access to the task’s opti-
mal action, and therefore has no need for exploring the action space for this
particular task. We do not only consider pure experts but introduce different
levels of expertise: agents may have some knowledge about the task at hand,
i.e. they know that the optimal action is in some subset of all primitive actions
for that task and consequently only need to explore a constrained part of the
action space. Non-experts must learn a policy to solve the task. Determining if
an agent is expert for a task can be done in many ways. For example, we can
define an agent as being expert if a certain property, or all, match for both task
and agent.

Agents have the possibility to communicate with each other. More specifi-
cally they can seek advice from other agents. Agents can ask other agents which
action they would execute according to their current policy in the current task of
the inquirer. When an agent seeks advice, he will execute the proposed action.
Therefore, the action space of an agent for some task consists of the primi-
tive actions for this task and the “advice”-actions, one for every agent in the
environment.

Since we would like to study the effects and benefits of efficient communi-
cation, we do not consider the aspects of agent interference and partial observ-
ability in our test environment. Hence, all agents are working on their own
task without the possibility to interfere with each other. Not only is this still a
challenging problem, an isolated study of the relations between the agents and
methods that gain maximally from this, are necessary to tackle more complex
problems involving communication and especially interference between agents
as for instance in multi-state coordination tasks.

In this basic setting, we used a multi-agent system containing 10 agents
and 10 different tasks. The tasks all have a different difficulty: In the first task
there are only 5 primitive actions available, for the second task this is doubled
to 10 primitive actions and so forth until 2560 actions for the tenth task. In
this setting, each agent is an expert for a certain task if he shares a property
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with that task. The experiment is set up in such a way that every agent is (a
pure) expert for exactly one different task and hence there is exactly one expert
for every task.

Environment 8 (Single-State Multi-Agent Task (Advanced Setting))
To determine the influence of the task difficulty and the number of agents,
we used a second setting where we extended the number of properties. This
environment is the same as the previous one (Environment 7) but now we
provide both agent and task with 3 properties, with respectively 4, 3 and 2
possible attributes. Therefore, a total of 24 different agent- and task types can
be assembled. More precisely, agents and tasks all have a color (with attributes
green, red, yellow or blue), shape (square, cube or sphere) and size (small or
large). The attributes for tasks have a weight value associated with them that
determine the difficulty of a task. For example, a blue task is 4 times more
difficult compared to a yellow task (i.e., has 4 times more possible actions).

We vary the task difficulty by setting a minimum and maximum number of
allowed actions. Agents are considered expert when the color matches with that
of the task. Experts know a priori how to solve the task. We sample agents and
tasks with a uniform distribution, i.e, all 24 types have an equal chance of being
sampled. Note that in this setting it is possible that for certain tasks no experts
may exist in the population.

5.6.2 Experimental Setup

All agents are relational Q-learners that use the incremental relational tree
learner RRL-TG to learn a generalized Q-function. For all agents the language
bias contains predicates that identify the task and the action taken by the agent.
Furthermore, it contains predicates that check certain properties of the task at
hand and properties of the other agents.

During learning, the agents follow a Boltzmann exploration policy. Each
agent is maximally allowed 100 actions per episode. Each agent receives a re-
ward of 1.0 if he solves his task and neither reward nor punishment otherwise.
Every 100 episodes, the learned policies are tested by freezing the Q-function
approximation and following a greedy policy on 100 test-episodes to check for
optimality. Unless mentioned otherwise, all results are averaged over 5 runs.

5.6.3 Experimental Results

5.6.3.1 Influence of Communication

We want to investigate if RRL can generalize over agent and task properties,
and therefore can quickly discover experts in the population (if any), so they
can communicate (i.e, seek advice) with these experts. We expect this can po-
tentially accelerate the learning process. To empirically validate this claim, we
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Figure 5.4: Influence of communication

compare the average learning performance for agents in two situations, namely
(1) learning with and (2) without means for communication. The learning task
without advice boils down to selecting the optimal primitive action for a task.
If we add advice actions to the action space, agents don’t necessary need to
learn a policy for each task, but it may be better to seek advice from an expert.

Figure 5.4 presents the result for the basic setting (Environment 7). It
clearly shows the gain that agents with the capability of communication have
over agents without this capability. The plot shows two different results for
agents with communication. For the relational one, the agents use the language
bias as described in the previous section. The propositional one uses a restricted
language bias to simulate a propositional tree learner. The main difference with
the relational learner is that the propositional learner is not able to construct
features (i.e. tests in the tree) that relate properties of the tasks to properties of
the agents through the use of variables. From Figure 5.4 it can be concluded that
the generalization of relational learning is essential to take optimal advantage
of the added communication. The optimal policy is depicted in Figure 5.5.
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state_information(S),action(A)

advice_action(A,B),agent_property(B,Prop),task_has_property(Prop)?

qvalue=1.0

yes

my_property(Prop),task_has_property(Prop)

no

qvalue=1.0

yes

...

no

Figure 5.5: The relational policy learned for agents with possibility for
seeking advice

Figure 5.6: The influence of prior knowledge
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5.6.3.2 Influence of Prior Knowledge

Next, Figure 5.6 shows the influence of the prior knowledge that agents have3.
To investigate this, we extended the possible actions the agents can execute in
a task when they are expert for that task.

In the setting ‘no experts’, the agents have no prior knowledge, i.e. the
possible actions for the agents are all primitive actions and advice actions. In
the setting ‘optimal + advice’, the experts can only execute the optimal action
as primitive action, but they can also ask for advice and hence they still have
to learn to select the primitive action instead of asking for advice. We also
investigated two intermediate settings where a subset of all primitive actions is
selected, namely 50% resp. 75% of the possible primitive actions.

One can clearly conclude from Figure 5.6 that when using relational learning
communication aids the agents even when prior knowledge is limited. In the
early stages of learning, the extra possibility of seeking advice does not hurt
the agent, only in the very beginning the performance is slightly worse due to
the bigger action space. On the other hand, once some agents learned to solve
some tasks, this knowledge is distributed through the population resulting in
a performance gain.

5.6.3.3 Influence of Restricted Communication

We also investigate the influence of restricted communication on the perfor-
mance of the agents. Figure 5.7 shows the result when agents can no longer
communicate with every other agent. The percentages indicated in the labels
reflect the percentage of possible advice actions at every step. The uncertainty
of communication causes a drop in performance, but due to the generalization
in the agents’ policy, the possibility of communication still has a beneficial
effect. Currently, the agents do not learn from advice-actions, i.e. they learn
when to ask whom for advice, but they do not update their policies according
to the proposed action by the expert. In Section 5.7 we will discuss the setting
where agents learn from observations of other agents. A similar method could
be used here so that agents can seek advice in the beginning of the learning task
(certainly with restricted communication) and then use the proposed actions
to learn from so that they do not have to keep consulting the expert.

5.6.3.4 Influence of the Difficulty of the Tasks

We also performed experiments with increasing task complexity (this shifts the
balance between advice and primitive actions). For these experiments, we used
the setting where agents and tasks have multiple properties (Environment 8).

3The results of the pure experts and the agents without communication are repeated for
clarity.
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Figure 5.7: Influence of restricted communication

Figure 5.8: Influence of the task difficulty
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In Figure 5.8 we see that for learning without communication (the experiments
denoted with ’NC’, the number following this represents the maximum number
of actions for this task), agents are steadily moving towards an optimal policy
as the number of episodes increases. The convergence rate is determined by the
difficulty of the randomly generated tasks. We can also see that experiments
with advice (denoted with ’C’) perform better, in particular in situations where
agents are faced with more complex tasks. It seems that when tasks are rela-
tively easy, it can be at least as efficient to learn to solve the task individually,
rather than seeking advice. From the graph it is also clear that progressing to
more difficult tasks has a bigger impact on the setting without communication.

5.6.3.5 Influence of the Number of Agents

Figure 5.9: Influence of the number of agents

Here we increase the amount of agents compared to tasks (this way we
increase the likelihood of finding an expert in the population, but also increases
the number of advice actions). Figure 5.9 shows the results for different sizes of
the agent population using the same setting as in the previous paragraph with
the maximal number of actions set to 200. The number of agents is denoted by
the number behind ‘NC’ (no communication) or ‘C’ (communication). The plot
shows that the number of agents is irrelevant to the learning performance of
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the setting without communication. This was expected since agents are learning
individually and can not benefit from the knowledge of others. When we allow
agents to seek advice, we see much faster learning in particular when many
agents are present in the system. A likely explanation is that more agents
increases the likelihood of an expert in the population, no matter what task is
randomly generated.

5.6.4 Towards Abstract Multi-State Coordination Tasks

In the previous experiments, the learning agents had to learn how to solve a
number of different tasks. They however only needed to solve a single task
during every episode. In a last experiment concerning communication and for
the experiments in the next section, we will move to a multi-state task.

Environment 9 (Multi-State Multi-Agent Task)
In this environment, tasks have to be solved by sequentially solving a number of
subtasks (an analogy can be made with an agent moving through a 1-dimensional
grid-world to reach a certain goal location). When all subtasks are successfully
solved, the agent is rewarded with a reward of 1.0. Similar to previous experi-
ments, we sample random tasks and agents out of the 24 types. Whereas in the
previous setting experts were defined by their color only, now all properties are
taken into account. A pure expert (i.e., an agent that can immediately solve the
task) must have all properties matched with those of the task. If only a subset of
the properties match, the agent will have a certain degree of expertise, depend-
ing on the number and type of properties. If an agent is, let’s say 80% expert
of a task, the agent only needs to explore 20% of the action space. Off course,
if no properties match, the agent has no expertise at all, and must explore the
whole action space for this task. Again, in this setting it is possible that no, or
very few experts are generated for the tasks at hand.

Figure 5.10 presents the result obtained for a multi-state task consisting of
four subtasks. It can be noted that when using RRL, communication clearly
helps the agent to learn a better policy faster from which it can be concluded
that the results of the previous experiments can be generalized to more difficult
environments.

Note that this can be seen as a first step towards multi-state dispersion- and
cooperation games, a variation and extension of the abstract Dispersion Game
(DG), introduced in [Grenager et al., 2002]. More precisely, DGs are a stateless
abstract representation of typical load-balancing problems. In this game agents
have to disperse themselves as much as possible over a number of abstract tasks,
in which they need to avoid to work on cross-purposes. The goal of the game
is to achieve coordination between the different participating agents and fast
convergence to a maximally dispersed situation by avoiding to work on cross-
purposes. This coordination problem has been acknowledged to be difficult and
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Figure 5.10: Results in a multi-state task

complex, but can be solved quite well by different RL approaches for instance
by local Q-learning. Unfortunately, this problem remains stateless, which is of
course a great simplification of real world complex coordination tasks.

5.7 Learning from Observations of Other Agents

In this section, we will present results from experiments where the full obs
property is used to learn extra information about the other agents to improve
the learning rate (settings (9)-(12) in Table 5.1) . The agents can not communi-
cate with each other but we will concentrate on experiments showing the gain
of learning the relational structure between the different agents in the system.

5.7.1 Experimental Setup

As a test environment, we will use the multi-state task from Section 5.6.4
but without the possibility for the agents to communicate with each other.
The agents hence all have to solve an identical task which can be solved by
sequentially solving a number of subtasks. Since all tasks are identical, all
agents need to solve the same subtasks in the same order.



116 CHAPTER 5. MULTI-AGENT RRL

More specifically, the basic setting is a system with four agents, where each
agent needs to solve a certain task by sequentially solving four subtasks. A
subtask can only be solved by executing the optimal action and only one of
a possible 40 actions is optimal. When all subtasks are successfully solved,
the agents are rewarded with a reward of 1.0, for all other actions they receive
neither reward nor punishment. Episodes are ended when all agents have solved
all of their subtasks or when a maximum of 800 actions is executed (by all
agents together). When the quality of the learned policies are tested, episodes
are ended after 40 actions to indicate how many agents learned at least a near-
optimal policy.

It is also possible that some agents have prior knowledge about some sub-
task, i.e. they know what the optimal action is for that subtask. In the basic
setting, each agent knows a priori how to solve one subtask optimally. So, the
goal of the agents is to learn how to optimally solve the full task.

5.7.1.1 The Settings and Language Bias

We will compare results obtained with the basic setting where all agents are
local learners (1) and the settings where observations are used to learn extra
knowledge about the other agents and the environment (9-12). One can note
that for this environment setting (1) converts to the single-agent case, but aver-
aged over the different agents. The same learning algorithm as in the previous
section is used.

If agents have the learn beh property they can learn from observations of
other agents (9-12). More specifically, they can use their observations to learn
the behavior of the agents they observe by learning a model for every observable
agent that predicts the probability that this agent will perform some action in
a certain state. The examples needed to learn such a model are generated as
follows. The positive examples are the actual actions that are observed. To
generate negative examples, random actions can be used (or actions executed
by other agents). In the following experiments, we generated 10 random actions
(different from the actual taken action) as negative examples for every observed
action. To learn this model, the same algorithm and declarative bias is used as
for learning the Q-function. In fact, different models will be learned for every
subtask.

If an agent builds models that predict the behavior of other agents, the
language bias for learning their Q-function, is extended with predicates that
test the probability that a specific agent will perform a specific action for some
specific subtask, according to the learned model. Note, that it would be possible
to test for the most probable action to be executed by an agent, but with
the current implementation of the RRL-TG algorithm this requires to iterate
over all possible actions every time this query would be posed. Due to their
complexity such predicates are not used in the experiments here.
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Agents having the learn abil property will learn models that estimate the
percentage of the time spent by some agent on some subtask during an episode
(10,12). To use this information, tests that partition this probability space can
be used in the Q-function.

5.7.2 Experimental Results

5.7.2.1 Basic Settings

(a) the first 500 episodes (b) the first 130 episodes

Figure 5.11: Learning from observations of other agents. Note that the lines
for (10), (11) and (12) are almost identical.

Figure 5.11 shows the reward received by all agents averaged over ten test
episodes and five test runs for the basic setting described in the previous section.
Figure 5.11a shows the first 500 episodes while Figure 5.11b zooms in on the
first 130 episodes. As can be observed, the learning rate increases significantly
when the agents have the learn beh property (9-12). It is also clear that
having know abil (11-12) or learn abil (10,12) outperforms the setting with
just learn beh (9). These experiments also show that for this test environment
learn abil (10) performs equally well as having know abil (11), which means
that the abilities of the other agents are easily learned for this environment
setup. It is needless to say that in general there can be a big difference between
these two properties. Consequently, it is no surprise that having both know -
abil and learn abil (12)does not further increase the learning rate.

When learn beh holds, the learned Q-functions make use of the subtask
identification predicates and the expected actions by the experts for that sub-
task. Since the learning agent is only interested in distinguishing the optimal
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actions from the non-optimal actions, it is easier to learn this directly from
positive and negative examples. Having this knowledge, it is easy for the learn-
ing agent to detect that the Q-values will be higher when executing this action
(since he will progress to the next subtask). Hence, when also know abil or
learn abil holds, it becomes easier for the learning agent to know which agent
to address for every subtask.

5.7.2.2 Scaling to a Bigger Environment

In this section, we will show the results when the environment parameters are
increased: the number of possible actions, the agents in the system and the
number of subtasks. Since the settings (10), (11) and (12) performed more or
less the same, we only show one in the following graphs. We have omitted the
variances in order not to overload the images too much.

Figure 5.12: Setting (9),(11) with 80 actions

Figure 5.12 shows the results when we increase the number of actions to
80 possible actions (per subtask). This is a more difficult learning problem for
setting (1), although the variance in these 5 runs was rather high, there is no
significant change on the learning rate of settings (9) and (11). This can easily
be explained by the structure of the learned Q-function as described above.

To test the settings with 8 agents (Figure 5.13), the length of test episodes
was increased to 80 in order to keep the number of available steps per agent
constant. Since each agent still has prior expert knowledge about one subtask,
the situation arises where two agents are expert in one subtask. This means
that the learning task for every agent does not really become more difficult
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Figure 5.13: Setting (9),(11) with 8 agents

since the percentage of experts per subtask remains the same.
When we increase to number of subtasks to 8 ( Figure 5.14), the learning

problem becomes more difficult, even if every agent is expert for two different
subtasks, so that the results are not influenced by the lack of experts for some
subtask.

5.8 Conclusions and Future Work

5.8.1 Conclusions

In this chapter we introduced the novel idea of cross-fertilization between rela-
tional reinforcement learning and multi-agent systems to solve complex multi-
state dynamic planning tasks. By using RRL we try to extend this work to
more difficult multi-agent learning problems. More precisely, we proposed to
use a relational representation of the state space in multi-agent reinforcement
learning as this has many proved benefits over the propositional one, as for
instance handling large state spaces, a rich relational language, modelling of
other agents without a computational explosion, and generalization over new
derived knowledge.

We discussed the possible benefits of integrating relational learning into
MASs as we believe that these ideas can greatly enhance the application of
multi-agent reinforcement learning. We furthermore defined different settings
in which we believe this research should be carefully conducted, according to
different properties. The different settings are summarized according to their
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Figure 5.14: Setting (9),(11) with 8 subtasks

level of complexity in Table 5.1.
Our experimental results illustrate the advantages of using RRL in MAS

to deal with the relational structure between agents. More specifically, we
have shown that when using a relational approach, agents can gain a learn-
ing speedup through advice seeking and they can moreover better deal with
uncertain communication. We have also shown that advice seeking is still ben-
eficial in situations where the agents have no or little prior knowledge. The
performance of the learning agents can also be increased by using the observa-
tions over other agents to learn a relational structure between the agents.

5.8.2 Future Work

In this chapter, we mostly simplified the environment by eliminating the pos-
sibility of interference between the agents. Since this is however one of the
important aspects of MASs, an important direction for future work is to inves-
tigate the use of RRL in environments where there can be interference between
the agents.

Another topic for future research is a thorough theoretical study of the
described properties and settings.

Although we focused on the aspect of communication between the agents,
there are still plenty of issues and open questions remaining. A restriction in
the current experiments is that agents do not learn from advice-actions, i.e.,
they learn when to ask whom for advice, but they do not update their policies
according to the proposed action by the expert. In future work, we would like
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to investigate if methods similar to those used when learning from observations
can also be used to learn from advice-actions. If so, the agents can seek advice
in the beginning of the learning task (certainly with restricted communication)
and then use the proposed actions to learn from so that they do not have to
keep consulting the expert.

Up till now, we assumed neither cost nor constraints for communication.
Typically, in MAS this assumption does not hold. In future work, we will in-
vestigate the influence of both cost of communication and restricted commu-
nication. We can introduce several communication constraints, for example (1)
communication constraints between certain types of agents (e.g., blue and red
agents can not communicate), (2) communication is only possible with agents
in some distance radius, or (3) a combination of the two. In such environments
it could be interesting to search for an expert who could give valuable advice.
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Part III

Improved Model Learning
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Chapter 6

Tree Restructuring for
First-Order Decision Trees

6.1 Introduction

The incremental relational tree learner Tg (presented in [Driessens et al., 2001])
is probably the most popular method used in RRL to learn a generalized Q-
function. It is also the method used throughout this dissertation if a certain
model needs to be learned incrementally. Other incremental relational learners
were briefly discussed in Section 2.4.5.1. Note that this popularity not only
holds for incremental relational algorithms, but top down induction of decision
trees (TDIDT) algorithms in general are one of the most used machine learning
algorithms.

However, the main disadvantage of using TDIDT for on-line learning prob-
lems is that it often makes non-optimal decisions early in the learning process.
This results in trees with less informative tests in the top nodes and as a result
much larger trees because it has to compensate for them in the lower parts of
the tree. This holds especially for learning tasks where learning examples are
not sampled uniformly over time or when the learning problem exhibits concept
drift. Note that both of these problems are present when using a decision tree
algorithm for function approximation in reinforcement learning.

For propositional decision trees, this drawback has been countered by tree-
restructuring algorithms. These algorithms rely on the availability of all possible
test-extensions in each of the nodes of the tree. For first-order trees, these are
not always available, as possible test-extensions for a node depend on decisions
made in higher nodes of the tree. To overcome this problem for the induction
of first-order decision trees, we will propose in this chapter a new incremental
relational regression tree learner that uses operators that can revise the tree
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and design an algorithm that decides when to apply them.

6.1.1 Contributions and Bibliographical Note

In this chapter, we will propose five restructuring operators that can be used for
first-order decision trees and introduce the TgR algorithm, an algorithm that
will decide when and where in the tree the operators should be applied. We will
illustrate the performance on a general relational learning task with concept
drift and on reinforcement learning problems where it is used to approximate
the Q-function.

We will furthermore investigate the possibility of using methods from theory
revision in a transfer learning context. While performing reinforcement learn-
ing, we will try to reuse from one task, those parts of a learned policy that still
hold relevant information for a new, related task. We will show the benefits of
the TgR algorithm when applied in this setting.

Parts of the work in this chapter have been published before [Ramon et al.,
2007c].

6.1.2 Structure of this Chapter

This chapter is structured as follows. In Section 6.2, we will discuss TDIDT
algorithms in general and the Tg algorithm in more detail. Next, we introduce
the different restructuring operators and the TgR algorithm in Section 6.3.
Section 6.4 discusses the link between theory revision and transfer learning
and Section 6.5 details the experimental evaluation. Finally, we conclude and
provide some directions for future research in Section 6.6.

6.2 Top Down Induction of Decision Trees

6.2.1 Introduction

Top down induction of decision trees (TDIDT) [Quinlan, 1986] can be con-
sidered as one of the most popular machine learning algorithms. It offers a
computationally efficient algorithm that often yields good predictive perfor-
mance and returns an interpretable model as output. The popularity of the
C4.5 algorithm as a machine learning tool is just one example of this success.
The good performance of TDIDT-algorithms depends on the fact that all learn-
ing data is available at the start of the task. This enables the algorithm to make
well-founded choices for the splitting criteria at the top of the tree. As stated
before, TDIDT can make non-optimal decisions at the top nodes when used in
on-line or incremental learning problems.

To counter this drawback, tree-restructuring algorithms have been intro-
duced which store information about the performance of all possible tests.
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These algorithms depend on the availability of statistics for all possible tests
for any node in the tree and this during the entire learning process. For propo-
sitional representations of the learning data and the trees, this is not an issue.
Propositional trees have a fixed set of choices for the tests in all nodes of the
trees, so statistics can be kept for all of them.

In first-order decision trees (such as discussed in Section 2.4.5.2), the pos-
sible test-extensions of a node depend on the choices made in higher nodes of
the tree. Since first-order conjunctions are used as tests, tests can introduce
new variables, which can be referenced again in later nodes. As a consequence,
changes made in nodes situated higher up in the tree, have an effect on the set
of tests that can be used for nodes in the lower parts of the tree. This makes
a direct translation of the restructuring operations used for propositional trees
to first-order trees impossible.

6.2.2 Incremental TDIDT Algorithms

Chapman and Kaelbling proposed an incremental regression tree algorithm
that was designed with reinforcement learning in mind [Chapman and Kael-
bling, 1991]. On a high level, the G-algorithm stores the current decision tree
and, for each leaf, statistics for all tests that can be used to split that leaf
further. Except for the leaf-splitting, i.e. building the tree incrementally, no
tree-restructuring operators are used. The G-algorithm was the starting point
for the Tg algorithm, which will be discussed in more detail in Section 6.2.3.

Probably the best known tree-restructuring algorithm is the ITI-algorithm,
which stands for Incremental Tree Induction [Utgoff, 1997]. It stores statistics
about the performance of all splitting criteria for all the nodes in the tree1.
The tree-transposition operator switches tests between parent and child nodes
and copies the statistical information from the original tree to the restructured
one. Recursive tree-transpositioning can be used to install a designated test at
any internal node of a propositional tree.

Relational UTrees [Dabney and McGovern, 2007] incorporate relational
tests in the nodes and an incremental learning algorithm is developed that is
based on the ITI algorithm described above. However, given the dependencies
between chosen tests and test-extensions in relational decision trees, a num-
ber of performance sacrifices were made. Instead of collecting statistics in each
node for all possible test-extensions, the relational UTree algorithm relies on a
set of randomly generated trees to evaluate the performance of internal nodes.
Such a set of trees is generated for each node which is visited by new experi-
ence or is a child node of a node where a better test is discovered. Because the
generation and evaluation of these sets of trees is computationally expensive,

1All candidate tests are binary where threshold tests on cut-points are used for numerical
attributes.
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the tree depth in this evaluation set is limited and the possible test-extensions
need to be sampled. Also, the evaluation of the generated trees requires all
training experience to be stored, which can become troublesome for incremen-
tal learning problems with a large amount of learning data such as generated
in reinforcement learning applications.

Gama & Medas propose a tree algorithm called UFFT (Ultra-Fast Forest
of Trees) based on naive Bayes classification [Gama and Medas, 2005]. A naive
Bayes classifier is used to make predictions in the leaves, but it is also used for
both the splitting criterion for the leaves as well as for concept drift detection
in the internal nodes. Because the splitting criterion used in their approach
only works for binary classification problems, they build a forest to deal with
multi-class problems. The only re-structuring operator they use is pruning a
complete subtree when a node detects concept drift in its subtree.

6.2.3 The Tg Algorithm

6.2.3.1 Introduction

The Tg system [Driessens et al., 2001] is an incremental first-order decision
tree2 building algorithm, based on the G-tree algorithm of Chapman and Kael-
bling [Chapman and Kaelbling, 1991].

A high level description of the Tg algorithm is given in Algorithm 6.1. Just
like the original G-algorithm, Tg stores the current tree together with statistics
for all tests that can be used to decide how to split each leaf further. Every
time an example is inserted, it is sorted down the tree according to the tests
in the internal nodes and, in the resulting leaf, the statistics of the tests are
updated.

Algorithm 6.1 The TG-algorithm
1: initialize by creating a tree with a single leaf with empty statistics
2: for each learning example that becomes available do
3: sort the example down the tree using the tests of the internal nodes until

it reaches a leaf
4: update the statistics in the leaf according to the new example
5: if the statistics in the leaf indicate that a new split is needed then
6: generate an internal node using the indicated test
7: grow 2 new leaves with empty statistics
8: end if
9: end for

2Although the Tg-algorithm learns regression trees, it can easily be used for binary clas-
sification problems by translating it into a regression problem by labelling one class with 0
and the other with 1.
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6.2.3.2 Candidate Test Generation

The construction of new tests is done through a refinement operator similar
to the one used by the Tilde system. The Tg system should be provided
a language bias that specifies the predicates that can be used in every node
together with their possible variable bindings. This language bias has to be
defined by the user of the system as discussed in Section 2.4.5.3.

Because the possible test candidates depend on the previously chosen tests,
it is not possible to restructure first-order decision trees in the same way as
done with the ITI algorithm [Utgoff, 1997]. In the propositional case the set
of candidate queries consists of the set of all features minus the features that
are already tested higher up in the tree. With first-order trees, if a test in an
internal node of the tree is changed, the candidates for tests of all the nodes in
the subtrees of that node can change as well, so no statistics can be gathered
for all possible tests in each internal node and not every test is available in all
nodes of the tree.

6.2.3.3 Candidate Test Selection

Algorithm 6.1 specifies that if the statistics in the leaf indicate that a new
split is needed, the leaf will be split by creating an internal node with two new
leaves. To decide if a split is needed, Tg compares the expected mean squared
error (MSE) before and after the split. Since the prediction for a certain leaf
is the average value of all examples sorted to that leaf, this expected error
corresponds to the variance and computing whether some test is significant
therefore corresponds to deciding whether the variance of the prediction values
of the examples would be reduced sufficiently by splitting the node using that
particular test.

Tg uses a standard F-test (with a significance level of 0.001) to compare
the variance before and after splitting, i.e.,

np
n
σ2
p +

nn
n
σ2
n vs. σ2

total

where np and nn are the number of examples for which the test succeeds or
fails and σp and σn are the variances of the prediction values of the examples
for which the test succeeds and fails respectively. The variances of the subsets
are added together, weighted according to the size of the subsets.

To be able to compute these variances incrementally, a number of statistics
(that can be calculated incrementally) are stored in each leaf. These statistics
consist of the number of examples on which each possible test succeeds or fails,
as well as the sum of the prediction values and the sum of squared predic-
tion values for each of the two subsets created by the test. (For classification
problems, see the footnote on page 128.)
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To verify that these statistics are sufficient, note that
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n
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2
i − nx̄2

n

and hence the F-test compares (after multiplying by n):
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using the following 6 values stored for each candidate test:
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To make sure that the significance test is based on enough evidence and
to partially avoid the problem of making non-optimal decisions early in the
learning process, Tg uses a user-specified minimal sample size (mss) parameter
that indicates the minimal number of examples that are needed in a leaf before
it can be split.

6.3 Restructuring First-Order Trees

We will first define five tree-restructuring operators that can be used for first-
order trees in Section 6.3.1. Two of them deal with changing the leaves of the
tree, the other three work on internal nodes. Next, we will present the TgR
algorithm in Section 6.3.2 by explaining which additional statistics need to be
stored and when to apply the different operators.

6.3.1 Operators for First-Order Tree-Restructuring

We define the following operators:

1. Splitting a leaf: This operator will split a leaf into two subleaves, using
the best suited test. This is the only operator used by standard (non-
restructuring) TDIDT algorithms. In the case of TgR it is the same
operator as used by the Tg algorithm and it will both construct the
leaves and select the new test in the same way as Tg does. The splitting
operator is illustrated in Figure 6.1.

2. Pruning a leaf: This is the inverse operator of the first. When pre-
dictions made in two sibling-leaves (leaves connected to the same node)
become similar, this operator will join the two leaves and remove the
internal node as illustrated in Figure 6.2.
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split

A...

...

Figure 6.1: Operator for splitting a leaf

prune

A...

...

Figure 6.2: Operator for pruning a leaf

3. Replacing a subtree: When a previously chosen test in an internal
node turns out to be non-optimal and it turns out that another test
would be better suited to distinguish between examples at that level, the
dependencies between tests in first-order trees make it impossible to make
a straightforward swap of the two tests. In the example shown in Figure
6.3, the logical conjunction A, used as a test in the original node, could
introduce a new variable which is referenced in lower parts of the left
subtree. This operator therefore prunes the tree completely starting from
test A and puts a new two-leaf tree with the better suited test (B in the
figure) at the top in its place. The operator is illustrated in Figure 6.3.

4. Revising an internal node: The previous operator can cause a loss of
a lot of information. Instead of removing the original subtree, another
option would be to repeat the subtree that starts with test A as both the
left and the right subtree of a new node with the better suited test B.
This is illustrated in Figure 6.4. This allows the re-use of the information
stored in the subtree of A while large parts of two subtrees can be pruned
again at later stages by operators 2 and 5 if needed.
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replace

A...

...

......

B

Figure 6.3: Operator for replacing a subtree

revise

A...

......

... B

A

......

A

......

Figure 6.4: Operator for revising an internal node

5. Pruning a subtree: This operator is related to the previous one, but
will shrink the tree instead of enlarging it. It is illustrated in Figure 6.5.
This operator will be called when a node can (or should) be deleted. Be-
cause of the dependencies between tests in a first-order tree, the choice of
subtrees to replace the original tree starting at the deleted node is limited
to the right-side one. As before, the left subtree can contain references
to variables introduced by the test used in the deleted node (B in the
illustration of Figure 6.5).

It might be interesting to mention the similarity of these operators to some
of the ones used in the incremental clustering system Cobweb [Fisher, 1996].
Cobweb performs hierarchical clustering, and as such builds a tree-shaped struc-
ture very similar to the decision trees we want to build. Cobweb uses a large
number of operators and while some of these do not make sense in the decision
tree context, others do. In particular, the subcluster splitting and merging oper-
ators inspired similar operators. Up till now the use of such operators has been
limited in incremental decision tree learning, and the question arises whether
they would be helpful in this context, especially for first-order decision trees,
where the classical operators such as swapping tests between parent and child



6.3. RESTRUCTURING FIRST-ORDER TREES 133

remove

...

A
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... B

... A

......

Figure 6.5: Operator for pruning a subtree

are less applicable.

6.3.2 The TgR Algorithm

We now describe an algorithm TgR that will collect a number of statistics
to decide on the appropriate application of the operators. Just like the Tg
algorithm, TgR will not store learning examples, but discard them after the
update of the statistics in the tree.

The first two operators are quite simple. The leaf splitting operator is the
same as used in the Tg algorithm, so TgR will take the same approach as Tg
for deciding when to use it.

A test is pruned and its leaves are joined by operator 2 when the predictions
made by the two leaves become similar enough to forget about the distinction
between the two cases. In particular, the parameters fσr,delete and fσa,delete

of the system specify the required relative and absolute variance reduction for
a test to be considered useful. If sufficient statistics have been collected to
conclude that np

n σ
2
p + nn

n σ
2
n > fσr,deleteσ

2
total + fσa,delete the two leaves are

joined. As before, an F-test can be used to determine the significance but the
parameters fσr,delete and fσa,delete can usually be chosen in such a way that
the difference does not need to be significant. Note that values fσr,delete >
1 indicate that the split actually decreases performance. As for the splitting
operator, a parameter mssdelete can be used to specify that this operator can
only be applied after a minimum of examples are processed in that node.

For the replacement and revision operator (operators 3 and 4), TgR re-
members the same statistics for all the nodes of the tree as Tg stores in the
leaves of the tree. This allows a statistical F-test to detect when a new test
becomes significantly better than the chosen one. Because test-revision (oper-
ator 4) is an expensive operation for first-order trees, as the size of the tree
can grow substantially, the significance level required before committing to the
revision should be kept very high. More precisely, before deciding to revise
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a split, sufficient statistics should be collected to conclude that the variance
reduction of the new test is a (user-specified) factor larger than the variance
reduction of the old test. The operation is particularly expensive because in
general the statistics for some candidate test extensions in the (duplicated)
subtree below the revised node can not be computed from the current tree. As
we do not remember examples, these statistics will have to be built from zero
over time. In contrast, the predictions in the leaves of the transformed tree can
be computed from the statistics for the candidate test introduced higher, e.g.
when in Figure 6.4 the new test B is introduced at the top node, then B is
available as candidate test in all nodes below A (because in each of these nodes
at least the variables available at the top node will have been introduced). For
example, for the left copy of the subtree below A, the prediction value for a leaf
C can therefore be computed from the statistics in the original leaf C of the
examples for which candidate test B succeeded. Also note that the subtree at
A is not necessarily completely duplicated: if B already occurs as a test in the
subtree, only one of its subtrees will occur in each copy. Similar parameters as
for the previous operator can be used to determine the significance (fσr,revise,
fσa,revise and mssrevise).

For the fifth operator, TgR stores the predictive performance of both the
entire subtree and just the right subtree of each node of the tree. When there
is little or no difference between them, the left-subtree and its parent node can
be pruned. In particular, the parameters fσr,prune and fσa,prune of the system
specify the required relative and absolute reduction in mean squared error of
the examples when comparing the full tree and its right subtree. If there is
sufficient evidence that this objective is not met, the left subtree is pruned
away. Notice that one can do this only with the right subtree because removing
the right subtree and the top node may leave tests in the left subtrees with
variables which were introduced in the removed top node. This would change
the meaning of these tests.

The replace operator can operate using the statistics of the previous two.
It will compare the expected mean squared error of the best test that was not
selected in every node with the mean squared error given by the predictions
of the entire subtree. When the MSE of the single test is a lot better than the
MSE of the entire subtree, TgR will remove the subtree and install an internal
node with the better test instead.

To summarize the difference in stored statistics: TgR stores the same statis-
tics as Tg, but it stores them for every node in the tree whereas Tg stores them
only in the leaves of the tree. On top of this, to be able to use the pruning and
replacing operator, TgR stores the predictive performance of both the entire
subtree and just the right subtree for each node in the tree.

Example 6.1 (Example of applying the revision operator) We will il-
lustrate the behavior of the most complex operator, namely the revision oper-
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N1: p(A,B)

L8

N3: r(A)

N2: q(B)

N4: r(C)

N6: q(C)

N7: r(D)

L7

L6

L5

L2L1

N5: p(A,C)

L3 L4

Figure 6.6: Example tree before applying the revision operator

ator (operator 4), with an example. Consider the example tree in Figure 6.6.
Assume that a certain point in time, it turns out that it would be significantly
better to use the test r(A) in node N1 instead of the currently used test p(A,B),
i.e.,

np,p(A,B)

n
σ2
p,p(A,B) +

nn,p(A,B)

n
σ2
n,p(A,B)

is significantly higher then

fσr,revise

(np,r(A)

n
σ2
p,r(A) +

nn,r(A)

n
σ2
n,r(A)

)
+ fσa,revise

The result of installing this new test in node N1 with the revision operator is
shown in Figure 6.7. Note that the nodes that are represented by double lines
are those nodes that are fully reused from the original tree (in Figure 6.6).
The statistics for the other internal nodes are reset and need to be collected
from zero. The values in the leaf can be computed from the original tree. The
value for leaf L11 for instance is computed from the statistics of leaf L6 in the
original tree and more specifically from the statistics np,

∑np

i=1 xpi
,
∑np

i=1 x
2
pi

for
the candidate test r(D) in leaf L6. Furthermore note that some nodes such as
e.g. L10 and N12 have become irrelevant and will be deleted later by operators
(2) and (5).
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6.4 Theory Revision and Transfer Learning

In this section, we will discuss the connection between theory revision and
transfer learning.

6.4.1 Introduction

Inductive transfer or transfer learning is concerned with the connection between
learning in different but related contexts. More specifically, in a reinforcement
learning context, the goal of transfer learning methods is to accelerate the
learning performance of a learning agent in a new (but related) task, i.e., with
a smaller amount of training experience. See also Section 2.5.

Concept drift [Widmer and Kubat, 1996] refers to changes over time in
the concept under consideration. Examples include socioeconomic phenomena
such as fashion, but also more technical subjects such as computer-fraud and
-intrusion. In a machine learning context, concept drift is usually seen as an
added difficulty in a learning task and has given rise to the field of theory
revision.

In principle, the two notions of transfer learning and concept drift are sim-
ilar. Both deal with a change in the target hypothesis, but both also assume
that there will be large similarities between the old and the new target concept.
The biggest difference between the two problem definitions is that for transfer
learning, it is usually known when the context change takes place. For concept
drift, this change is usually unannounced.

Hence, we would like to investigate the possibility of using methods from
theory revision in a transfer learning context. While reinforcement learning, we
will try to recycle from one task, those parts of a learned policy that still hold
relevant information for a new, related task using the TgR-algorithm.

6.4.2 Related Transfer Learning Approaches

In Section 2.5 we gave an overview of transfer learning approaches for rein-
forcement learning. In this section, we will relate some existing transfer learn-
ing methods to the approach we propose here, i.e. applying theory revision
methods in general and TgR in particular to the transfer learning setting.

A lot of transfer learning approaches use a mapping to relate the new task
to the task for which a policy was already learned. This mapping relates fea-
tures from the old task to features from the new task. How this mapping is then
used to transfer knowledge about the learned policy differs between approaches.
Quite often, the previously learned policy is used to guide exploration in the
new task. In the approach of Madden and Howley [Madden and Howley, 2004],
the learner will, after gaining enough experience in a simple task using a stan-
dard tabular Q-learning algorithm, use a symbolic learner and a propositional
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representation of the task to build a generalized policy based on the learned
Q-values. This policy is then used to aid exploration in a more difficult version
of the task.

Related to this, Fernandez and Veloso [Fernández and Veloso, 2006] re-
use the policy as one option of a probabilistic exploration strategy which has
a choice over exploiting its current learned policy, choosing a random explo-
ration action or exploit the previously learned policy. The use of a similarity
measure between policies allows for the discovery of classes of similar policies
and, as a consequence, a basis (or library) of core policies, which can be used
to study structural aspects of the learning domain. Currently, the application
of this approach is limited to simple domains such as navigational problems.
The authors state that applying their approach to more complex domains will
require a mapping such as discussed above.

The two approaches described above use the learned knowledge from the
first task to aid exploration in the new (usually more difficult) task. Although
guided exploration is well suited to overcome the problem of sparse rewards in
complex reinforcement learning tasks, we believe that a lot of knowledge is lost
if one only uses the experience form the first task to steer exploration. In the
context of concept drift or theory revision it is common to try to use knowledge
learned previously to facilitate learning the new concept.

Torrey et al. [Torrey et al., 2005] use transfer learning to generate advice to
speed up reinforcement learning. They use a SVM regression approach to ap-
proximate the Q-function of a task. The advice consists of relative information
about Q-values of different actions as learned in the original task. The Q-value
estimates of the original task are translated to the new domain using a human
designed mapping of state-features and actions. The advice is incorporated into
the new task by adding the information about Q-values as soft-constraints to
the linear optimization problem that approximates the Q-function for the next
task. In follow up work [Torrey et al., 2006], the advice is generated from the
original Q-function automatically through the use of a relational rule learner
and extended with user-defined advice. Although this approach does incorpo-
rate knowledge about the Q-values of the first task into the construction of
the Q-function of the second task, we still feel that a lot of (possibly useful)
knowledge about the structure of the Q-function is lost.

We would like to reuse those parts of the Q-function or a policy that hold
useful information in the new task. The approach of Taylor et al. [Taylor et al.,
2006] [Taylor et al., 2007] takes a small step into this direction. They use neural
networks to represent policies in an evolutionary algorithm. After learning on
one task, the resulting population of neural networks is restructured to fit the
new task using a human designed mapping of features and actions between the
two domains. These newly constructed neural networks are then used as the
starting population for a genetic algorithm to optimize the policies towards the
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new task.
Also related to our work is the approach used by Banerjee and Stone [Baner-

jee and Stone, 2007]. There, a reinforcement learner transfers knowledge be-
tween games from the general game playing challenge [Genesereth and Love,
2005] by constructing features that are game independent. These features en-
code search knowledge as used by adversarial planning techniques. Examples
include creating a fork and avoiding the opportunity for the opponent to do the
same. Since recognizing these features is important for general game playing
purposes, we will include them into the knowledge available to our learning
system when learning in the general game playing context in Section 6.5.2.2.

However, we would like to re-use partial policies to a larger extent. As is
often done in theory revision approaches, we will preserve structures in the
target function that were discovered for the first task when they apply to the
second and expand on them or, if necessary delete them from the learned model
when needed. Building an adapted model of the target concept based on already
discovered structural knowledge about related tasks should facilitate learning
in a new task and thus create a new form of transfer learning for reinforcement
learning.

6.5 Empirical Evaluation

We will perform experiments in two contexts, namely concept drift and induc-
tive transfer for reinforcement learning. We will use Bongard problems for the
concept drift experiments and relational reinforcement learning in the blocks
world and the tic-tac-toe game as described in the general game playing chal-
lenge [Genesereth and Love, 2005] for the inductive transfer.

6.5.1 Bongard Problems with Concept Drift

Figure 6.8: Three Examples of the Bongard Classification Problem

Bongard problems[Bongard, 1970] have been used regularly to illustrate the
difference in expressive power between propositional and first-order logical rep-
resentations. One learning example in a Bongard learning problem consists of a
set of geometric objects, each of which can have a varying amount of properties
and relations to each other. Figure 6.8 shows three learning examples. As can
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be observed, the number of objects varies between them, as does the number
of relations, such as in/2 or leftOf/2, between those objects. Some objects can
have extra properties such as orientation/1 (up or down) for triangles, which
make no sense for other objects such as the circles. These properties of the
Bongard learning problem make it unsuited for propositional approaches.

For our experiments, we created a database of Bongard examples (with
every example having randomly 0 to 4 circles, 0 to 4 triangles and a number
of in/2 relations depending on the concept) and feed them to the learning
algorithm one by one, together with the classification (positive or negative) for
a chosen concept. After a certain number of learning examples, we change the
concept. We will show the predictive accuracy (tested on 500 examples) for
Tg and TgR on all problems. The results are averaged over 10 runs of the
experiments and shown on the graphs per 100 processed learning examples.

In the first experiment we interleave two target concepts. We start with the
target concept “Is there a triangle inside a circle?” (A) for 2000 learning exam-
ples, then change the target concept inoto “Is there a circle inside a triangle?”
(B) and alternate the two in an ABABAB fashion every 5000 learning exam-
ples. We give 5000 episodes extra to the final B concept to illustrate further
convergence of both Tg and TgR. Figure 6.9 (upper) shows the predictive
accuracy of Tg and TgR during these concept changes. As can be easily ob-
served from the graph, TgR is able to keep up with the concept changes while
Tg adapts much more slowly. Figure 6.9 (lower) shows the tree sizes for the
two algorithms.

Note that the tree size of the theory built by TgR grows when there is
a change in concept and reduces again to the optimal one. This experiment
also shows the independence of the TgR algorithm to the number of already
processed examples. This independence results from the fact that TgR does not
need to remember past experience, in contrast to, for example the Relational
Utrees [Dabney and McGovern, 2007].

In a second experiment, we increase the difficulty of the concept change dur-
ing the experiment. We again start with concept A and change it into concept
B after 5000 learning examples, but after 10 000 examples we change it into
“Is there a circle in a circle?” and after 20 000 learning examples into “Is there
a triangle in a triangle?”. The concept changes are ordered by difficulty, i.e. by
the size of the subtree that will have to be changed. Between the first two con-
cepts, there is only a change in the relationship of the two objects involved. The
built tree will still have to verify the existence of both a circle and a triangle,
but will have to change the test on the in/2 relation. The second change will
require the change of both the in/2 relation and one of the existence checks.
The last step changes the entire concept.

Figure 6.10 shows the performance of both TgR and Tg. To investigate the
influence of the different operators we also show results of TgR where not all
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Figure 6.9: Accuracy (upper) and tree sizes (lower) of Tg and TgR on the
Bongard problem with ABABAB concept drift
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operators are enabled: the used operators are given between brackets where the
numbers refer to the numbering in Section 6.3.1. It is clear that TgR adapts to
concept changes better and faster than the Tg algorithm. Tg quickly starts to
slow down and, after a while, is not able to react to the concept changes within
a reasonable amount of learning examples. The right graph clearly shows the
advantage of TgR with respect to the size of the resulting theory. Although
this is difficult to show, TgR succeeds in transferring the usable part of its tree
through the concept changes.

It is also clear that TgR does not require all operators to outperform Tg
although the best performance and the smallest tree sizes are obtained when
all operators are enabled. When operator 3 is not used the resulting theory is
slightly bigger. Also note that when the revision operator is used, the size of
the tree is usually a bit bigger due to the copying of subtrees but gets reduced
when given enough time to converge.

6.5.2 Relational Reinforcement Learning

We will show experiments in the blocks world and Tic-Tac-Toe. In the experi-
ments, we use two versions of the RRL system, one that uses Tg as a regression
algorithm to approximate the Q-function and one that uses the new TgR al-
gorithm. We will refer to these two systems with RRL-Tg and RRL-TgR
respectively.

6.5.2.1 Blocks World

We first consider our standard deterministic blocks world with 7 blocks (Envi-
ronment 1). Figure 6.11 shows the results of both RRL-Tg and RRL-TgR. It
is clear from the graph that the results of the RRL-TgR algorithm is slightly
better although the learning curve is not so smooth. In fact, setting the opti-
mal values for the different operators is not straightforward as a non-optimal
setting could actually lead to a decrease of performance.

6.5.2.2 Tic-Tac-Toe

We also present an experiment using the same Tic-Tac-Toe application as in
the transfer learning approach using relational options (Environment 5).

Figure 6.12 shows the percentage of draws (the optimal result) RRL achieves
against an optimal player. The conclusions are similar as for the blocks world
experiment.
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Figure 6.10: Accuracy (upper) and tree sizes (lower) of Tg and TgR on the
Bongard problem with increasingly difficult concept changes. The

variances are omitted for clarity, but there is a significant
difference in tree sizes.
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Figure 6.11: Results of RRL-Tg and RRL-TgR in the blocks world

6.5.3 Relational Reinforcement Learning with Transfer of
Knowledge

In the blocks world experiments, we added transfer learning to the regular
blocks world setting by allowing the agent to train in worlds with easier goal-
concepts before learning the target task.

In the setting with inductive transfer, the agent’s goal in the first 100
episodes is to clear 2 target blocks ((clear(A), clear(B)) in a world with 5
blocks where the agent receives a reward of 0.9 when completing this goal. Af-
ter these initial 100 episodes, the number of blocks is increased to 7 blocks. In
episode 300 the goal is changed to the on(A,B)-goal and finally to the target
goal-concept of on(A,B) in an environment with 9 blocks at episode 500.

Figure 6.13 shows these results (with the results from Fig. 6.11 repeated).
One can see that the use of inductive transfer is especially helpful for the RRL-
TgR algorithm.

Making a direct comparison of the RRL-TgR system to the Relational
UTrees of [Dabney and McGovern, 2007] is difficult, both because they did not
perform any experiments involving changing goals and because they only report
results obtained by an ε-greedy policy on the on(A,B) task in a blocks world
with three blocks. We can state however that on on(A,B) in a world with three
blocks, RRL-TgR clearly learns much faster (converging to an optimal policy
after 200-300 learning episodes with a maximum length of 3 steps) than the
results reported in [Dabney and McGovern, 2007] where an “epsilon-optimal”
policy is only reached after learning on 20.000 (state,action)-pairs.
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Figure 6.12: Results of RRL-Tg and RRL-TgR in the Tic-Tac-Toe domain

6.6 Conclusions and Future Work

6.6.1 Conclusions

We designed a first-order decision tree algorithm that uses five tree-restructuring
operators suited for first-order decision trees to adapt its theory to changes in
the target concept. The tree-restructuring operators take the dependencies that
occur between the tests in different nodes in first-order trees into account and
can be applied without the need to store the entire past training experience.

Experimental results from a Bongard learning problem with concept drift
showed that the resulting algorithm is indeed capable of dealing with changes
in the target concept using partial theory revision. Experiments with relational
reinforcement learning show both that the new algorithm allows the RRL sys-
tem to react to goal changes more rapidly and to benefit from the re-use of parts
of previously learned policies when the learning task becomes more difficult.

6.6.2 Future Work

Although we did mention the difference between concept drift and transfer
learning which states that with transfer learning one usually knows when the
task changes, we did not use this information in the presented approach.

This causes the current implementation of the TgR algorithm to spend a
lot of its time detecting the occurrence of concept drift before responding to
it. It makes it moreover more difficult to choose a good parameter set since it
would be more natural to have a parameter setting that is more reactive to
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Figure 6.13: Results of RRL-Tg and RRL-TgR in the blocks world with
inductive transfer

concept drift shortly after changing to the target task and a parameter setting
that is more restrictive during the normal learning phase. For use in transfer
learning, this can and should be avoided by letting the algorithm know from
the start that the concept has changed. The exploitation of this knowledge is
an important direction for future work.

While one could easily change the parameters of TgR and relax the pre-
conditions for applying the restructuring operators, one should not only take
care with operators like test-revision, that can substantially increase the size
of the tree to avoid the theory from growing too large, one should also avoid
confusing the normal evolution of utility values in reinforcement learning with
concept drift.



Chapter 7

Learning Probabilistic
Logical Models

7.1 Introduction

In Chapter 4 we introduced model-based relational reinforcement learning. In
these approaches the agent learns a model of the environment that allows the
agent to generate artificial training examples through simulation and to adopt
planning techniques to make more informed decisions. We argued that learning
such a model is a non-trivial task in the relational setting as shown in the
field of statistical relational learning [Getoor and Taskar, 2007]. To simplify
learning, we therefore proposed a learning technique that imposed restrictions
on the models it could learn. More specifically, we assumed limited dependencies
between random variables in the same state.

In this chapter, we propose a learning method capable of learning more
expressive models that do not have these restrictions. We present generalized
ordering-search, an algorithm to learn both structure and conditional probabil-
ity distributions (CPDs) of directed probabilistic logical models. The algorithm
is based on the ordering-search algorithm for Bayesian networks [Teyssier and
Koller, 2005] . We use relational probability trees as a representation for the
CPDs.

In principle this algorithm can be used in an online learning setting by
applying incremental learners (such as for instance the one in the previous
chapter). But since the learning of probabilistic logical models is a difficult
problem, we however decided to rule out the influence of the additional com-
plexity of online learning and we will therefore focus on learning models from
a fixed dataset in this chapter. Also note that the algorithm we present in this
chapter is not limited to relational reinforcement learning problems but can
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be used to learn models that describe any problem domain with a relational
structure and that exhibits stochastic or noisy characteristics.

7.1.1 Contributions and Bibliographical Note

The contributions of this chapter are three-fold. First, we introduce generalized
ordering-search, an algorithm to learn both structure and conditional probabil-
ity distributions of Logical Bayesian Networks (LBNs) [Fierens et al., 2005a].
Second, we investigate the use of relational probability trees [Neville et al., 2003;
Fierens et al., 2005b] as compact and interpretable models of conditional prob-
ability distributions. Third, we empirically evaluate the performance of our
algorithm.

The work in this chapter has been published before [Ramon et al., 2008].

7.1.1.1 Contributions of the Author

The work that will be presented in this chapter is not only the contribution of
the author of this dissertation, but was done in collaboration with Jan Ramon
and Daan Fierens [Ramon et al., 2008]. More specifically:

• The contributions of the author were to develop an algorithm for learning
Logical Bayesian Networks and to experimentally evaluate this algorithm.

• The contributions of Jan Ramon and Daan Fierens were to describe this
algorithm as an extension of the ordering-search algorithm [Teyssier and
Koller, 2005] and to discuss the existing learning approaches for learning
probabilistic (logical) models.

7.1.2 Structure of this Chapter

The remainder of this chapter is structured as follows. First, we introduce prob-
abilistic models in Section 7.2. In Section 7.3 we review learning algorithms for
Bayesian networks. In Section 7.4 we introduce our algorithm for learning di-
rected probabilistic logical models. In Section 7.5 we validate our work through
a set of experiments. In Section 7.6 we conclude and provide some directions
for further work.

7.2 Probabilistic Models

7.2.1 Introduction

Probabilistic models are models that define a probability distribution on data.
One popular class of these models are probabilistic graphical models [Pearl,
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1988; Jordan, 1999] which use a graph to (compactly) represent conditional
independencies. Depending on the kind of graph that is used, models are usually
categorized as directed (Markov networks or Markov random fields (MRFs)) or
undirected (Bayesian or Belief networks (BNs)) although there are also some
mixed models.

These models usually consist of two parts: one part that specifies the condi-
tional (in)dependencies (the ‘structure’) and one part that specifies the param-
eters of the model. In a Bayesian Network for instance, a directed acyclic graph
(DAG) is used to indicate the conditional (in)dependencies. The nodes in the
graph represent the random variables (RVs) and an arc from node A to node
B can be informally interpreted as indicating that A “causes” B1. In addition
to the graph structure, a BN specifies a Conditional Probability Distribution
(CPD) at each node. This CPD gives the probability that the child node takes
on a certain value, given the values of its parent.

Recently there has been a lot of interest in lifting these models to the re-
lational case in order to be able to deal with problem domains that exhibit
a complex, relational structure with stochastic or noisy characteristics. These
lifted models are referred to as probabilistic logical models and both undi-
rected (e.g. Markov Logic Networks [Richardson and Domingos, 2006] and re-
lational dependency networks [Neville and Jensen, 2007]) as directed models
(e.g. Bayesian Logic Programs [Kersting and De Raedt, 2001] and Probabilistic
Relational Models [Getoor et al., 2001]) have been proposed.

One of the advantages of undirected models is their ability to deal with
cyclic dependencies, a disadvantage is that this usually complicates seman-
tics and inference. More precisely, inference for undirected models often relies
on Markov Chain Monte Carlo approaches such as Gibbs sampling. Such ap-
proaches are computationally expensive and need special care when applied on
models with deterministic dependencies as often occur in background knowl-
edge of ILP applications. In this chapter we will focus on directed probabilistic
logical models.

7.2.2 Directed Probabilistic Logical Models

A variety of formalisms for describing directed probabilistic logical models has
been proposed: Probabilistic Relational Models [Getoor et al., 2001], Bayesian
Logic Programs [Kersting and De Raedt, 2001], Logical Bayesian Networks
[Fierens et al., 2005a] and many others. Although most authors describe high-
level algorithms to learn models in their formalism or provide arguments to
show that such algorithms can be developed, there are still many problems that
have not been studied in detail. One such problem is how to deal with recursive
dependencies. Consider for example our blocks world environment where the

1Directed cycles are therefore not allowed
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on/2 predicate is used to represent the configuration of blocks: for each pair
(A,B) of blocks we have to state whether on(A,B) is true or false. Obviously
some (recursive) dependencies hold between all the different on/2 facts. There
are some simple, deterministic dependencies (e.g. if on(a, b) is true than on(b, a)
is false) but there might also be some more complex, probabilistic dependencies
(e.g. stacks of many blocks might be unlikely due to instability). In undirected
models we could state that each on/2 fact depends on all other on/2 facts,
but in directed models this is not allowed since it would lead to cycles. Hence,
learning a directed probabilistic logical model of the dependencies between all
on/2 facts is a challenging problem.

7.2.3 Logical Bayesian Networks

We will use the terminology of Logical Bayesian Networks [Fierens et al., 2005a]
but our discussion applies equally well to related probabilistic logical formalisms
such as Bayesian Logic Programs [Kersting and De Raedt, 2001] and Proba-
bilistic Relational Models [Getoor et al., 2001].

A Logical Bayesian Network (LBN) is essentially a specification of a Bayesian
network conditioned on some predicates describing the domain of discourse. An
LBN consists of three parts: a set of random variable declarations specifying
the RVs, a set of conditional dependency clauses specifying dependencies be-
tween these RVs and a set of CPDs quantifying these dependencies. We now
illustrate this with two examples.

Example 7.1 (LBN for the Genetics domain) Let us first consider a sim-
ple example concerning the inheritance of genes [De Raedt and Kersting, 2004].
We have a set of people with their family relationships; each person is character-
ized by having or not having a particular gene. Whether a person has that gene
depends on the presence of the gene in the parents. Assuming there is no un-
certainty about the family relationships, we can use standard logical predicates
person/1 and parent/2 to model them. The uncertainty about the presence of
the gene is modeled using a probabilistic predicate gene/1. Each ground atom
gene(p) represents an RV indicating whether person p has the gene or not. The
first part of the LBN states the relevant RVs, i.e. all gene(P ) RVs with P a
person:

random(gene(P ))← person(P ). (7.1)

The second part of the LBN states the dependencies between the RVs, i.e.
gene(C) depends on gene(P ) if P is a parent of C:

gene(C) | gene(P )← parent(P,C). (7.2)

Finally, a full LBN for this example would also include a CPD for the gene/2
predicate that quantifies exactly how a gene(C) depends on gene(P ).
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Example 7.2 (LBN for the Blocksworld domain) Let us now consider a
possible LBN for the blocks world domain. To model the dependencies between
the positions of different blocks we can use a logical predicate block/1 that iden-
tifies all blocks and a probabilistic predicate on/2 to model the configuration of
the blocks. The relevant RVs are all on(X,Y ) RVs with X a block and Y a
block or the floor:

random(on(X,Y ))← block(X), block(Y ). (7.3)
random(on(X, floor))← block(X). (7.4)

Next, we have to state the dependencies between the RVs. In the most general
case we could assume some ordering on the RVs and specify that each RV can
depend on all RVs preceding it in the ordering:

on(W,X) | on(Y,Z)← ordering(on(W,X), on(Y, Z)). (7.5)

Here ordering/2 is a logical predicate that specifies a (full or partial) order-
ing on ground on/2 atoms. The concrete ordering to be used depends on how
the current configuration of blocks was created. For instance, if the configu-
ration was created from some known previous configuration by applying some
stochastic actions, the ordering could be determined by this previous configu-
ration (see also Section 7.5 for more examples). Note that a full LBN for this
example would also include a CPD for the on/2 predicate that quantifies how
an on(X,Y ) RV depends on all RVs preceding it in the ordering. We will argue
later that such CPDs can be represented by relational probability trees.

Usually for a particular application the RVs are given but the dependencies
(including the definition of the ordering/2 predicate in the previous example)
and the CPDs have to be learned. In the next sections we introduce a learning
algorithm to do this.

7.3 The Propositional Case: Learning Bayesian
Networks

There exist several approaches for learning Bayesian networks. We now review
two approaches, structure-search and ordering-search, since we need the intro-
duced terminology later.

The most traditional approach to learning Bayesian networks is to per-
form structure-search [Heckerman et al., 1995], which is basically hill climbing
through the space of possible structures. Starting from an initial structure, a
number of possible refinements of this structure are evaluated and the best
refinement is chosen as the new structure. This process is repeated until an
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accurate structure is found or until none of the refinements yields any improve-
ment. A refinement of a structure is usually obtained by adding, deleting or
reversing an edge in the current structure. Only refinements that are acyclic
graphs are allowed (hence for each refinement an acyclicity check needs to be
performed). To assess the quality of a structure a scoring criterion is used such
as likelihood, marginal likelihood or minimum description length. Computing
the score of a structure usually requires computing the optimal CPDs for the
structure first.

A recent alternative approach is based on the observation that it is rela-
tively easy to learn a Bayesian network if a causal ordering on the RVs is given
[Teyssier and Koller, 2005]. More precisely, an ordering on the RVs eliminates
the possibility of cycles and hence makes it possible to decide for each RV X
separately which RVs (from all RVs preceding X in the ordering) are its par-
ents. Suppose for instance that we use probability trees to represent CPDs. For
each RV X we learn a probability tree with as inputs all RVs preceding X in
the ordering. The probability tree identifies which of these RVs are relevant for
predicting X (they will become the parents of X) and specifies how they influ-
ence X (the CPD for X). Hence, such a set of probability trees fully determines
a Bayesian network.

In theory we can use any ordering on the RVs to learn a Bayesian network2.
However, the ordering used influences the compactness (number of edges) of the
resulting Bayesian network. Some orderings might lead to a Bayesian network
with only a few edges, while other orderings lead to an almost fully-connected
network. This of course also influences learnability since a network with many
edges has a lot of parameters and, as a consequence, is difficult to learn reliably
from a limited amount of data. Hence, when using the above strategy to learn a
Bayesian network it is important to use a good causal ordering. Unfortunately,
such an ordering is usually not known in advance.

To solve the problem that a good ordering is usually not known, Teyssier
and Koller [Teyssier and Koller, 2005] introduced ordering-search. Ordering-
search performs hill-climbing through the space of possible orderings, in each
step applying the above strategy to learn a Bayesian network for the current
ordering. A refinement of an ordering is obtained by swapping two adjacent
RVs in the current ordering. The score of an ordering is defined as the score of
the Bayesian network obtained for that ordering.

Teyssier and Koller [Teyssier and Koller, 2005] experimentally compared
structure-search and ordering-search and found that ordering-search is always
at least as good as structure-search and usually faster. As an explanation of
these results, Teyssier and Koller note that the search space of orderings is

2This is because a joint probability distribution can be decomposed using any ordering.
For example P (X, Y, Z) can be decomposed as P (X)P (Y | X)P (Z | X, Y ) using the ordering
X, Y, Z or as P (Z)P (Y | Z)P (X | Y, Z) using the ordering Z, Y, X, and so on.
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smaller than the search space of structures and that ordering-search does not
need acyclicity tests, which are costly if there are many RVs.

7.4 The Relational Case: Learning Directed Prob-
abilistic Logical Models

In this section we introduce an algorithm, generalized ordering-search, for learn-
ing directed probabilistic logical models. This algorithm is the result of upgrad-
ing the propositional ordering-search algorithm for Bayesian networks to the
relational case. We start by motivating why the propositional ordering-search
algorithm needs to be upgraded and we explain our generalized ordering-search
algorithm on a high level in Section 7.4.1. In Sections 7.4.2 and 7.4.3 we explain
the different steps of the algorithm in more detail. For the sake of clarity, in
Section 7.4.4 we give a brief overview of the entire algorithm. Finally, in Section
7.4.5 we discuss the relation with some other existing algorithms for learning
directed probabilistic logical models.

7.4.1 Generalized Ordering-search: Motivation and Out-
line of the Algorithm

Directed probabilistic logical models, and in particular LBNs, can be learned
from a set of examples each consisting of an interpretation of the logical pred-
icates and a specification of all ground RVs and their values.

Since Teyssier and Koller [Teyssier and Koller, 2005] found ordering-search
to perform better than structure-search for learning Bayesian networks, we will
now generalize ordering-search to the relational case. As we discuss below, there
are two major differences between the propositional case and the relational case
which make the propositional ordering-search algorithm inapplicable to the
relational case. This leads to two modifications to this algorithm.

7.4.1.1 Difference 1: A Model of the Optimal Ordering is Needed

First consider the case where the hypothesis space is restricted to LBNs that are
acyclic at the predicate level. Obviously this does not include LBNs with recur-
sive dependencies such as in our blocks world example. Generalizing ordering-
search to such cases has not been done before but is rather straightforward.
Instead of having an ordering on RVs like for Bayesian networks, we now need
an ordering on the probabilistic predicates. We can perform hill-climbing over
the space of predicate orderings in essentially the same way as over the space of
RV orderings in the propositional case. As we explain later, the main difference
with the propositional case is that now more general CPDs are needed.
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Of course we also want to be able to learn LBNs that are cyclic at the
predicate level (but acyclic at the ground level). An important class of such
LBNs are LBNs with recursive dependencies such as in our blocks world exam-
ple. For such cases the easy approach of having an ordering on the predicate
level cannot be used anymore (since recursive dependencies would not be al-
lowed then). Instead we need an ordering on ground RVs. The problem with
this, however, is that the precise set of ground RVs depends on the domain of
discourse (constants, . . . ) and we want to learn an LBN that generalizes over
different domains of discourse. So we do not simply need an ordering on the
ground RVs but a general model that given any domain of discourse determines
an ordering on the ground RVs for that domain of discourse.

7.4.1.2 Difference 2: More General CPDs Are Needed

One of the main differences between learning Bayesian networks and learning
probabilistic logical models lies in the CPDs. In the relational case, we do
not want to learn a separate CPD for each ground RV. We want a model
that generalizes over different domains of discourse, which is usually obtained
by doing some kind of “parameter sharing” across RVs built from the same
predicate. In our case, this means that for each probabilistic predicate we want
to learn a single function that can be used to generate the CPD for any ground
RV built from that predicate. We call such a function a generalized conditional
probability function (GCPF). Informally, we can see a GCPF as a function that
takes as input a target RV X and the set of potential parents of X and has as
output the actual parents of X and the precise CPD for X with respect to these
parents. In the next section we argue that such a GCPF can be represented
and learned as a relational probability tree.

Two ground RVs from the same predicate might be at radically different
positions in the ordering on ground RVs. Hence, the set of potential parents
for these two RVs can be radically different. Consider again our blocks world
example. The first on(X,Y ) RV in the ordering has no potential parents, while
the last RV in the ordering has as potential parents all other on(X,Y ) RVs.
Nevertheless, we want a single GCPF that determines the CPD for any ground
on(X,Y ) RV. This implies that such GCPFs have to be quite general. More
precisely, a GCPF has to be able to deal with any set of potential parents.
However, once we have learned such a GCPF for each probabilistic predicate,
we can use it with any ordering of RVs. That means that if we decide to change
the ordering, we do not have to relearn the GCPFs. This is different from the
propositional case where CPDs are used that are much less general than GCPFs
and where, if we change the ordering, some CPDs have to be relearned (because
they use too many parents or not enough parents) [Teyssier and Koller, 2005].
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7.4.1.3 Generalized Ordering-Search

The above two differences between the propositional case and the relational
case each lead to a modification to the original (propositional) ordering-search
algorithm. First, we exploit the fact that GCPFs can be used with any ordering.
In the original ordering-search, a search over orderings is performed and for each
ordering (some of) the CPDs are relearned and applied to compute the score
for that ordering. In our new algorithm we avoid this relearning of CPDs by
learning general GCPFs once and then reusing them. Second, we need another
modification to the original algorithm since in the relational case we do not
want to learn an ordering on the RVs directly, but a model that determines an
ordering given a domain of discourse.

The above modifications result in the following generalized ordering-search
algorithm for learning directed probabilistic logical models. In the first step we
learn a GCPF for each probabilistic predicate by sampling from all orderings.
In the second step we learn a model of the optimal ordering by applying the
learned GCPFs to various orderings. We discuss these two steps in more detail
in the next sections.

7.4.2 Step 1: Learning Generalized Conditional Probabil-
ity Functions (GCPFs)

Formally we define a GCPF for a probabilistic predicate p as a function f such
that for any setR of ground RVs, any target T ∈ R built from p, any assignment
vT to T , any set E ⊆ R of known evidence RVs and any assignment vE to the
RVs in E, f(T, vT , E, vE ,R) = P (T = vT | R, E = vE), i.e. the probability
that T has value vT given the set of all RVs and the values of all RVs in E.

A GCPF can be represented as a relational probability tree [Fierens et al.,
2005b; Neville et al., 2003]. A relational probability tree represents a probability
distribution over the values of a target RV conditioned on the interpretation of
some input predicates. Hence, to represent a GCPF by a relational probability
tree we simply have to represent the “inputs” of the GCPF (T , R, E and vE)
under the form of an interpretation (additionally, all logical predicates of the
LBN are available as background knowledge to the GCPF as well). A test in an
internal node of the relational probability tree can be any Prolog query about
this interpretation. Concretely this means that tests can be about the target
RV T , about existence of a certain RV or RVs (a test on R), about whether
an existing RV is known or unknown (a test on E) and about the value of an
existing and known RV (a test on vE).

Given an ordering on the set of RVs, the GCPFs determine not only the
CPDs for all RVs but can at the same time be used to identify their parents.
To determine the parents of a target RV T built from p, the GCPF for p
is used with, as the set E, all potential parents of T (all RVs preceding T
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in the ordering). We then check which of these potential parents’ values are
effectively tested in the GCPF and these become the actual parents of T . Note
that this assumes that the GCPFs are selective. For instance, probability trees
are selective since they typically do not effectively test all the inputs but only
the most relevant ones.

GCPFs under the form of relational probability trees can be learned by
the Tilde system [Blockeel and De Raedt, 1998] adapted to learn probability
trees [Fierens et al., 2005b]. For each probabilistic predicate p we take a two-
step approach. In the first step we build a training dataset for this GCPF, the
GCPF dataset, by sampling from the original dataset. In the second step we
apply Tilde on this GCPF dataset to learn a relational probability tree. We
now discuss the first step in more detail.

In order to learn a GCPF for a probabilistic predicate p, we need a GCPF
dataset containing labelled examples (the number of examples is a parameter
of our algorithm). Each example consists of a set of RVs R, a target RV T
built from p and a set of known RVs E with their real values vE . The label of
an example is the real value vT of T for that example. Note that we want our
GCPFs to be applicable to any possible ordering of RVs, which means that a
given target RV T can have any set of potential parents E. Hence, constructing
an example for a GCPF dataset can be done as follows:

1. randomly select an example from the original dataset

2. randomly select a target RV T from the set R of all RVs built from p in
this example

3. randomly select a subset of the set R \ {T} and call this set E

4. look up the values vT and vE of T and E in this example.

7.4.3 Step 2: Learning a Model of the Optimal Ordering

In the first step we learned a set of GCPFs. Since each GCPF needs as input
the set of potential parents and this set depends on the ordering used, the
second step consists of learning which ordering works best. Such an ordering
together with the learned GCPFs fully determines an LBN. Since the precise set
of RVs depends on the domain of discourse, we cannot simply learn a specific
ordering. Instead we need to learn a general model that for any domain of
discourse determines the optimal ordering on the corresponding set of ground
RVs.

It is very complex to learn a model that directly predicts an ordering on
an arbitrary set. Instead we take the simpler approach of learning a model
that predicts for a given ordering and two given RVs adjacent in this ordering
whether it is beneficial or not to swap these two RVs. Given such a model,
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we can determine the ordering for any set of RVs using an appropriate sorting
procedure. Concretely, we start from the lexicographical ordering on the set of
RVs and traverse the ordering, in each step comparing two adjacent RVs and
swapping them if they are in the wrong order, until we reach the end.

To determine the optimal ordering we try to find the ordering that max-
imizes the likelihood of a training dataset3. Concretely, we use a relational
regression tree that takes as input an ordering and two RVs adjacent in this
ordering and that predicts the gain in likelihood for swapping the two RVs (if
the gain is positive, they will be swapped in the bubblesort, otherwise not).
To learn such a regression tree, we take a two-step approach. In the first step
we construct a regression dataset by computing differences in likelihood for
various orderings using the previously learned GCPFs. In the second step we
apply Tilde on this dataset to learn a relational regression tree [Blockeel and
De Raedt, 1998]. We now discuss the first step in detail.

To construct the regression dataset we construct a number of examples (the
number is user-specified) as follows:

1. randomly select an example from the original dataset

2. randomly select an ordering O on the set of all RVs in this example

3. randomly select two RVs RV1 and RV2 adjacent in O

4. compute the likelihood for O and for the ordering obtained by swapping
RV1 and RV2 in O (this step uses the learned GCPFs)

5. create an example consisting of an interpretation describing RV1, RV2,
the set of RVs preceding RV1 and RV2 in O and the set of RVs following
RV1 and RV2 in O, and labelled with the gain in likelihood for swapping
RV1 and RV2, as computed in step 4.

7.4.4 Overview of Generalized Ordering-search

For the sake of clarity, we now give a brief overview of the entire generalized
ordering-search algorithm.

1. For each probabilistic predicate p:

• Construct a GCPF dataset Dgcpf
p

• Learn a probability tree Tp from Dgcpf
p

2. Learn a regression tree T regr that specifies the optimal ordering for any
pair of RVs:

3In the experiments we always use another training dataset than the one used to learn
GCPFs.
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• Construct a regression dataset Dregr by traversing the space of or-
derings and computing the difference in likelihood between each two
neighboring orderings (using the trees Tp)

• Learn a regression tree T regr from Dregr
p

7.4.5 Related Work

There are two existing algorithms for learning directed probabilistic logical
models that are strongly related to generalized ordering-search: the learning
algorithms for Probabilistic Relational Models (PRMs) and Bayesian Logic
Programs (BLPs). Both algorithms are essentially upgrades of structure-search
to the relational case but differ in how they avoid cyclic dependencies.

The learning algorithm for PRMs [Getoor et al., 2001] checks acyclicity of
each candidate structure at the predicate level (with a structure we mean a set
of conditional dependencies). To accommodate for dependencies that are cyclic
at the predicate level but acyclic at the ground level (e.g. whether a person
has a gene depends on whether his/her parents have the gene), PRMs let the
user define guaranteed acyclic relationships (e.g. the parent relationship). While
this approach is indeed sufficient for simple examples, it is rather restrictive for
more general cases since it can become quite difficult for a user to specify all
such relationships beforehand. Consider our blocks world example. We want
to specify that an on/2 RV can depend on all other on/2 RVs preceding it
in some ordering and we want to learn the optimal ordering. Obviously, an
ordering needs to be acyclic. Hence, using PRMs the approach would be to
predefine a number of ordering relations (in terms of auxiliary predicates),
declare them as guaranteed acyclic and let the learning algorithm choose the
best one. However, given a number of auxiliary predicates it can become quite
cumbersome to enumerate all acyclic relationships that can be build out of
them. Using our generalized ordering-search algorithm, this problem does not
exist since our algorithm learns the optimal ordering directly.

The learning algorithm for BLPs [Kersting and De Raedt, 2001] requires
each candidate structure to be acyclic on all of the examples in the dataset.
Concretely, BLPs compute the ground Bayesian network induced by the candi-
date structure on each example and test acyclicity of all these ground networks.
While this approach is indeed less restrictive than that of PRMs, it can be very
inefficient. Teyssier and Koller [Teyssier and Koller, 2005] already reported for
the propositional case that the acyclicity tests required for structure-search
make it less efficient than ordering-search. For BLPs this problem is even mag-
nified. Whereas in the propositional case each candidate structure requires only
one acyclicity test with computational cost independent of the size of the data,
in the case of BLPs each candidate structure requires an acyclicity test for
each example. Hence, the computational cost of the acyclicity tests for a sin-
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gle candidate structure depends on the size of the data, both on the number
of examples and on the size of a single example. In contrast, our generalized
ordering-search algorithm does not require any acyclicity tests.

7.5 Empirical Evaluation

7.5.1 Setup

In this section, we want to evaluate empirically how well our contributions per-
form in practice. In particular, we want to investigate the following questions:

Q1 How well can our method learn an ordering? We will compare with a
“random” order (chosen arbitrarily) and with an “expert” order provided
by a (somewhat) knowledgeable expert.

Q2 How does our method of learning a GCPF compare with a more classical
approach of (iterating over) learning a conditional probability distribution
for a particular ordering?

We will use several evaluation criteria to answer these questions:

C1 Accuracy: To evaluate the accuracy of the models, we compute the log-
likelihood of a test set according to the different models learned on the
training set. The closer to zero, the better the model is.

C2 Compactness: Besides accuracy of the models, complexity is also an im-
portant evaluation criterion. We will consider the size of the models as an
indication for the complexity. In general, smaller models are preferred.

C3 Interpretability: A related criterion is interpretability. We will try to (sub-
jectively) evaluate the top of the learned decision trees.

C4 Efficiency: Finally, we want to evaluate what is the computational cost
of our approach. For this, we provide timings of our experiments.

All the reported results show the average over 10 runs with the correspond-
ing standard deviations. Unless mentioned otherwise, the testset for calculating
the log-likelihoods contained 10000 examples. For all the experiments default
parameters were chosen to learn the GCPFs (based on randomization tests)
and the regression trees.

7.5.2 Domains

We first describe the different domains in which we evaluated our approach.
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7.5.2.1 Genetics domain

As a first domain we use a classical simple genetics domain as described by
Example 7.1 in Section 7.2.2. Given is a set of people, whether they are male or
female, the parent relationship and for a number of persons whether they have
a particular genetic property. To show generalization over different domains of
discourse we opted to vary the size of the set of people between 4 and 24. The
genetic property is assumed to be dominant: every person has two (unknown)
chromosomes and if at least one of these has the property, then the person will
have the property. The task is then to predict for every person in the family
tree the probability that he/she will have the genetic property.

The predicate gene/1 is a probabilistic predicate and the logical predicates
we used are mother/2, father/2 and parent/2. In this domain, an example
is a family tree and Dgcpf , the size of the dataset used to learn the GCPFs,
is the number of family trees. From these we randomly select atoms with a
probability of 0.10.

7.5.2.2 Blocks World Domain

As a second domain, we will use the blocks world domain that has been used
throughout this dissertation. More specifically, we want to learn the transition
function for the blocks world as discussed in Chapter 4, i.e. the aim is to learn
an LBN that can predict the probability distribution over possible next states
given a certain state and action. The LBN for this domain consists of a prob-
abilistic predicate on/2 and logical predicates on previous/2 to describe the
previous state and action/1 to model the action that is executed as described
in Example 7.2 (Section 7.2.2).

The number of examples for Dgcpf refers to the number of state transitions.
As in the genetics domain, a sampling rate of 0.10 is used to select examples.

We will consider two variants of the blocks world where actions have stochas-
tic effects. In both variations the number of blocks is varied between six and
eight for different state transitions.

Blocks world with earthquake risk In the first variant, an earthquake
can occur after the normal effect of the action with a probability of 0.30. After
an earthquake, all blocks will be on the floor.

Blocks world with unstable blocks In the second variant of the blocks
world, blocks are unstable. This means that after the normal effect of an action,
every block has (independently) a probability of 0.15 of falling down. After a
block falls down, this block and all blocks above it will be on the floor. This
environment is interesting as there is an intuitive way to model the next state:
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a block is on the floor if it has fallen down itself or if any block which was below
it is on the floor.

7.5.2.3 Cora

We consider a subset of the Cora dataset [McCallum et al., 1999]. This dataset
consists of a set of 682 papers and their references and has been used4 for
various tasks, such as predicting the high-level topic of a paper [Neville et al.,
2003]. We consider the task of learning an LBN that models the dependencies
between the topics of all papers (topics of two papers might be dependent when
the papers are written by the same authors, when one paper cites the other,
etc.). We use a probabilistic predicate topic/1 and logical predicates author/2,
cites/2 and year/2 and some derived predicates (such as co-authorship).

7.5.3 Accuracy

In a first series of experiments, we compare the likelihood of the different mod-
els. In each case, we are considering an a priori defined “expert ordering”, a
“random ordering”, and the ordering we learned as described in Section 7.4.3.
The “expert ordering” is not always the optimal ordering, but the best or-
dering we can define a priori. In the genetics domain, the expert ordering is
constructed in such a way that the RVs representing the genes of the parents
come before those of their children. For the blocks world domain with earth-
quake risk, it is not straightforward to construct an optimal ordering, therefor
we used the lexicographical order as “expert order”. This way, RVs on/2 with
the same block as their first arguments will be ordered together. As an expert
ordering in the blocks world with unstable blocks, the on/2 atoms have as po-
tential parents atoms where the second argument is at a lower height in the
previous configuration. As a baseline to compare with, we also mention the
likelihood of a model giving the prior distribution for every random variable
(i.e. a model in which all variables are independent).

We will also investigate whether, given a particular ordering, it is better
to use a general GCPF or an ordering-specific CPD. After learning the GCPF
and the optimal ordering, we generate training examples for this fixed learned
ordering, and learn a (specialized) CPD from it. This means that on the one
hand the learned CPD will be less general, as it will not be able to predict any
other conditional probability, but on the other hand it may be more accurate
because there are more training examples available for the chosen network
structure (while for the GCPF, the same number of examples cover any possible
network structure). We also compare with a CPD learned from an a priori
chosen ordering. Since the number of RVs varies, we use the lexicographical

4Several variants of the Cora dataset have been used in different papers, so results are
difficult to compare.
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ordering for this. Note that for the genetics domain, this behaves as a random
ordering and for the blocks world domains as an expert ordering. We will use
the latter notations to refer to this fixed lexicographical ordering for learning
CPDs.

ordering size Dgcpf size Dregr log-likelihood
random order 200 - -8.185 ± 0.048
expert order 200 - -8.146 ± 0.068
learned order 200 100 -8.104 ± 0.048
learned order 200 500 -8.044 ± 0.095
learned order 200 1000 -8.102 ± 0.050
random order 500 - -7.474 ± 0.085
expert order 500 - -6.549 ± 0.169
learned order 500 100 -7.166 ± 0.091
learned order 500 500 -7.185 ± 0.124
learned order 500 1000 -7.022 ± 0.114
random order 1000 - -7.331 ± 0.026
expert order 1000 - -6.391 ± 0.044
learned order 1000 100 -6.985 ± 0.090
learned order 1000 500 -6.892 ± 0.093
learned order 1000 1000 -6.756 ± 0.086
random order 5000 - -7.173 ± 0.022
expert order 5000 - -6.142 ± 0.022
learned order 5000 500 -6.738 ± 0.105
learned order 5000 1000 -6.710 ± 0.078
random order 10000 - -7.181 ± 0.012
expert order 10000 - -6.103 ± 0.016
learned order 10000 500 -6.623 ± 0.114
learned order 10000 1000 -6.660 ± 0.109
prior model - - -8.956 ±0.160

Table 7.1: Log-likelihoods of the models for the genetics domain.

Genetics domain Table 7.1 shows the results for the genetics domain for
varying sizes of the GCPF training set. These results show that the learned
ordering performs significantly better than a random order, but is outperformed
by the optimal ordering. Also observe that for this domain a reasonably good
ordering is learned with a small number of examples in Dregr.

The results of learning a CPD based on the learned ordering and the lexico-
graphical ordering can be found in Table 7.2 for the genetics domain. The last
two columns in this table repeat the results from Table 7.1 (without standard
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size size CPD GCPF
Dgcpf/cpd Dregr learned random learned random

200
100 -8.134 ± 0.085

-8.119 ± 0.023
-8.104

-8.185500 -8.098 ± 0.071 -8.044
1000 -8.134 ± 0.174 -8.102

500
100 -7.317± 0.133

-7.423 ± 0.047
-7.166

-7.474500 -7.167 ± 0.120 -7.185
1000 -6.920 ± 0.105 -7.022

1000
100 -6.930 ± 0.086

-7.332 ± 0.025
-6.985

-7.331500 -6.870 ± 0.083 -6.892
1000 -6.839 ± 0.135 -6.756

5000 500 -6.655 ± 0.079 -7.275 ± 0.096 -6.738 -7.173
10000 500 -6.640 ± 0.104 -7.158 ± 0.019 -6.623 -7.181

Table 7.2: Log-likelihoods of the learned CPD models for the genetics domain.

deviations). It shows that an ordering applied to the GCPF performs similar
to directly learning a CPD for this ordering. As a result, the log-likelihoods
obtained by the CPD from the learned ordering are better than those obtained
by the CPD of the random (i.e. lexicographical) ordering.

Blocks world domain The likelihoods obtained by the GCPF for the blocks
world with earthquake risk can be found in Table 7.3. As in the genetics domain,
our learned ordering performs better than a random ordering. It also shows that
the “expert ordering” only does better than the random ordering for bigger sizes
of Dgcpf , but performs worse than the learned order for smaller dataset sizes.
On the other hand, learning a good ordering is harder than in the genetics
domain which is also shown by the relative big differences in log-likelihoods
between different runs. Another observation is that sometimes using bigger
sizes of Dregr decreases performance which is probably due to overfitting.

Table 7.4 shows that in this domain directly learning a CPD from the “ex-
pert ordering” performs better than applying the expert ordering in the GCPF
(there are more training examples specific for that ordering). This does however
not hold for the learned ordering as applying the learned ordering on the GCPF
performs better than directly learning a CPD from this ordering. Moreover, for
small sizes of Dgcpf an ordering can be learned that performs better than the
expert ordering. (Note that it is easier to create bigger datasets for Dregr). In
future work we plan to investigate the possibilities to iterate between learning
a GCPF and learning an ordering. Such a strategy may avoid overfitting of the
learned ordering and obtain a more accurate GCPF in the subspace of cases
where it will be used together with the eventual ordering.
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ordering size Dgcpf size Dregr log-likelihood
random order 200 - -4.940 ± 0.320
expert order 200 - -5.225 ± 0.278
learned order 200 100 -4.612 ± 0.185
learned order 200 500 -4.993 ± 0.172
learned order 200 1000 -5.055 ± 0.304
random order 500 - -3.859 ± 0.116
expert order 500 - -3.905 ± 0.171
learned order 500 100 -3.906 ± 0.360
learned order 500 500 -3.789 ± 0.267
learned order 500 1000 -3.907 ± 0.227
random order 1000 - -2.980 ± 0.136
expert order 1000 - -3.085 ± 0.199
learned order 1000 100 -2.604 ± 0.418
learned order 1000 500 -2.539 ± 0.114
learned order 1000 1000 -2.572 ± 0.178
random order 5000 - -1.714 ± 0.097
expert order 5000 - -1.475 ± 0.120
learned order 5000 500 -1.416 ± 0.514
learned order 5000 1000 -1.343 ± 0.230
random order 10000 - -1.578 ± 0.027
expert order 10000 - -1.429 ± 0.038
learned order 10000 1000 -1.595 ± 0.164
prior model - - -21.194 ± 0.0318

Table 7.3: Log-likelihoods of the GCPF models for the blocks world with earth-
quake risk.



7.5. EMPIRICAL EVALUATION 165

size size CPD GCPF
Dgcpf/cpd Dregr learned expert learned expert

200
100 -5.563 ± 1.542

-3.740 ± 0.525
-4.612

-5.225500 -7.063 ± 4.175 -4.993
1000 -4.365 ± 0.914 -5.055

500
100 -4.342 ± 0.691

-3.418 ± 0.128
-3.906

–3.905500 -4.860 ± 0.674 -3.789
1000 -4.524 ± 0.328 -3.907

1000
100 -2.366 ± 0.623

-2.307 ± 0.116
-2.604

-3.085500 -6.984 ± 2.705 -2.539
1000 -4.410 ± 0.791 -2.572

5000 1000 -3.982± 1.364 -1.263 ± 0.031 -1.343 -1.475
10000 1000 -2.896 ± 0.922 -1.030 ± 0.042 -1.595 -1.429

Table 7.4: Log-likelihoods of the learned CPD models for the blocks world with
earthquake risk.

Table 7.5 shows the GCPF log-likelihoods and Table 7.6 the CPD log-
likelihoods for the blocks world with unstable blocks. An interesting observation
here is that although one expects the “expert ordering” to perform very well,
the learned ordering does slightly better. They both are significantly better
than the random order. The results for the CPD likelihoods are similar to the
previous blocks world domain and therefore only a limited number of results
are shown.

Cora dataset Finally, Table 7.7 shows the GCPF log-likelihoods for the Cora
dataset. Here too, the GCPF is significantly better than the a priori model,
whatever order is used. However, learning an order does not help much. As
the “expert-order” we ordered the papers by publication date, assuming that
references to earlier papers may give a hint at the subject of later papers. The
learned ordering function validates this guess: in most of our experiments it
contains only one test, either a published before/2 or a paper refers to/2 test.
The ordering function predicts only small likelihood differences, and this is
confirmed by the results in Table 7.7.

Summary To summarize the accuracy results (see also Table 7.8): it is shown
that the model using a learned ordering performs better than a random order
except when a very small sample is used to learn the ordering. When compar-
ing with the expert ordering, sometimes the learned ordering performs better,
sometimes the expert ordering. Taking larger samples to create the training
sets, both for learning the GCPF as for learning the ordering function, in-
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ordering size Dgcpf size Dregr log-likelihood
random order 500 - -4.138 ± 0.041
expert order 500 - -3.917 ± 0.054
learned order 500 100 -3.836 ± 0.095
learned order 500 500 -3.608 ± 0.529
random order 1000 - -3.400 ± 0.131
expert order 1000 - -3.188 ± 0.033
learned order 1000 100 -3.573 ± 0.168
learned order 1000 500 -3.213 ± 0.128
learned order 1000 1000 -3.054 ± 0.285
random order 5000 - -2.778 ± 0.039
expert order 5000 - -2.571 ± 0.036
learned order 5000 500 -2.432 ± 0.037
learned order 5000 1000 -2.459 ± 0.056
random order 10000 - -2.432 ± 0.031
expert order 10000 - -2.623 ± 0.058
learned order 10000 1000 -2.450 ± 0.079
prior model - - -21.194 ± 0.0318

Table 7.5: Log-likelihoods of the models for the blocks world domain with
unstable blocks.

size size CPD GCPF
Dgcpf/cpd Dregr learned expert learned expert

1000
100 -4.677 ± 1.215

-2.501 ± 0.311
-3.573

-3.188500 -3.833 ± 0.554 -3.213
1000 -3.296 ± 0.294 -3.054

Table 7.6: Log-likelihoods of the learned CPD models for the blocks world with
unstable blocks.

model Log-likelihood
random order 517.2 ± 0.1
expert order 515.7 ± 0.1
learned order 515.7 ± 0.1
a priori model 574.8 ± 0.1

Table 7.7: Log-likelihoods of the GCPF for the Cora dataset.
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creases performance.

dataset learned/random learned/expert random/expert
genetics 5/0 1/4 0/5

blocks world 3/2 4/1 3/2with earthquakes
blocks world 3/1 4/0 3/1with unstable blocks

Cora 1/0 tie 0/1
Total 12/3 9/5 6/9

Table 7.8: Sign tests for the obtained log-likelihoods of the different orderings
in the above datasets.

7.5.4 Compactness

domain number of nodes
random expert learned

Blocks (earthquake) - 27.250 ± 0.908 25.000 ± 2.538
Blocks (unstable) - 21.000 ± 1.030 27.875 ± 1.696
Genetics 30.200 ± 1.016 9.231 ± 1.712 21.900 ± 1.535

Table 7.9: Compactness of the different models with |Dgcpf | = 5000 and
|Dregr| = 1000.

In this section, we first examine more closely the CPDs learned for the
random, expert and learned ordering from the point of view of the compactness
of the learned theory. Table 7.9 shows the sizes (number of nodes of the decision
trees) of these CPDs. One can see that the CPDs learned using a learned
ordering are simpler than the CPDs learned using a random ordering, and
comparable in size with the CPDs learned using an expert ordering.

Table 7.10 shows more details for the genetics domain with |Dregr| = 500
(|Dregr| is less important in this domain). The details for the blocks world
domain with earthquake risk are given in Table 7.11. One can see, that although
the differences are usually small, the CPD for the learned ordering (the third
line for every entry of Dgcpf ) is a bit more compact that the CPD for the
random ordering (the fourth line). This holds especially for smaller values of
Dgcpf ). Also note that the size of ordering function stays rather small, although
it can be dependent on a specific GCPF.

As mentioned above, for the Cora dataset, ordering did not make much
difference. The size of the learned GCPF was 19.3 ± 5.1 nodes.
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|Dgcpf | mode time nodes log-likelihood

200

GCPF 0.802 ± 0.052 1.300 ± 0.353 -8.044 ± 0.095
ordering function 5.189 ± 1.796 1.600 ± 0.864 -
learned CPD 0.899 ± 0.087 1.200 ± 0.263 -8.098 ± 0.071
random CPD 0.866 ± 0.140 1.222 ± 0.236 -8.119 ± 0.023

400

GCPF 5.459 ± 0.473 3.600 ± 0.233 -7.032 ± 0.121
ordering function 12.734 ± 1.554 4.444 ± 0.534 -
learned CPD 4.547 ± 0.288 3.222 ± 0.236 -7.025 ± 0.184
random CPD 5.351 ± 0.568 3.700 ± 0.225 -7.532 ± 0.096

1000

GCPF 39.013 ± 3.103 6.500 ± 0.724 -6.892 ± 0.093
ordering function 21.284 ± 3.718 4.800 ± 0.605 -
learned CPD 33.142 ± 2.667 6.300 ± 0.446 -6.870 ± 0.083
random CPD 32.389 ± 1.748 6.300 ± 0.446 -7.332 ± 0.025

2000

GCPF 63.838 ± 5.948 9.900 ± 0.675 -7.054 ± 0.062
ordering function 8.898 ± 1.624 3.556 ± 0.640 -
learned CPD 47.606 ± 2.000 9.111 ± 0.959 -7.073 ± 0.060
random CPD 62.234 ± 5.457 13.000 ± 1.414 -7.329 ± 0.037

5000

GCPF 487.013 ± 48.045 21.400 ± 1.157 -6.738 ± 0.105
ordering function 33.102 ± 2.162 5.700 ± 0.417 -
learned CPD 534.395 ± 64.672 21.900 ± 1.535 -6.655 ± 0.079
random CPD 500.938 ± 26.422 20.200 ± 1.016 -7.275 ± 0.096

10000

GCPF 813.168 ± 56.362 35.900 ± 2.856 -6.623 ± 0.114
ordering function 17.516 ± 1.212 5.700 ± 0.473 -
learned CPD 829.347 ± 57.709 33.300 ± 2.982 -6.640 ± 0.104
random CPD 805.273 ± 60.820 32.300 ± 1.707 -7.158 ± 0.019

Table 7.10: Compactness and efficiency for learning models in the genetics
domain with |Dregr = 500|.
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|Dgcpf | mode time nodes log-likelihood

200

GCPF 1.680 ± 0.170 3.400 ± 0.233 -5.055 ± 0.304
ordering function 266.942 ± 41.641 12.700 ± 3.027 -
learned CPD 1.848 ± 0.147 3.333 ± 0.250 -4.365 ± 0.914
expert CPD 1.780 ± 0.148 3.556 ± 0.186 -3.740 ± 0.525

500

GCPF 5.412 ± 0.415 9.100 ± 0.711 -3.907 ± 0.227
ordering function 659.804 ± 168.979 33.300 ± 4.098 -
learned CPD 5.021 ± 0.390 7.000 ± 0.544 -4.524 ± 0.328
expert CPD 4.501 ± 0.187 7.700 ± 0.473 -3.418 ± 0.128

1000

GCPF 8.346 ± 0.113 14.800 ± 0.492 -2.572 ± 0.178
ordering function 470.531 ± 193 60.1 ± 10.787 -
learned CPD 8.550 ± 0.988 13.200 ± 0.843 -4.410 ± 0.791
expert CPD 7.900 ± 0.273 13.900 ± 0.576 -2.307 ± 0.116

2000

GCPF 17.797 ± 0.583 21.000 ± 1.871 -1.884 ± 0.213
ordering function 372 ± 57.7 51.000 ± 4.950 -
learned CPD 33.8 ± 12.4 15.667 ± 3.629 -2.047 ± 0.527
expert CPD 17.913 ± 1.150 19.333 ± 1.472 -1.390 ± 0.074

5000

GCPF 292.707 ± 2.668 38.143 ± 1.771 -1.343 ± 0.230
ordering function 832.574 ± 370.131 75.714 ± 15.680 -
learned CPD 305.184 ± 17.595 26.600 ± 4.522 -3.982± 1.364
expert CPD 286.274 ± 2.273 27.250 ± 1.908 -1.263 ± 0.031

10000

GCPF 762.232 ± 24.852 55.600 ± 1.239 -1.595 ± 0.164
ordering function 3971.604 ± 1737.964 58.700 ± 13.726 -
learned CPD 929.314 ± 100.562 33.400 ± 5.602 -2.896 ± 0.922
expert CPD 748.939 ± 21.360 47.200 ± 1.897 -1.030 ± 0.04

Table 7.11: Compactness and efficiency for learning models in the blocks world
with earthquake risk with |Dregr = 1000|.
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7.5.5 Efficiency

In Table 7.10 we compare the time for learning a GCPF with the time for
learning a CPD for a fixed ordering in the genetics domain and in Table 7.11
for the blocks world domain with earthquake risk. All timings are in seconds.
Similar timings were obtained for the other domains under consideration. Also,
timings scale well when larger samples are generated for training. As can be
seen, the learning time and complexity for the GCPF is similar to that of the
expert CPD.

7.5.6 Interpretability

In many cases, the ordering learned in our experiments (and in particular the
top tests of the decision tree) reflected some knowledge which is important for
the domains and provides a good way to structure a network.

As an example, Figure 7.1 shows the ordering function learned in the gene
domain with both the size of Dgcpf and Dregr equal to 1000. The regression
tree predicts the gain in log-likelihood when swapping atom A and atom B
in the bubble sort algorithm meaning that the atoms will be swapped if a
negative value is predicted. Note that in the genetics domain, the expert order
performed significantly better than the learned ordering. The topmost test in
the tree checks if atom B is parent of atom A. If this is the case, a negative
value is predicted indicating that atom B should be sampled first. This test
hence indicates that it is better if the RVs representing genes of children come
after the RVs representing the genes of the parents (as the genes of the parents
are (causes and hence) predictive for the children). Note that this is similar to
the expert ordering. The left subtree further tests if the value for a parent of
atom B is known for which the swap gives a bigger gain. The difference between
the learned ordering and the expert ordering arises from the sorting method in
combination with the small local effects such as for instance in the rightmost
nodes in Figure 7.1.

As mentioned earlier, even though the ordering did not have a significant
influence on the accuracy in the Cora dataset, the system consistently learned
an ordering function that places earlier papers first and more recent papers at
the end.

In summary, in both our synthetic and real-world domains, the learner
was successful in reconstructing the direction of causal relationships between
random variables.

7.5.7 Conclusions

Taking together the experimental results, we can answer our two questions as
follows:
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Figure 7.1: Regression tree T regr learned in the genetics domain with
|Dgcpf | = |Dregr| = 1000.



172 CHAPTER 7. LEARNING PROBABILISTIC LOGICAL MODELS

Q1 For the considered test domains, our method succeeds in learning an or-
dering that performs approximately equally well as the expert generated
orderings w.r.t. accuracy, model complexity and as far as the language
bias allows, also w.r.t. interpretability. The learned orderings are signifi-
cantly better than random orderings.

Q2 Learning a GCPF, compared to a more classical approach of (iterating
over) learning a conditional probability distribution for a particular or-
dering, produces a somewhat larger but more general conditional proba-
bility function while the computational complexity of learning a GCPF
is not larger than iterating a few times over learning a CPD for different
orderings.

7.6 Conclusions and Further Work

7.6.1 Conclusions

In this chapter we presented a novel algorithm for learning the structure of
directed probabilistic logical models. This approach can be seen as a general-
ization of ordering search. Due to the generalizing power of relational decision
tree learners, our approach can avoid the usual iteration over different candi-
date structures or orderings by following a two-phase learning process. We have
implemented our algorithm and presented promising empirical results.

7.6.2 Further Work

There are several directions for further work. First, we would like to develop
a more general representation of the model of the optimal ordering. Currently
we use a regression tree that specifies for each two RVs which RV should be
first in the ordering. This is a rather local model. It is interesting to investigate
whether an ordering can be specified in a more global way. This would allow us
to avoid the use of bubblesort to determine a concrete ordering and could be
beneficial since in our current approach the result of the bubblesort depends
on the initial (lexicographical) ordering.

A second direction is the investigation of more iterative methods where after
learning a GCPF and an ordering, the ordering is used to generate training
examples that are more interesting than the original random ones.

Another obvious part of future work is the adaptation of the generalized
ordering-search algorithm to an incremental learning algorithm and the inte-
gration with the model-based RRL framework. Possible questions that arise
here are for instance: Is it possible to use an incremental tree learner like TgR
to learn the GCPF? How often does the optimal ordering have to be relearned
and how should these datasets be generated? Is relearning the CPD using the
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optimal ordering still beneficial or does the more general GCPF have advan-
tages in the online setting?
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Chapter 8

Conclusions

In this chapter we summarize our main contributions and conclusions. We also
provide some directions for future work.

8.1 Summary of Contributions and Conclusions

As stated in the opening chapter, the goal of this dissertation was to study
techniques that improve the learning behavior of relational reinforcement learn-
ing through assistance of various learned models. To this end, we developed
different model-assisted approaches for relational reinforcement learning. Since
these approaches are based on learning additional models, we also presented
some methods that are capable of learning better models. Our contributions
and conclusions with respect to these topics are the following.

• As a first contribution we presented relational options as an upgrade
of the options framework [Sutton et al., 1999] to the relational case. Rela-
tional options add temporal abstraction to RRL as the original framework
did to the propositional case. Furthermore, we have shown how relational
options can be used to equip an RL-agent with skills based on knowledge
learned in previous tasks. We also presented a method capable of learning
relational options in an online learning setting.

• Next, we investigated model-based relational reinforcement learn-
ing. We have presented marlie (Model-Assisted Reinforcement Learning
in Expressive languages), the first system to learn a relational transition
and reward function on-line. We empirically evaluated the performance
of this learning algorithm and proposed two different methods to exploit
this learned model. We experimented both with a relational upgrade of
the Dyna architecture [Sutton, 1991] and a simple planning approach.
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The main conclusion is that the marlie algorithm is capable of learning
a model of the world online and that the empirical results are encouraging
to develop further methods that can exploit such a world model.

• An interesting testbed for model-assisted approaches for RRL are multi-
agent systems. Multi-agent systems are not only complex domains but
the additional uncertainty caused by the presence and influence of other
agents, can give agents that learn about and from other agents an ad-
vantage. We introduced multi-agent relational reinforcement learn-
ing, the novel idea of cross-fertilization between relational reinforcement
learning and multi-agent systems to solve complex multi-state dynamic
planning tasks. We discussed the possible benefits of integrating rela-
tional learning into MASs. Our experimental results illustrate the advan-
tages of using RRL in MAS to deal with the relational structure between
agents. More specifically, we have shown that when using a relational ap-
proach, agents can gain a learning speedup through advice seeking. The
performance of the learning agents can also be increased by using the
observations over other agents to learn a relational structure between the
agents.

• Several relational regression algorithms have been developed for relational
Q-learning but the incremental relational tree learning algorithm (Tg)
is the one most often used. An important disadvantage of this algorithm
is however that it can make non-optimal decisions early in the learning
process. This results in trees with less informative tests in the top nodes
and as a result much larger trees because it has to compensate for them
in the lower parts of the tree. To overcome this problem, we have pro-
posed an incremental relational regression tree learner that uses
operators that can revise the tree and hence undo earlier decisions. We
have introduced different tree-restructuring operators that take the de-
pendencies that occur between the tests in different nodes in first-order
trees into account and can be applied without the need to store the entire
past training experience. We empirically showed that this new algorithm
can better adapt its theory to changes in the target concept compared to
the Tg algorithm.

• When applying model-based relational reinforcement learning, the agent
learns a model of his environment. Since this model needs to be able to
deal with both relations and uncertainty we developed as our last con-
tribution generalized ordering-search. This algorithm can learn both
structure and conditional probability distributions of directed probabilis-
tic logical models.
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8.2 Future Work

Relational reinforcement learning is still a young, but very challenging area.
Hence, there are still many open problems and many directions for future re-
search.

• For instance, most relational reinforcement learning approaches are based
on learning a utility or Q-function (such as the approaches presented
in this dissertation). It is however well known that even for relatively
simple (optimal) policies, the Q-function can be very complex, especially
in complex domains that contain a lot of objects since the Q-function
implicitly also encodes the distance to the reward. If the Q-function is
complex, it is inevitably also hard to learn. Approaches that can operate
without learning such a utility function might therefore yield a big gain.
The work of [Kersting and Driessens, 2008] provides an important step
in this direction.

• The use of relational representations allow generalization across objects
as e.g. in the learned Q-function. Most relational reinforcement learning
approaches however still operate on the ground level when deciding which
action to execute. In relational Q-learning for instance, the agent com-
putes the Q-value for every possible action in his current state which is
used as a basis for his decision. In statistical relational learning, there
has recently been a lot of progress concerning lifted inference (see e.g. [de
Salvo Braz et al., 2005], [Milch et al., 2008]). For relational reinforcement
learning approaches it would be useful to be able to perform lifted deci-
sion making so that the grounding becomes the last step in the decision
making progress.

• Several RRL approaches have been proposed lately, but it is often hard to
compare these different approaches since they are tested in different envi-
ronments. Although the typical domain is the blocks world environment,
small changes between the different setups make a comparison hard if not
impossible. Note that this is not only a problem for relational approaches
but for the entire reinforcement learning community. There has recently
however been a growing interest in providing general testbeds for rein-
forcement learning algorithms (see e.g. http://logbook.rl-community.
org/ and http://www.rl-competition.org/). We believe that a (fur-
ther) development of these testbeds is important for (relational) rein-
forcement learning research.

The above are rather general ideas for future work. We now discuss some
ideas that are closer related to the work in this dissertation.

http://logbook.rl-community.org/
http://logbook.rl-community.org/
http://www.rl-competition.org/
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• A logical direction for future work is combining different approaches pre-
sented in this dissertation. A first step could for instance be to adapt the
generalized ordering search to an incremental learning algorithm so that
it can be used by the marlie algorithm. Another interesting step would
be to develop methods that allow agents in a MAS to exchange more
general knowledge. This knowledge can for instance be learned skills or
options, (a part of) transition function and so forth. One could also in-
vestigate if a model of the environment can be learned by several agents
in cooperation.

• Another important part of future work we see is the development of
more advanced planning approaches for model-based RRL. There has
recently be quite some interest in probabilistic and stochastic planning
which has led to several developments of efficient planning techniques
for relational or first-order MDPs (see e.g. [Joshi and Khardon, 2008;
Joshi et al., 2009] [Sanner and Boutilier, 2009]). In future work, we would
like to investigate if these techniques can be combined with the marlie
algorithm either by an adaptation of the planning techniques or by a
change in the representation of the learned models.
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revisited. Artificial Intelligence, 125(1-2):119–153, 2001.

[Stolle and Precup, 2002] Martin Stolle and Doina Precup. Learning options
in reinforcement learning. In Proceedings of the 5th International Symposium
on Abstraction, Reformulation and Approximation, pages 212–223, London,
UK, 2002. Springer-Verlag.

[Stone, 2000] Peter Stone. Layered Learning in Multiagent Systems: A Winning
Approach to Robotic Soccer. MIT Press, Cambridge, MA, USA, 2000.

[Strehl et al., 2007] Er L. Strehl, Carlos Diuk, and Michael L. Littman. Effi-
cient structure learning in factored-state mdps. In Proceedings of the Twenty-
Second National Conference on Artificial Intelligence (AAAI-07, 2007.

[Struyf et al., 2005a] Jan Struyf, Celine Vens, Tom Croonenborghs, Sašo
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