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Abstract

In this paper, an improved Monte Carlo based technique is presented to perform a
per-pixel final gather step, also referred to as a local pass in radiosity computations.
Using importance sampling based on the results from the finite-element radiosity
computation, we achieve a very high image quality at a much lower cost compared
to other common techniques. The theory in this paper examplifies how finite element
and Monte Carlo techniques for rendering can be combined elegantly.
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1 Introduction

First, we briefly present the main ideas behind radiosity methods, radiance reconstruction and
Monte Carlo integration, introducing terminology. Some previous per-pixel reconstruction tech-
niques are presented inx2. Our new improved technique will be outlined in sectionx3. Finally
the results are discussed inx4.

1.1 Radiosity methods and radiance reconstruction

Light transport in an environment consisting of diffuse surfaces only and with absence of parti-
cipating media is described by the equationL(x) = Le(x) + Lrefl(x)= Le(x) + fr(x) Z
 L(rt(x;�x)) os �xd!�x (1)

where� L(x) is the total exitant radiance[W=m2sr℄ at pointx on a surface. Although proportional
to radiosityB(x) = �L(x) [W=m2℄ in a diffuse environment, it is a more fundamental
quantity to describe light transport;� Le(x) andLrefl(x) are the self-emitted and reflected radiance at pointx respectively;� fr(x) is the bi-directional reflection distribution function (BRDF) [1=sr℄ at pointx. The
BRDF does not depend on incoming or outgoing directions and is proportional to the
reflectivity�(x) = �fr(x) for diffuse reflectors;� 
 the hemisphere of all directions at pointx;� d!�x a differential solid angle around direction�x = (�x; �x) at pointx.� rt(x;�x) the nearest visible point fromx in the direction�x (ray-trace function);

It is often more appropriate to express (1) in terms of pointsx andy on surfaces only:L(x) = Le(x) + fr(x) ZA L(y)G(x; y)dAy (2)

with G(x; y) = os �x os �yr2xy vis(x; y)
the radiosity kernel, and� A is the set of all points on surfaces in the scene;� dAy a differential area at pointy;

3



� �x and�y the angle which the line connecting the pointsx andy makes with the normal on
the surface at respectively pointx andy;� rxy is the distance between the pointsx andy;� vis(x; y) is 1 if both points are mutually visible and equals0 otherwise.

The most common approach to compute light transport in diffuse environments is to approximate
the surfaces in the scene by planar triangles and/or convex quadrilaterals called patches and to
approximate the radiance on each patchi as a linear combination of basis functions�i;�(x):~L(x) = X� Li;��i;�(x) � L(x)~Le(x) = X� Ei;��i;�(x) � Le(x)
By substituting these expressions forL(x) andLe(x) in (2) and after projection on the basis
functions�i;� a set of linear equations with unknownsLi;� results. Solving this set yields~L(x)
for all points on the patches. A popular choice for�i;� is one constant basis function per patch:�i(x) = 1 if x 2 patchi and0 if x 62 patchi:
If the reflectivity �i = �fr(x) is constant over the patchi, this choice leads to the classical
radiosity equations [4]: Li = Ei + �iXj FijLj
with form factors Fij = 1Ai ZAi ZAj G(x; y)� dAxdAy:
Although it is not restricted to the constant radiance approximation, we will outline our technique
for this case only.

Some defects in the computed radiance solution, using the constant radiance approximation,
are:� artificial discontinuities in the computed radiance function at element boundaries. With

non-constant radiance approximations, the derivatives ofthe radiance function will be dis-
continuous, resulting in disturbing Mach-band effects;� radiance is sometimes poorly reproduced inside the elements as well. Incorrectly repro-
duced shadow boundaries and light- or shadow leaks are the most noticeable symptoms
of this problem. When using non-constant approximations, there is no guarantee that the
computed radiance will be positive on all points of a single patch. Regions where the
radiance has been clipped to zero are very disturbing as well.
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A number of techniques to partially solve these problems aredescribed in [3]. A very common
solution is to compute radiances at the vertices of elementsbased on the computed radiance of the
elements sharing the vertex, and then to apply Gouraud interpolation to reconstruct the radiance
inside the elements. This remedies for discontinuities in radiance value at element boundaries,
but shadow boundaries are still incorrectly reproduced andlight- and shadow leaks still occur.
First-order discontinuity meshing [3] remedies for incorrectly reproduced shadow boundaries
and light- and shadow leaks. Disturbing Mach-band effects at element boundaries due to discon-
tinuities in the first derivative of the reconstructed radiance function can be remedied by using
appropriate interpolation techniques.

Alternatively, when a very high image quality is needed, onewill evaluateL(x) = Le(x) + fr(x) ZA ~L(y)G(x; y)dAy (3)

at one or more points visible in every pixel of the image. The reconstruction technique presented
in this paper belongs to this class and a short survey of such techniques will be presented inx2.

1.2 Monte Carlo integration

Our reconstruction technique is based on Monte Carlo integration using importance sampling.
In this section we briefly present the main ideas of this integration technique [5].

The basic idea of Monte Carlo integration is to estimate the value of an integralI = Z 10 f(x)dx
by taking a uniformly sampled random point�x in the domain (which is here for simplicity the
interval[0; 1℄) and using< I >1= f(�x) as estimator. The expected value of the estimator< I >1
is equal to the integralI: E[< I >1℄ = Z 10 f(x)dx = I:
However, iff is not a constant function,f(�x) will rarely yield the exact integralI. The varianceV [< I >1℄ = Z 10 (f(x)� I)2dx = Z 10 f 2(x)dx� I2
is a measure for the reliability off(�x) as an estimate for the integralI. Variance is visible as
noise in images rendered with Monte Carlo techniques.
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Variance can be reduced in several ways:� By taking more samples: ifN samples�xi are taken according to a uniform probability
distribution, the expected valueE(< I >N) of the estimator< I >N= 1=N Pi f(�xi)
equals the integralI, but the varianceV (< I >N) = 1N Z 10 f 2(x)dx� 1N I2
has been reduced by a factorN compared toV (< I >1); Theoretically, the variance
only becomes 0 if we take an infinite amount of samples. However, a “large” number of
samples can also yield relatively reliable results. An image computed with a Monte Carlo
algorithm, using a huge number of samples, has the advantageof yielding a very small
variance and thus producing an almost exact result, since the expected value still is the
value we want to compute. Such an image can therefore be used as a reference image to
compare with other techniques;� By stratified sampling: if each of the samplesxi is selected according to a uniform prob-
ability distribution in separate intervalsXi such that

SiXi = [0; 1℄, the variance is reduced
to V (< I >) = 1N Z 10 f 2(x)dx� NXi=1 I2i
whereIi = RXi f(x)dx. We assumed equal-sized intervalsXi in this formula;� By importance sampling: when a sampling point�x is chosen according to a non-uniform
probability density function (pdf)p(x), the expected valueE(< I >) of the estimator< I >= f(�x)=p(�x) is equal to the integral to be computed:E(< I >) = Z 10 f(x)p(x) p(x)dx = Z 10 f(x)dx = I
The varianceV (< I >) of this estimatorV (< I >) = Z 10  f(x)p(x)!2 p(x)dx� I2 = Z 10 f 2(x)p(x) dx� I2
will be zero ifp(x) is chosen proportional tof(x): p(x) = f(x)=I. In this case one sample
would suffice to know the integral exactly (the sample yieldsthe proportionality factor off(x) andp(x)). Constructing such a pdf however requires knowingI, which is exactly
the integral we want to compute. One may expect however that fewer samplesxi will be
needed to estimate the integral with equal accuracy if a pdfp(x) is chosen with shape that
matches the shape off(x) rather well.

Our radiance reconstruction technique, outlined inx3, makes use of importance sampling using
the form factors and approximate radiance solutions obtained during the finite-element compu-
tations.
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2 Per-pixel radiance reconstruction techniques

In this section a short survey of per-pixel radiance reconstruction techniques is given.
The basic idea is to compute the average radianceLpix received through each pixelpix at the

eye pointeye: Lpix = 1
pix Z
pix L(rt(eye;�eye))d!�eye (4)

where
pix is the projection of the pixelpix onto the unit sphere around the eye pointeye.
The integral in (4) is estimated using a Monte Carlo technique: one or more random directions�eye 2 
pix to the pixel are chosen. For each�eye, L(x) with x = rt(eye;�eye) is computed
using (3): L(x) = Le(x) + fr(x) ZA ~L(y)G(x; y)dAy:
The average of theL(x) obtained this way is an estimate forLpix.

The per-pixel reconstruction methods described in the literature differ in the way (3) is eval-
uated:

2.1 Form factors per pixel

Equation (3) is equivalent toL(x) = Le(x) + fr(x)Xj ZAj ~L(y)G(x; y)dAy:
All terms ZAj ~L(y)G(x; y)dAy = Lj ZAj G(x; y)dAy = Lj�FdAx;j;
whereFdAx;j is the point-x to patch-j form factor, are evaluated with equal precision regardlessof
the contribution of elementj to the illumination atx [8]. When the point-to-patch form factors
are computed by integration over the surface of the patchesj, some artifacts may occur near
discontinuities in the radiosity kernelG(x; y). These can be remedied by evaluating the point-
to-patch form factors using integration over the sphericaltriangle or quadrilateral
j subtended
by elementj on the hemisphere at pointx instead of integrating over the surface ofj. Other
artifacts are due to the constant radiance assumption, and disappear when higher-order bases are
used. This technique results in images that are indistinguishable from the reference image in
figure 4.

A less accurate but generally faster alternative is to compute all the required point-to-patch
form factors using the hemicube method [2]. An exact solution, by projecting the scene onto
the hemisphere at pointx and then evaluating the form factors to each visible part by contour
integration is described in [10].

In general however, most of the elementsj contribute very little to the illumination at pointx. Evaluating the point-to-patch form factorsFdAx;j with equal precision regardless of the con-
tribution of j to the illumination atx is highly suboptimal. The new technique we propose inx3
does an optimal division of work over the linked elementsj.
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2.2 Monte Carlo integration

Equation (3) is also equivalent toL(x) = Le(x) + fr(x) Z
 ~L(rt(x;�x)) os �xd!�x: (5)

The integral in the right hand side can be estimated by Monte Carlo techniques. One easy way
is to use stratified sampling of the hemisphere at pointx according to aos �x probability distri-
bution.

As is evident in figure 1 this technique may result in very poorsampling of the direct illu-
mination at pointx. This is due to the fact that light sources or other very influential elements
may subtend only a small solid angle on the hemisphere at mostpointsx. Spikes from direct il-
lumination in the incoming radiance distribution can be handled efficiently by a technique often
referred to asnext event estimation: the integral in (5) is split in two partsZ
 ~L(rt(x;�x)) os �xd!�x = Z
 ~Le(rt(x;�x)) os �xd!�x+ Z
 ~Lrefl(rt(x;�x)) os �xd!�x:
The indirect-illumination integral (over~Lrefl = ~L � ~Le) is estimated using Monte Carlo tech-
niques while the direct-illumination integral, a sum of integrals over each light source directly
contributing light tox can be handled similarly to the per-pixel form factors technique ofx2.1:Z
 ~Le(rt(x;�x)) os �xd!�x = Xl ZAl ~Le(y)G(x; y)dAy= Xl El�FdAx;l:
With next event estimation, the direct illumination at point x is computed accurately (see fig-
ure 2) but variance on the indirect illumination estimationis visible as noise. Noise is the main
drawback of this technique. To reduce noise by a factorS, S2 more samples need to be taken. In
the technique we propose inx3 noise is reduced by exploiting as much as possible the knowledge
about the scene that is available from the finite element computations.

In [9] only the direct-illumination integral (over~Le) is evaluated, while indirect illumination
is obtained by interpolating the radiances from the radiosity mesh. The distinction between
primary and secondary light-sources is however rather arbitrary. In [7] an algorithm is presented
in which the illumination from the most important secondarylight sources in the scene is re-
evaluated as well. The technique we propose inx3 does an unbiased selection of sources however.
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3 Monte Carlo per-pixel radiance reconstruction using op-
timal importance sampling

3.1 The basic idea

Optimal Monte Carlo estimation by means of importance sampling ofZA ~L(y)G(x; y)dAy =Xj ZAj ~L(y)G(x; y)dAy (6)

will be obtained if we can construct a probability density function which closely resembles the
integrand~L(y)G(x; y). From the finite-element computations, the following data are available
that can be used to construct a good pdf:� Approximations for the average radiance on each patchj:Lj = 1Aj ZAj ~L(y)dAy;� The average point-x-to-patch-j form factorFdAx;j for pointsx on patchp, visible through

the pixel being considered, to each linked elementj of p:�Fpj = 1Ap ZAp ZAj G(x; y)dAxdAy � �FdAx;j = ZAj G(x; y)dAy;
We propose to perform the choice of a sample to evaluate (6) intwo steps:

1. The choice of an elementj to sample, or in other words, the choice of a term in the sum of
(6): the probability of choosing patchj should be proportional toZAj ~L(y)G(x; y)dAy � �FpjLj
We thus assign each patchj a probabilityPj = FpjLjPj FpjLj (7)

of being sampled.

2. Evaluation of 1Pj ZAj ~L(y)G(x; y)dAy (8)

for the elementj selected in step 1. Several methods for evaluating this integral are pos-
sible. We have implemented and compared the following sampling schemes:
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(a) Method A: Choosing a sample pointy with uniform probability 1Aj on patchj. An
estimate for the integral given in (8) isAjLj os �x os �yr2xy vis(x; y)

(b) Method B: In [1] an algorithm is presented to sample a random direction with uniform
probability 1
j on a spherical triangle
j. This can be used to sample the equivalent
integral Z
j ~L(y)vis(x; y)os�xd!�x
wherey is the point on patchj visible along the direction�x 2 
j. An estimate for
the integral in (8) is then 
jLjvis(x; y)os�x

(c) Method C: Theos �x can be taken into account as well when choosing a sample
using rejection sampling on a bounding region�
j for 
j on the hemisphere. The
bounding region is defined by intervals[�1; �2℄ and[�1; �2℄ bounding all(�; �) 2 
j.
The integral in (8) is then equivalent withLj Z�
j os � vis(x; y)R(y)d!� = Lj Z �2�1 Z �2�1 os � vis(x; y)R(y)d� sin �d�
where� y is the intersection of a line throughx along direction� = (�; �) with the plane

of patchj;� R(y), the rejection function, is 1 ify is inside patchj and 0 otherwise, equivalent
with whether� = (�; �) 2 
j.

Two uniformly distributed random numbers�1 and�2 define a sample(�; �) 2 �
j
according to aos � distribution with� = �1 + �1(�2 � �1)� = asin

qsin2 �1 + �2(sin2 �2 � sin2 �1):
An estimate for the integral is thenLjvis(x; y)R(y) Z�
j os �d!�
Alternatively one can generate samples until a non-rejected one (R(y) = 1) is en-
countered. In this case, Ljvis(x; y)
j�
j Z�
j os �d!�
is an estimate for the integral. However, if
j is malformed (
j � �
j), it may
take an arbitrary long time before a sample inside
j is generated. In practice, one
will switch to method A or B after a given number of rejections. We have used this
strategy in our implementation.
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(d) Method D: when patchj is fully visible from pointx, the point-to-patch formfactorFdAx;j can be computed analytically [3]. This will e.g. be the case if there is full
visibility between the patchesp andj. However, if this information is not available
from the finite element computations, one of the previous methods should be used
due to the cost of reliable visibility determination.

3.2 Handling colour

In x3.1 we have ignored the fact that radianceL(x; �) is a function of wavelength�. Most ren-
dering codes represent radiance only at a limited number of wavelengths (typical three channelsLr; Lg; Lb perceived as red, green and blue). This implies that there are potentially very different
probabilities (7), corresponding to each colour channel, to choose terms in the sum (6), e.g.:P rj = FpjLrjPj FpjLrj ; P gj = FpjLgjPj FpjLgj ; P bj = FpjLbjPj FpjLbj
The question is how these pdf’s should be used in order to generate optimal results and without
losing the advantages of our “good” sampling strategy.

One simple solution is to construct one combined pdfPj by using the sum of the radiance
components: Pj = Fpj(Lrj + Lgj + Lbj)Pj Fpj(Lrj + Lgj + Lbj) :
However, [11] presents a number of more efficient ways to combine different sampling methods
for the same process. We have used thebalance heuristicdescribed there to combine samples
generated according to each pdfP �j ; � = r; g; b. The number of samplesn� generated according
to each pdf was chosen proportional toP � = Pj P �j :n� = N � P �P� P �
whereN is the total number of samples to be generated. The weight1=Pj in (8) was replaced by1= �Pj with combined probability �Pj =X� n�N P �j :
4 Results and discussion

The figures show the results of the various techniques mentionned in this paper for a simple test-
scene consisting of 361 initial patches. The radiosity solution was obtained using a hierarchical
radiosity method [6]. After convergence, the 361 initial patches were refined into 6437 elements,
with 74464 links. The cost of tracing a ray through the scene is determined by the number of
initial patches, which is quite low in this example scene.
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Figure 3 shows the results of our new technique, handling colour using the balance heuristic
and sampling patches using method B. As evidenced from this figure, there is no need for next-
event estimation, unlike previsouly proposed Monte Carlo techniques (figure 1). Figure 1, 2 and
3 were generated using the same number of rays per pixel. The reduction of variance due to the
importance sampling is very clear. Remaining noise is to be attributed to discrepancies between
the proposed pdf and the integrand in (6). These are due to� inaccuracies in the evaluation of the form factorsFpj during the finite-element computa-

tions: ZAp ZAj G(x; y)dAydAx 6= �ApFpj� variation of~L(y) 6= Lj over the elementsj with non-constant radiance approximations;� variation ofFdAx;j 6= Fpj overp. This variation is due to

– changing visibilityvis(x; y) for x 2 Ap; y 2 Aj. This effect occurs near shadow
boundaries;

– the projection
j of j onto the hemisphere at pointx changes overp.� suboptimal sampling to estimate (8): with method Bos �x is not taken into account when
choosing a sample. With method Aos �y=r2xy is not taken into account either.

The cost of selecting a term in (6) is proportional to the number of terms, i.e. the number of
elements that contribute to the illumination at the pointx under consideration. This extra cost in
our new technique can be quite large but is independent of thenumber of rays per pixel. If only
few rays per pixel are needed in order to obtain a satisfactory image, traditional Monte Carlo
techniques will be preferred. For a sufficiently large number of rays per pixel, when the cost of
selecting a patch to sample in (6) becomes a smaller fractionof the total computing time, the
advantage of much lower variance for equal number of rays perpixel will be appreciated. This
is particularly true when noise-less images are to be generated.

However, the cost per element that may contribute to the illumination atx is much lower
than with the per-pixel-form-factors techniques, where a point-to-patch form factor needs to be
computed for each such element. Also the fact that with our technique more rays are cast to
important elements and none to unimportant ones, while the contribution of unsampled elements
is brought into account implicitly in an unbiased way, is definitely an advantage over per-pixel-
form-factors techniques.

While patch sampling method B was only slightly more expensive than method A, the RMS
difference of the resulting image compared to a reference image (figure 4) was about 9% lower.
The reference image was obtained using method B with 1000 samples per pixel. Method C
yielded almost no improvement over method B while it was about 3 times more expensive. Note
that these results depend highly on the scene to be visualised. For other scenes these numbers
were totally different and we found up to 20% improvement with method C over method B. Not
using a different sampling method, 56% more samples would berequired to achieve the same
reduction of noise. Which method should be used depends on the scene complexity as well: for
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Fig.1: Monte-Carlo without Next Event Estimation. Fig.2: Monte-Carlo with Next Event Estimation.

Fig.3: "Optimal" Monte-Carlo. Fig.4: Reference Solution.
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complex scenes, where the cost of tracing a ray out-weighs the cost of choosing a ray direction,
the more costly method C will be preferred.

Using the balance heuristic to combine samples chosen according to each pdf yielded a noise
reduction of about 3% compared to the simple solution at negligible extra cost. The noise reduc-
tion will be more important in scenes with e.g. light-sources having different colours.

5 Conclusion and future directions

We have presented a new Monte Carlo based technique for performing a final gather step follow-
ing finite-element radiance computations. In this new technique optimal advantage is taken from
the knowledge available from the finite-element computations: geometric relations between ele-
ments (reflected in the form factors) and an approximate solution for the radiance distribution.
With this new technique more work is spent in the computationof important contributions to
the illumination than in less important contributions. Unsampled contributions are brought into
account implicitly. There is an important reduction of noise using the same number of samples
per pixel compared to traditional Monte Carlo techniques. The disadvantage is the potential high
cost incurred in selecting a term to sample in (6). However, noiseless images, requiring a high
number of samples per pixel, can be obtained at much lower cost with this new technique than
with previously proposed techniques. Extension of the technique to radiance computations using
non-constant bases on the elements is straightforward.

Two directions of future research that will be explored are:� Integration of this technique in a final gather step accounting for specular reflection as well.
We expect this to work well for scenes in which most of the reflection is purely diffuse,
which is very often the case in practice;� Adaption of the technique for use with finite-element algorithms to compute radiance in
environments exhibiting glossy reflection.
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