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Abstract

The focus of this paper is on a data flow-transformation called ad-
vanced signal propagation. After an array is assigned, we can, under
certain conditions, replace a read from this array by the righthand
side of the assignment. This way we skip the intermediate assign-
ment so it possibly becomes dead code and we eliminate it. Where
necessary we distinguish between the different elements of the array
as well as the different runtime instances of statements, allowing us
to do propagation over global loop and condition scopes. To this
end we have formalized two basic operations: non-recursive and re-
cursive propagation. These two operations have been implemented
in a prototype tool. Preliminary experiments on a cavity detector
show a decrease of about 8% in memory accesses and about 5% in
memory size.
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Abstract. The focus of this paper is on a data-flow transformation
called advanced signal propagation. After an array is assigned, we can,
under certain conditions, replace a read from this array by the righthand
side of the assignment. This way we skip the intermediate assignment
so it possibly becomes dead code and we eliminate it. Where necessary
we distinguish between the different elements of the array as well as the
different runtime instances of statements, allowing us to do propagation
over global loop and condition scopes. To this end we have formalized
two basic operations: non-recursive and recursive propagation. These two
operations have been implemented in a prototype tool. Preliminary ex-
periments on a cavity detector show a decrease of about 8% in memory
accesses and about 5% in memory size.

1 Introduction

Since the rise of the World Wide Web, the number of multimedia and network
applications has been growing rapidly. These are applications that process large
amounts of data. In e.g. a C-program this data will be stored in large arrays.
Techniques exist to allocate arrays to registers[1], but lots of arrays will still
be in memory. This is however a problem because of the exponentially growing
gap between processor speed and main memory speed[2]. Another problem with
large, high-speed memories is that they consume lots of power and hence have
a large heat dissipation[3].

Since current hardware technology is unable to provide a solution to this
problem, a software solution is necessary. Most classic compiler optimization
techniques however fail on array variables since they concentrate on simple data
types and records.3 A very important optimization is copy propagation[4, 1]. The
idea there is that after an assignment f = g, if possible, g is used instead of f.

? Supported by a specialisation grant from the Institute for the Promotion of Innova-
tion by Science and Technology in Flanders (IWT)

3 These are Pascal-like records or structs in C.



for (i = 0; i < 50; i++) for (i = 0; i < 50; i++)

a[i] = b[i] * b[i]; /* S1 */ a[i] = b[i] * b[i]; /* S1 */

for (i = 0; i < 100; i++) { for (i = 0; i < 100; i++) {

if (i < 50) if (i == 0)

a[i + 50] = b[i]; /* S2 */ a[i + 50] = b[i]; /* S2 */

c[i] = a[i]; /* S3 */ if (i < 50)

} c[i] = a[i]; /* S3’ */

temp = a[50]; /* S4 */ else

c[i] = b[i - 50]; /* S3’’ */

}

temp = a[50]; /* S4 */

Fig. 1. Left: an example on which classic copy propagation fails. Right: Propagated S2

to S3 using advanced signal propagation

If then the assignment becomes dead code, it can be eliminated. In that case we
save two memory accesses and a memory location.

Nonetheless, this technique fails in the example of Fig. 1. First note that this
piece of code can be part of a larger program, the only thing of importance is
that there are no further reads from array a, so S4 is the last read from a. We
would now like to propagate copy operation S2 to S3. One bump in the road is
that the copy propagation from [1] does not take subscripts into account. But
even if it did, we cannot just propagate S2 to S3 since elements 0 through 49
read by S3 are not written by S2 but by S1 which has a different righthand
side. Also if we did propagate, S2 would not become dead code yet because S4

still reads a[50]. Yet only a[50] should be written, i.e. S2 is dead code for all
iterations except for i equal to 0.

We will show in this paper how to overcome the limitations of classic copy

propagation by distinguishing between the different runtime executions of a state-

ment, called instances. For e.g. S2 in Fig. 1 we distinguish between 50 instances,
one for each value of iterator i smaller than 50. This allows us to propagate only
part of the instances of a statement and then remove only the instances of the
statement that have become dead code. Propagating S2 to S3 in the example
above, and removing dead code, gives us the program in the right side of Fig. 1.
As can be seen, S2 is only executed for i = 0 and S3 is split in two statements
S3’ and S3’’ that are conditionally executed to allow propagation to only S3’’,
as required. The net effect is that 49 instances of S2 are removed and thus there
are 98 less memory accesses (49 for a and 49 for b). To do this we have to intro-
duce extra conditions and there is some code duplication, but executing these
is less expensive than memory accesses, especially in case of cache misses. Also
note that elements 51 through 99 are no longer accessed, so the array can be
shrunk which is even better for cache behaviour.

The method we consider in this paper is however not limited to propagating
copy operations. Any assignment to an array (sometimes called signal, hence sig-
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nal propagation4) can be propagated. This allows us to do for example constant
propagation or expression propagation too.

To be able to easily distinguish between the runtime instances of statements,
we apply our methods to programs in dynamic single assignment (DSA) form.
This means that during execution of the program, only a single assignment
happens to each array element or simple variable. This is a stronger form of
single assignment than the well-known static single assignment[4, 1]. Since array
elements are assigned a value only once, they become equivalent to the values
they were assigned, allowing much easier transformations on the data flow since
we need not concern ourselves with unnecessary details that result from data
allocation and memory reuse.

However, the use of DSA comes at a price. One thing is that currently only a
subset of imperative programs like C-programs can be automatically converted
to DSA form[5, 6]. Fortunately many multimedia applications belong to that
subset. Hence DSA is already widely used in the context of parallelization [7]
and design of systolic arrays [8]. A second problem is that array sizes can grow
considerably. Advanced methods exist for compacting arrays[9, 10], and these
methods should be used in combination with loop transformations[11].

In Sec. 2 we explain how we geometrically model the subset of programs we
can handle. Then in Sec. 3, we explain our advanced signal propagation. We
first introduce the basic idea in Sec. 3.1. Next we use this basic idea in Sec.
3.2 and 3.3 to explain the two basic operations, being respectively non-recursive
and recursive signal propagation. We use a running example in our explanation
and this example is wrapped up in Sec. 3.4. Finally we present some preliminary
results in Sec. 4 and a comparison of our method to related work in Sec. 5.

2 Preliminaries

The data-flow transformations presented in this paper can handle programs that
satisfy the following requirements:

– The program consists of a nest of for-loops and if-statements. Any possible
nesting is allowed. The step of the for-loops should be a constant and is not
restricted to 1.

– Anywhere in the nesting, assignment statements can be present. The lefthand
side of an assignment is to an element of an array.5 The righthand side of
the assignment can be any expression containing array references with no
restrictions on indexing.

– All expressions used as bounds for for-loops or as tests for if-statements
are affine combinations of the surrounding loop iterators, i.e. a linear com-
bination of them plus a constant.

4 We could have called our method advanced copy propagation as well, but historically
it has been called advanced signal propagation and we decided to go with that name.

5 Note that scalar variables like integers could be considered as arrays of length 1.
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for (int i = 0; i < 100; i++)

for (int j = 0; j < 100; j++)

if (j + i < 105)

a[j + i][j] = f(in[j + i]); /* S1 */

else

a[j + i][j] = a[j + i - 5][j - 3]; /* S2 */

for (int i = 0; i < 100; i++)

out[i] = a[i + 99][i]; /* S3 */

Fig. 2. Our running example

– The program is in DSA form. We demand that the indexation in the lefthand
side of an assignment surrounded by n for-loops is of the following form:

A · i + c . (1)

Here A is a non-singular n× n matrix, i is a vector containing the iterators
of the surrounding loops and c is any column vector of length n. Note that
this is often the case in DSA programs, e.g. the ones that are produced by
the DSA conversion in [5].

This is a well-known set of programs, both in the area of parallelization as well
as the area of hardware synthesis [12], since these kinds of programs can be
modeled and operated on using well-established mathematical methods. The
example from Fig. 2 satisfies all of the conditions above.

In this paper the programs are represented by a (notationally) simplified
version of the geometrical modeling of [3]. We will introduce our notation using
the program in Fig. 2. In that program, there are two loop nests. The first one
consists of two loops with iterators i and j. The body of this loop nest is executed
for different combinations of integral values of i and j. We can represent each
of these combinations as a point in a two-dimensional iteration space. The set
of those points forms the iteration domain for the body of the loop and can be
written as

{(i, j) | 0 ≤ i < 100 ∧ 0 ≤ j < 100 ∧ (i, j) ∈ ZZ2} . (2)

However statement S1 is not executed for all points in this iteration domain, but
only for those points (i, j) for which j + i < 105 is true. So the iteration domain
for that statement is

I1 = {(i, j) | 0 ≤ i < 100 ∧ 0 ≤ j < 100 ∧ j + i < 105 ∧ (i, j) ∈ ZZ2} (3)

in which the subscript refers to the number of the statement. For statement S2
which is only executed if j + i < 105 is not true, the iteration domain is

I2 = {(i, j) | 0 ≤ i < 100 ∧ 0 ≤ j < 100 ∧ j + i ≥ 105 ∧ (i, j) ∈ ZZ2} . (4)

The iteration domain for S3 is one-dimensional because it has only one surround-
ing for-loop.

I3 = {(i) | 0 ≤ i < 100 ∧ i ∈ ZZ} . (5)
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Fig. 3. Schematical representation of the iteration domains (left) and definition do-
mains (right) for S1 and S2

Now it is possible to refer to each instance of e.g. statement S1 as S1(i1)
with i1 ∈ I1, or as S1(i, j) with (i, j) ∈ I1. S1(i, j) with (i, j) ∈ I1 writes to an
element of array a indicated by w1(i, j). In our example this is

w1 : ZZ2 → ZZ2 : (i, j) 7→ (j + i, j) . (6)

This definition mapping is from a two-dimensional iteration domain to a two-
dimensional variable domain. Also S1(i, j) reads from an element of array in

indicated by r1(i, j). In our case r1 is specified by

r1 : ZZ2 → ZZ : (i, j) 7→ (j + i) (7)

This is an operand mapping from a two-dimensional iteration domain to a one-
dimensional variable domain. If there are multiple reads in a single statement,
we can distinguish between the multiple operand mappings by adding an extra
index. We will not need this facility in the remainder of the paper.

An important note is that all ws, with s the number of a statement, are
invertible. Since the program is in DSA form, there is a one-to-one mapping
between the points in the iteration domain of a statement and the elements
written by that statement. Such a one-to-one mapping is always invertible.

The set of elements of an array that are read or written are respectively
called operand and definition domain. For S1 the definition domain is given by:

W1 = w1(I1) = {(a, b) | ∃(i, j) ∈ I1 : (a, b) = w1(i, j)} . (8)

Filling in the specifics of statement S1 gives

W1 = {(a, b) | ∃(i, j) ∈ ZZ2 : 0 ≤ i < 100 ∧ 0 ≤ j < 100 ∧
j + i < 105 ∧ a = j + i ∧ b = j} .

(9)

The iteration and definition domains for statements S1 and S2 are schem-
atically represented in Fig. 3. Similar specifications can be given for operand
domains Ri of statements Si.
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Since we limited the expressions for the bounds of the loops to affine expres-
sions of surrounding iterators, the iteration domains for each statements can be
described as the integer points in an n-dimensional polyhedron, which is a part
of n-dimensional space bounded by linear inequalities. Here n is the number
of loops around the statement in question. In case the step of the for-loops is
not 1, an extension of this, called ZZ-polyhedra, is used. Finding definition and
operand domains is then the image of a ZZ-polyhedron by an invertible, affine
mapping, which in turn is a ZZ-polyhedron itself. Defining ZZ-polyhedra and do-
ing operations on them like image through an affine mapping or set operations
like intersection can be handled by a polyhedral library as in [13]. An important
feature of this library is that a conjunction of affine conditions on iterators can
be simplified by discarding all conditions entailed by the bounds on the iterators.

In the remainder of the paper we will use the representation from this section
together with the equivalent C-program. The data-flow transformations that we
will introduce do not invalidate the memory reuse and alike, so we need not
clutter the example with unnecessary details.

3 Advanced signal propagation method

In this section we will describe automatable operations necessary to do signal
propagation over global loop and condition scopes. An important class of arrays
(or signals) we want to handle are those that are copies of other arrays. The
idea is to replace reads from such copy arrays by reads from the copied arrays.
The effect of this is that (part of) the copy is no longer read and thus can be
removed, along with the corresponding copy operations.

We will first explain the basic idea behind advanced signal propagation in
Sec. 3.1. Then in the following sections we will apply this basic idea to elaborate
two basic operations that are necessary to do signal propagation: propagate a
statement that copies array elements written by another statement in Sec. 3.2
and propagate a statement that copies array elements written by itself in Sec.
3.3.

3.1 Basic idea

In the example of Fig. 2, statements S1 and S2 write to array a, and statements
S2 and S3 read from it. In Fig. 4 the definition and operand domains related to
a are represented. This figure is the same as the right side of Fig. 3, but with
the operand domains added as the two shaded areas. We see that R2 overlaps
with W1 and W2, which means that statement S2 reads array elements written by
both S1 and itself. We also see that R3 overlaps with W1 and W2, meaning that
statement S3 reads array elements written by S1 and S2.

Since S2 reads array elements written by S1, we will try to replace the read

from array a in statement S2 by the righthand side of S1, with the correct values
for i and j filled in. To do this, we need to find out which S1(iw, jw) wrote
the array element read by S2(ir, jr). If S2(ir, jr) is to read the value written by
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Fig. 4. Definition and operand domains for statements related to a

S1(iw, jw), then they should refer to the same array element, i.e. the following
condition should be true:

r2(ir, jr) = w1(iw, jw) . (10)

Recall that w1 should be invertible. So we can then find iw and jw as follows:

(iw, jw) = (w−1

1
)(r2(ir, jr)) . (11)

We took the liberty of applying w−1

1
, a function in two arguments, to a single

couple meaning that each of the elements of the couple are passed as argu-
ments to w−1

1
in the same order as they appear in the couple. Then in state-

ment S2(ir, jr) we can replace the read from the array element indicated by
r2(ir, jr) by the righthand side of S1((w−1

1
)(r2(ir, jr))). This however is only

true if S1((w−1

1
)(r2(ir, jr))) is actually executed and this is when

(w−1

1
)(r2(ir, jr)) ∈ I1 . (12)

Thus we can only propagate the array written by S1 to S2(ir, jr) when (12) is
true, otherwise we need to continue using the original array reference. Once we
have propagated S1 to S2, some instances of S1 may have become dead code and
hence we can remove them. Let S = {Si1 , . . . , Sis

} be the set of other statements
reading values written by S1. With Rij

the operand domain of Sij
, the set of

array elements read by S is given by R = Ri1 ∪ . . . ∪ Ris
. Hence S1 still has to

be executed for the iterations

w−1

1
(R) ∩ I1 . (13)

The intersection with I1 is necessary as it is possible that statements different
from S1 write some of the elements in R.
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3.2 Non-recursive signal propagation

In this section we show how to apply the basic idea of Sec. 3.1 to a statement that
does not read any array elements that it wrote itself. The case where a statement
does read values it wrote itself is handled in Sec. 3.3. The case we consider in
this section is either when a statement reads from different arrays than it writes
to, or when it reads from another part of the same array than where it writes
to. Formally, the latter means that for statement Sx, Wx ∩ Rx = ∅.

In the program from Fig. 2, statement S1 falls into this category since it
reads from array in and writes to array a, so it cannot possibly read any of the
values it wrote. We will propagate the array elements written by S1 to S2, i.e.
we will replace the read from array a in S2 by the righthand side of S1. We first
need to calculate (11). We know r2, so we only need to calculate w−1

1
:

w−1

1
: ZZ2 → ZZ2 : (x, y) 7→ (x − y, y) . (14)

Equation (11) then becomes

(iw, jw) = (w−1

1
)(jr + ir − 5, jr − 3) = (ir − 2, jr − 3) . (15)

Substituting (15) in the righthand side of S1(iw, jw) then gives:

f(in[ir + jr − 5]) (16)

This is the expression we want to substitute into S2(ir, jr). The condition under
which this is allowed is given by (12):

(ir − 2, jr − 3) ∈ I1 . (17)

Filling in (3) for I1, we get

0 ≤ ir − 2 < 100 ∧ 0 ≤ jr − 3 < 100 ∧ jr − 3 + ir − 2 < 105 . (18)

Note that we left out the condition that (ir − 2, jr − 3) should be in ZZ2 because
this is always the case since ir and jr are integer iterators. However in this case
we can simplify this condition even more. Any element of array a is either written
by S1 or S2, as can easily be derived from Fig. 2. The condition under which
S1(iw, jw) wrote the value read by S2(ir, jr) is given in (17). In the same way
the condition under which S2(iw, jw) wrote the value read by S2(ir, jr) is the
following:

(ir − 2, jr − 3) ∈ I2 . (19)

Note that in both cases we find (ir − 2, jr − 3) for (11). This is not surprising
since both definition mappings, i.e. w1 and w2, are the same. Filling in (4) for
I2, we get

0 ≤ ir − 2 < 100 ∧ 0 ≤ jr − 3 < 100 ∧ jr − 3 + ir − 2 ≥ 105 . (20)

We see that (18) and (20) have a part in common, in particular the part that
refers to the loop bounds. This is not surprising either since the two statements
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for (int i = 0; i < 100; i++)

for (int j = 0; j < 100; j++)

if (j + i < 105)

a[j + i][j] = f(in[j + i];) /* S1 */

else

if(j + i < 110)

a[j + i][j] = f(in[j + i - 5]); /* S4 */

else

a[j + i][j] = a[j + i - 5][j - 3]; /* S5 */

for (int i = 0; i < 100; i++)

out[i] = a[i + 99][i]; /* S3 */

Fig. 5. S1 has been propagated to S2

have two loops in common. Either (18) or (20) has to be true —an array element,
if read, should be written by some statement— and this means that the common
part is always true. This supposes of course that the program shown is a complete
program and no other assignments to a are present. Hence we can leave this part
of the condition out. Equation (18) can thus be simplified to:

jr − 3 + ir − 2 < 105 ⇔ jr + ir < 110 . (21)

Now we have all information to actually do the propagation on the example.
The result is the program in Fig. 5. Notice that statement S2 has been split up
in two statements, S4 and S5, and that an if-statement has been added so that
S4(ir, jr) is only executed if (21) is true, while S5(ir, jr) is only executed if it is
not true. Hence we are allowed to replace the righthand side of S4 by (16).

Now some instances of S1 have become dead code. The instances that are
still alive are given by (13) where S = {S3}, i.e.

w−1

1
(R3) ∩ I1 = w−1

1
({(a, b) | a = b + 99 ∧ 0 ≤ b ≤ 99}) ∩ I1

= {(i, j) | i = 99 ∧ 0 ≤ j ≤ 99} .
(22)

Note that we left S5 out from S since instances of S5 do not read elements
written by S1 (due to the propagation). Inserting the conditions not implied by
the iterator bounds yields the program of Fig. 6.

In general we can summarize the operation to do signal propagation from a
statement Sx that writes to an array, to statement Sy that reads from the same
array, as follows:

Algorithm 1. Non-recursive signal propagation
Goal: Propagate an assignment Sx, with definition mapping wx(ix) = A ·ix+

c, to a statement Sy, with operand mapping ry .

1. Calculate w−1
x . Since wx is of the form of (1), its inverse is simply

w−1

x : a 7→ A−1 · (a − c) . (23)

2. Calculate ix = (w−1

x )(ry(iy)).
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for (int i = 0; i < 100; i++)

for (int j = 0; j < 100; j++)

if (j + i < 105) {

if (i == 99)

a[j + i][j] = f(in[j + i];) /* S1 */

} else

if(j + i < 110)

a[j + i][j] = f(in[j + i - 5]); /* S4 */

else

a[j + i][j] = a[j + i - 5][j - 3]; /* S5 */

for (int i = 0; i < 100; i++)

out[i] = a[i + 99][i]; /* S3 */

Fig. 6. Dead instances of S1 removed

3. Calculate condition ix ∈ Ix. If all statements in the program that write to
the array in question, have the same definition mapping and if they share
some loops, then remove from the condition the parts that are related to the
bounds of these loops.

4. If the condition always evaluates to true (e.g. if there is just one statement
that writes to the array in question), then replace the array reference in
Sy(ix) by the righthand side of Sx((w−1

x )(ry(iy))).
5. If the condition does not always evaluate to true, split statement Sy in

two statements Sy1
and Sy2

and add an if-statement so that Sy1
is only

executed when the condition is true and Sy2
is executed when it is not

true. Then replace the array reference in Sy1
(ix) by the righthand side of

Sx((w−1
x )(ry(iy))).

6. Let S = {Si1 , . . . , Sis
} such that each Sij

reads from the array that Sx writes
to and such that ij 6= y. Then calculate I ′ = w−1

x (Ri1 ∪ . . .∪Ris
)∩Ix. If I ′ is

empty, remove Sx from the program. Otherwise restrict the iteration space
of Sx to I ′ by adding conditions.

Using the above algorithm we also propagate S1 to S3, resulting in the pro-
gram in Fig. 7. Since S1 was now completely dead code, it has been removed.

3.3 Recursive signal propagation

In this section we show how to apply the basic idea of Sec. 3.1 to a statement
that reads array elements that it wrote itself. An example of this in Fig. 7 is
statement S5. The behaviour of this statement is schematically represented in
Fig. 8. An arrow from one array element to another array element means that
the first element is copied by S5 from the other array element. Only arrows are
drawn for two chains of copies. From Fig. 8 we can conclude that if we want
to remove the copy operation from S5, we would need to apply Algorithm 1 as
many times as the longest copy chain, each time removing one copy operation

10



for (int i = 0; i < 100; i++)

for (int j = 0; j < 100; j++)

if (j + i >= 105)

if(j + i < 110)

a[j + i][j] = f(in[j + i - 5]); /* S4 */

else

a[j + i][j] = a[j + i - 5][j - 3]; /* S5 */

for (int i = 0; i < 100; i++)

if (i < 6)

out[i] = f(in[i + 99]); /* S6 */

else

out[i] = a[i + 99][i]; /* S7 */

Fig. 7. S1 propagated to S3 and then removed

0

a

b

99

198104

5

W 4

W5

Fig. 8. S5 reads array elements that it wrote itself

from the chain. Doing this is not a good idea since the length of copy chains can
be very large and each propagation possibly introduces an if-statement, so the
program size may blow up.

Equation (15) also applies to statement S5, so S5(ir, jr) reads the value writ-
ten by S5(ir − 2, jr − 3). Now consider a chain beginning from S5(ir, jr) that
contains n recursive copy operations, i.e. n arrows within W5 followed by one
arrow from W5 to W4. The intention is to bypass the n recursive copy opera-
tions. To achieve this, the righthand side of S5(ir, jr) needs to be replaced by
the righthand side of S5(ir − 2 · n, jr − 3 · n). To perform such a transformation,
we need to find the value of n (which depends on the value of the iterators ir

and jr). The iteration space of S5 is

I5 = {(i, j) | 0 ≤ i < 100 ∧ 0 ≤ j < 100 ∧ j + i ≥ 110 ∧ (i, j) ∈ ZZ2} . (24)
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for (int i = 0; i < 100; i++)

for (int j = 0; j < 100; j++)

if (j + i >= 105)

if (j + i < 110)

a[j + i][j] = f(in[j + i - 5]); /* S4 */

else

a[j + i][j] = a[j + i - 5 * ((-105 + i + j) / 5)]

[j - 3 * ((-105 + i + j) / 5)]; /* S5 */

for (int i = 0; i < 100; i++)

if (i < 6)

out[i] = f(in[i + 99]); /* S6 */

else

out[i] = a[i + 99][i]; /* S7 */

Fig. 9. Solved the recursive copy propagation for S5

We need the maximal k such that S5(ir − 2 · k, jr − 3 · k) is in the iteration space
I5.

6 This means that

0 ≤ ir − 2 · k ≤ 99 ∧ 0 ≤ jr − 3 · k ≤ 99 ∧ jr − 3 · k + ir − 2 · k ≥ 110 . (25)

Note that we removed the strict inequalities using the fact that all variables are
integer. Solving for k gives

max(
ir − 99

2
,
jr − 99

3
) ≤ k ≤ min(

ir
2

,
jr

3
,
jr + ir − 110

5
) . (26)

Note that there is always a non-negative solution as k = 0 expresses that
(ir, jr) ∈ I5. The value n of the longest recursive copy chain is given by the
maximal integer value of k, hence

n = min(ir ÷ 2, jr ÷ 3, (jr + ir − 110) ÷ 5) (27)

For (ir, jr) ∈ I5, the minimal value is always (jr + ir − 110)÷ 5 so we obtain

n = (jr + ir − 110)÷ 5 (28)

Therefore the first statement in the copy chain that no longer reads array ele-
ments written by the statement itself is

S5(ir − 2 · ((jr + ir − 110) ÷ 5), jr − 3 · ((jr + ir − 110)÷ 5)) (29)

To skip the recursive copy chain we read the righthand side of this statement
instance instead of the original righthand side. This results in the program of
Fig. 9. Remember that division of integers is always integer division in C.

Let us now look at the general case. We have a statement Sx(ix) that copies
element rx(ix) to element wx(ix) of the same array. This statement also reads

6 Also S5(ir − 2 · l, jr − 3 · l) should be in I5 for 0 ≤ l ≤ k. This holds as I5 is convex.
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elements it wrote itself, i.e. Wx∩Rx 6= ∅. A first assumption is that the operation
executed by Sx is a copy operation, in contrast to Sec. 3.2 where any righthand
side was allowed in the assignment we propagated. A second assumption is that
w−1

x (rx(ix)) is of the following form:

w−1

x (rx(ix)) = ix + ∆ . (30)

This means that the iteration that wrote the value read by iteration ix is dis-
placed by a constant vector ∆. Because of the affine indexing, this also means
that the arrows in Fig. 8 all have the same length and all point in the same
direction. A third assumption is that the iteration domain Ix is convex, i.e. the
condition on the iterators is a conjunction (i.e. an “and”) of affine inequalities.
If the iteration space happens to contain a disjunction (i.e. an “or”), it can be
split up into a union of convex iteration domains and each should be treated sep-
arately. If an iteration domain is convex, the inequalities governing the iterators
can be concisely written as follows:

A · ix + b ≥ 0 . (31)

Here A has m rows, so there are m inequalities. Strict inequalities (e.g. a < b)
are converted to non-strict inequalities (e.g. a + 1 ≤ b) where necessary. We
again leave out the condition that the iterators should be integer because we
work with integer variables only.

We can then, as in the example, find an appropriate value for n such that
statement Sx for the iteration indicated by

ix + n · ∆ (32)

no longer reads values written by Sx itself. We do this by filling (32) in for ix in
(31), giving the following:

A · (ix + n · ∆) + b ≥ 0 ⇔ n · A · ∆ + A · ix + b ≥ 0 (33)

This is a set of m inequalities. Referring to the ith element of a vector by a
subscript i, these inequalities are:

n · (A · ∆)i + (A · ix)i + bi ≥ 0 with 1 ≤ i ≤ m (34)

We are only interested in the inequalities that provide an upper bound on n.
These are the ones for which (A · ∆)i is negative. We can group the index of
these inequalities in the set

J− = {j | 1 ≤ j ≤ m ∧ (A · ∆)j < 0} (35)

The upper bound on n then becomes:

n ≤ min
j∈J

−

(((A · jx)j + bj) ÷ (−(A · ∆)j)) (36)

13



for (i = 0; i < 100; i++) for (i = 0; i < 100; i++)

a[i] = a[min(100 - i, 200 - 2 * i)]; if (100 - i < 200 - 2 * i)

a[i] = a[100 - i];

else

a[i] = a[200 - 2 * i];

Fig. 10. With (left) and without (right) minimum operation

Note that the transformed statement is not suited for further recursive signal
propagation unless it can be decided which element is the minimum one (this was
the case in our example) and the integer division can be simplified, i.e., when
(A ·∆)j = −1 (this was not the case in our example). If all integer divisions can
be simplified, we can still make the statement suited for further recursive signal
propagation by eliminating the minimum function as illustrated in Fig. 10.7

The algorithm for solving the recursion then becomes:

Algorithm 2. Non-recursive signal propagation
Goal: Solve a recursive copy chain in Sx with wx and rx as respective defini-

tion and operand mappings

1. Calculate w−1
x (rx(ix)) and find the vector ∆ according to (30) ; exit if ∆ is

not constant.
2. Write the inequalities on the iterators as A ·ix +b ≥ 0. Let m be the number

of rows of A.
3. Calculate n using (35) and (36).
4. Replace the righthand side of Sx(ix) by the righthand side of Sx(ix + n ·∆).
5. If enabling further recursive copy propagation, then remove the minimum

operation as shown in Fig. 10.
6. Let S = {Si1 , . . . , Sis

} such that Sij
reads from the array Sx writes to and

such that ij 6= x. Then calculate I ′ = w−1

x (Ri1 ∪ . . . Ris
)∩ Ix. If I ′ is empty,

remove Sx from the program. Otherwise restrict the iteration space of Sx to
I ′ by adding conditions.

3.4 Wrapping up the example

Since the recursive copy chain has been removed in Fig. 9, we can now propagate
statement S5 to S7 using Algorithm 1 and then remove S5 from the program since
it is dead code. The result is shown in Fig. 11. In a final step, S4 is propagated
to S8 and S9, again using Algorithm 1, and then removed. This is shown in
Fig. 12. The final result is a fairly simple program compared to the intermediate
results8. This example has however been engineered to keep the calculations
rather simple, and this needs not be so in practice.

7 By the nature of the transformation, the transformed statement is not a candidate
for recursive signal propagation, but after some non-recursive signal propagation
steps, the righthand side can appear in a statement that is a candidate for recursive
signal propagation.

8 The attentive reader has probably noticed that statement S8 and S9 can be melted
together, resulting in an even simpler program. This is so because S9 is only executed
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for (int i = 0; i < 100; i++)

for (int j = 0; j < 100; j++)

if (j + i >= 105 && j + i < 110)

a[j + i][j] = f(in[j + i - 5]); /* S4 */

for (int i = 0; i < 100; i++)

if (i < 6)

out[i] = f(in[i + 99]); /* S6 */

else if (i >= 11)

out[i] = a[i + 99 - 5 * ((i - 6) / 5)]

[i - 3 * ((i - 6) / 5)]; /* S8 */

else

out[i] = a[i + 99][i]; /* S9 */

Fig. 11. S5 propagated to S7 and then removed

for (int i = 0; i < 100; i++)

if (i < 6)

out[i] = f(in[i + 99]); /* S6 */

else if (i >= 11)

out[i] = f(in[i + 94 - 5 * ((i - 6) / 5)]); /* S8 */

else

out[i] = f(in[i + 94]); /* S9 */

Fig. 12. S4 propagated to S9 and then removed

4 Preliminary results

Applied on our running example, advanced signal propagation results in a sub-
stantial decrease in the number of memory accesses, namely from about 20000
to 200, i.e. a decrease of 99%. Furthermore the memory requirements decrease
since the temporary array a is no longer used.

We have used a prototype implementation to apply advanced signal propaga-
tion on a medical imaging application, namely a cavity detector[14] where several
filters are consecutively applied on an image. These filters calculate a new value
for each pixel from the pixels in an area around the pixel. To account for border
conditions, a black border is added to the image. This is schematically shown
in Fig. 13. It relieves the filter code from taking border conditions into account.
We applied the advanced signal substitution from this paper to replace the reads
from the border pixels by the constant value of those pixels, and this on an image
of 314 to 234 pixels and with a filter of 7× 7 pixels, and hence with a border of
3 pixels wide. By doing this we could remove the border from each intermedi-
ate image and hence shrink them from 320 × 240 to 314 × 234, i.e. by 5%. The
number of array acesses decreased by about 8%.

for i between 6 and 10, and then (i - 6) / 5 simplifies to 0. The reader can check
that if we first solved the recursion in S2 before doing any signal propagation, then
we would get the version with S8 and S9 merged.
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Fig. 13. Schematical view on the application of a filter to an image
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Fig. 14. The procentual decrease in memory accesses ∆acc set out against the ratio of
image size and image size n/m

This decrease depends on the size of the image relative to the size of the
filter. Suppose the filter is square as in our example and is n× n in size, with n
an odd value. The width of the border is then (n−1)/2. Next suppose the image
is m wide. We suppose the aspect ratio is 3/4, so the height is then 3/4 × m.9

The procentual decrease in memory accesses ∆ depends only on the ratio of m
and n and is set out against this ratio in Fig. 14. In our case above, we have a
ratio of 314/7 ≈ 45 giving us a decrease of about 8%. Figure 14 shows that the
larger the filter is compared to the image (i.e. go more to the left), the larger
the gain since a larger border and corresponding memory accesses are removed.
Larger filters like these are not uncommon in image processing. Figure 14 also
shows that if the image size becomes about a factor 170 larger than the filter
size, the decrease in accesses starts to grow again. This is mainly because then
the code to initialize the image with the border gains relative importance in the
number of accesses and hence removing it will give higher gains.

Reducing the size of memory and the number of accesses to it, is a positive
effect of advanced signal propagation. A possible negative effect is increased
complexity of code (splitting of statements, extra conditions). Part of future
work is to develop cost functions that take both effects into account and to
determine the optimal amount of advanced signal propagation.

9 The aspect ratio of most monitors is 3/4, so this value is not so unusual.
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5 Discussion

In this paper we have introduced non-recursive and recursive signal propagation
as basic operations facilitating advanced signal propagation over global loop and
condition scopes of imperative programs in dynamic single assignment form. We
have illustrated the method on a small example and have reported on some
preliminary results obtained with a prototype implementation.

The goals of our methods are similar to those of copy propagation and con-
stant propagation[4, 1] that have been used for a long time in compilers. They
often limit themselves to simple data types. In [4] an extension to arrays is
presented. A dependence analysis between array references is required but is left
unspecified in [4]. In [1] Muchnick gives a number of dependence tests, ranging
from Banerjee’s GCD test[15] to Pugh’s Omega test[16], which allow the data-
flow analysis required for copy propagation to be made more accurate for array
accesses. An extension to constant propagation that takes conditional branches
into account is given by Wegman and Zadeck[17], but it is limited to branch
conditions that evaluate to a constant true or false. To the best of our know-
ledge, our work is the first attempt to automate copy propagation and constant
propagation for programs with arrays by treating each instance of each state-
ment separately, and thus allowing array propagation on an element basis. Each
of the previously existing methods for copy and constant propagation consider
all instances of a statement as a whole and hence they do these transformations
on an all-or-nothing basis. We can also propagate over conditional statements
and global loops that often hinder classic copy and constant propagation.

The intention of doing classic copy propagation is to create dead code that
can then be eliminated. Dead-code elimination is described in [4, 1]. Here too
compilers often limit themselves to simple data types, while technically the same
dependence tests can increase the precision in case of arrays. Partial dead-code
elimination is presented in [18] and allows to remove code that is dead on only
part of the program paths by moving it down the paths along which the code is
not dead. However the code is textually moved without changing the branching
structure of the program. Again to the best of our knowledge, we are the first
to automate dead-code elimination on a statement instance basis, which allows
us to handle our running example while none of the previously existing methods
could do so.

To apply our signal propagation, programs have to be in dynamic single
assignment form. This form is also widely used in the context of parallelization
[7] and design of systolic arrays [8]. In [5], Feautrier presents an automated
method to convert the programs we consider into dynamic single assignment
form.

The need for advanced signal propagation as developed here has been re-
cognized in the custom memory management framework of [3]. The aim is to
optimize memory size and accesses to reduce power consumption (and improve
execution speed) of embedded systems. Advanced signal propagation is currently
applied by hand. Our work is a first step in the automation of such tranform-
ations. In the above framwork, advanced signal propagation is to be followed
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by other transformations. First, loop transformations [11], preferrably applied
to code in dynamic single assignment form, can improve locality of memory ac-
cesses10. Methods that introduce memory reuse (destructive assignment) [9, 19,
10] can reduce the sizes of the required memories.

The further development of our prototype, together with its integration in the
other steps in the framework of [3] will allow us to do more realistic measurements
on the effects of advanced signal propagation on large multimedia appications.
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