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Abstract

When engineering different decentralised autonomic
computing solutions for a certain application there is a
lack of a common and usable evaluation and comparison
approach. Useful metrics and measurements are mostly
domain-specific and are hard to generalise. This paper
proposes to use radar charts which allow to apply these
domain-specific metrics in an overall evaluation and com-
parison approach. As such, multiple solutions can be com-
pared with each other and evaluated along multiple dimen-
sions that are important for evaluating decentralised auto-
nomic systems. The approach is illustrated in mobile ad-hoc
network management.

1. Introduction

In autonomic computing, as in any other domain, it is
important to be able to evaluate and compare different solu-
tions thoroughly. However, today there is no common and
generally usable approach. We need metrics and an ap-
proach that allows to evaluate and compare the performance
of solutions on multiple characteristics related to autonomic
computing. Useful metrics are mostly domain-specific and
hard to generalise. However, there is a need for an over-
all approach to compare and evaluate multiple solutions,
possibly in different domains. This is a general problem
for autonomic computing and in particular for decentralised
autonomic computing, which is the focus of this paper.

Decentralisation is a characteristic of many modern com-
puting systems and implies an increased complexity in man-
aging the system. Autonomic Computing (AC) [10] is es-
sential to keep such systems manageable. The problem
is that many decentralised systems make central or global
control impossible. For example, the information needed
to make decisions cannot be gathered centrally (e.g. ad-hoc
networks). As such, AC is only possible when decentralised
entities autonomously coordinate with each other to main-

tain the self-* properties. We denote this kind of AC as
Decentralised Autonomic Computing (DAC).

This paper proposes an evaluation and comparison ap-
proach based on radar charts which allows to apply domain-
specific metrics to compare and evaluate multiple DAC
solutions in multiple dimensions which are important for
(decentralised) autonomic computing. To illustrate this, the
approach is applied in detail to a case study of mobile ad-
hoc networks. Note that many of the issues and techniques
discussed in what follows are not restricted to decentral-
ised autonomic computing but may also be applicable to
autonomic computing in general. Previous work on metrics
or evaluation approaches for autonomic computing were
[1, 11] which only described the challenges and require-
ments for such approaches and no concrete solution.

The paper is structured as follows. Section 2 introduces
the term Decentralised Autonomic Computing (DAC), the
case study used throughout the paper, and the implica-
tions of DAC on self-* properties such as self-healing, self-
configuring, self-optimising, and self-protecting. Then, sec-
tion 3 describes how radar charts allow to evaluate and com-
pare DAC solutions and applies it to the case study. Finally,
sections 4 and 5 discusses open issues and conclude.

2. Decentralised Autonomic Computing

In this section we introduce the term Decentralised Auto-
nomic Computing, and the implications of decentralisation
on self-* properties such as self-healing, self-configuring,
self-optimising, and self-protecting.

2.1. What is Decentralised Autonomic Computing?

Decentralised systems are systems for which the control
is decentralised of nature. The system behaviour cannot
be controlled by a central entity and the system is com-
monly composed of many entities working together to form
a stable structure. Autonomic computing is essential to keep
such systems manageable.
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Figure 1. A mobile ad-hoc network where two
nodes are not connected to the network.

Typically [9], each self-* property in AC is the re-
sponsibility of a single autonomous entity (or manager)
which possibly controls a hierarchy of autonomic man-
agers to achieve the self-* property. However, in DAC,
the main implication of decentralisation is that no central
or global control is possible. Many self-* properties (e.g.
self-configuration, self-optimisation, self-healing, and self-
protecting) are achieved by a group of autonomous entities
that coordinate in a peer-to-peer fashion. Therefore we in-
troduce the term Decentralised Autonomic Computing:

Decentralised Autonomic Computing (DAC)
is achieved when a system is constructed as a
group of locally interacting autonomous entities
that cooperate in order to adaptively maintain the
desired system-wide self-* properties without any
external or central control.

Such a system is also called a self-organising emergent
system [3]. Self-organisation is achieved when the beha-
viour is constructed and maintained adaptively without ex-
ternal control. A system exhibits emergence when there
is coherent system-wide or macroscopic behaviour that dy-
namically arises from the local interactions between the in-
dividual entities at the microscopic level. The individual en-
tities are not explicitly aware of the resulting macroscopic
behaviour; they only follow their local rules. The term
‘macroscopic’ refers to the dynamics of the system as a
whole and the term ‘microscopic’ refers to the dynamics
of the individual entities within the system. In other words,
the self-* properties are so called macroscopic properties.
It is however not mandatory that all self-* properties be-
come macroscopic properties. For example, self-protection
can still be achieved locally by a single entity if the protec-
tion of the system is controlled by a single entry point. If
however an attack on the system has to be countered by a
defensive group-attack on the intruders then self-protection
becomes a macroscopic property.

For example, consider mobile ad-hoc networks as a case
study that is used throughout the paper. A mobile ad-hoc

network is a local area network or other small network of
portable and mobile devices, in which some of the network
devices are connected to the network only while in some
close proximity to the rest of the network (see Figure 1).
The devices or nodes are free to move randomly and or-
ganise themselves arbitrarily; thus, the network’s wireless
topology may change rapidly and unpredictably.

A goal of managing such a network is the self-* prop-
erty to adaptively maintain a certain degree of connectivity
within the network so that communication between differ-
ent nodes remains possible. This management task can-
not be achieved by introducing a central controlling en-
tity because the information needed for making manage-
ment decisions is inherently distributed and decentralised.
Also, nodes can leave, join, and fail at every moment.
In such a dynamic context it is impossible to aggregate
enough information about a network centrally. By the time
the information would have been aggregated something
has already changed which makes the information obsol-
ete. Therefore a decentralised solution is needed in which a
group of autonomous entities residing on the nodes coordin-
ate their local movement in order to maintain an acceptable
global connectivity. An individual node is not aware of the
overall connectivity of the network. Still, this connectivity
emerges from the interactions between the nodes.

2.2. Implications on Self-* Properties

Engineering a decentralised solution to achieve self-*
properties as macroscopic properties has a number of im-
plications on how to interpret each self-* dimension such
as self-healing, self-configuring, self-optimising, and self-
protecting. Table 1 gives an overview of the most com-
mon self-* dimensions or properties and indicates which
dynamics each one emphasises. The definitions are a com-
bined result from descriptions given in [10, 8, 5, 9]. A pre-
requisite to achieve each self-* property is that a system
will need advanced feedback control mechanisms to mon-
itor its state and metrics and take appropriate action. Such
adaptive actions could mean adjusting parameters, realloc-
ating resources to improve overall utilisation, or complete
restructuring of the system configuration.

For DAC, in general, interpretation of these self-* prop-
erties puts more emphasis on decentralisation and the
problem-solving power resulting from the interactions in a
group of autonomous entities instead of on the internal reas-
oning of each autonomous entity:

• Decentralised Self-Healing: next to healing of indi-
vidual parts, DAC implies healing of structures that are
maintained by the system as a whole. For example, in
ad-hoc networks routing of packets can be achieved by
a collaborative effort of agents on the nodes which res-
ults in the construction of efficient paths through the



Table 1. The different self-* dimensions or properties in autonomic computing
Self-* Definition Dynamics Consequences
Self-Healing A system is self-healing when it autonom-

ously detects, diagnoses, and repairs prob-
lems that occur such as failures of parts of
the system and disruptions of the wanted
behaviour. A policy-based corrective ac-
tion will be taken in order to keep the sys-
tem functioning smoothly.

Failure Dynamics, e.g. agent
or subsystem fails, action
fails, etc.

As such, the system
becomes more reli-
able and available
because day-to-day
operations are less
likely to fail.

Self-Configuring A system is self-configuring when system
configuration or “setup” occurs autonom-
ously and the system adapts to varying and
unpredictable changes by (re-)configuring
itself following high-level policies and
without disruption of the system behaviour.

Setup-Structural Dynamics,
e.g. new policy or goal
behaviour, adding/removing
components, changes in the
environment, new features,
software, and hardware, dra-
matic changes in system
characteristics, etc.

As such the service
is not disrupted when
changes occur and
dynamic adaptation
helps ensure con-
tinuous strength and
productivity of the
system.

Self-Optimising A system is self-optimising when it never
settles for status quo but continuously
looks for ways to optimise its efficiency
and performance by autonomously monit-
oring and tuning the system behaviour.

Normal Dynamics that
signals to optimise, e.g.
obstacles on routes, ever-
changing needs, dynamic-
ally changing workloads,
priorities of the customer
and/or supplier change
constantly, etc.

As such, a constant
drive to optimality
improves efficiency
of the system.

Self-Protecting A system is self-protecting when it
autonomously anticipates, detects, identi-
fies, and protects against malicious attacks
or cascading failures to maintain overall
system security and integrity. It uses early
warnings to anticipate and prevent system-
wide failures.

Malicious Dynamics, e.g.
attacks, symptoms, threats,
intrusions, hostile beha-
viour, viruses, unauthorised
access and usage, attack-
related component failures,
etc.

As such, the system
is made less vulner-
able and businesses
can consistently
enforce security and
privacy policies.

network [2]. When a certain network connection on a
path fails the path has to be healed, again by a collab-
orative effort of a group of agents.

• Decentralised Self-Configuring: for DAC an import-
ant mechanism to achieve a desired macroscopic be-
haviour is the decentralised coordination mechanism
used [4] such as digital pheromones, gradient fields,
market-based, contract-net, etc. As such, when new
agents are added, the system should self-configure so
that the new agent is seamlessly incorporated into the
coordination process. For example, when a new node
is in reach of an ad-hoc network this one should be
seamlessly integrated in the process of constructing
and maintaining routing paths through the network and
the coordinated movement of those nodes to optimise
the network connectivity.

• Decentralised Self-Optimising: also in DAC the group

of coordinating entities should constantly maintain and
seek to optimise their behaviour as a whole. For ex-
ample, in ad-hoc networks routing paths through the
network should never become fixed. The coordination
to maintain those paths has to constantly consider bet-
ter alternatives and optimisations of those paths.

• Decentralised Self-Protecting: protection in DAC
where the group dynamics is the most important aspect
mainly involves protection against malicious agents
that want to intrude and participate in the coordina-
tion processes. Instead of cooperating they’ll try to
sabotage the coordination. To achieve this in a decent-
ralised manner often the group of agents also has to
coordinate to identify such malicious agents (e.g. trust
mechanisms such as tags [4]).

When evaluating and comparing DAC solutions these
implications also have an impact on how to evaluate the



performance with respect to autonomic computing. The fo-
cus of metrics used has to include the aspect of a group of
autonomous entities interacting to reach the required per-
formance as a whole and in a decentralised way.

3. Evaluating Decentralised Autonomic Com-
puting Systems

An important step in a new research discipline such as
autonomic computing is to be able to compare different
solutions and systems. Knowing what the self-* dimensions
are for decentralised autonomic computing, this section de-
scribes an approach to evaluate and compare how well each
dimension is accomplished by different systems.

To capture the essence of autonomic computing - adapt-
ation - we must introduce change into the evaluation [1].
Each self-* dimension is concerned with reacting to change.
For example, how does the system cope with faults that are
injected (self-healing), with injecting configuration change
requests (self-configuration), or with injecting attacks (self-
protection). As such, according to [1], the goal is to supple-
ment traditional performance metrics with quantitative and
qualitative evaluation results of how well the system adapts
to the injected changes. A second issue to incorporate into
the evaluation is concerned with the essence of DAC, i.e.
decentralisation of control. Decentralisation is a number of
advantages such as scalability, flexibility, and robustness.
Evaluating this is also important.

To capture all different aspects of decentralised auto-
nomic computing the approach in this paper evaluates each
one as a different point of view, i.e. evaluation views. These
are described and applied in section 3.3. First, section 3.1
discusses general issues on evaluating systems and section
3.2 introduces radar charts which are used to visually cap-
ture the evaluation views.

3.1. General Evaluation Issues

Quantitative versus Qualitative. When capturing the
performance of a system with respect to autonomic com-
puting this can be done in two different ways:

• Qualitative comparison, is comparing different sys-
tems’ characteristics or properties on a non-numeric
and discrete scale (e.g. categories, levels, etc.). This is
often a subjective approach but can have more mean-
ing than a single number.

• Quantitative comparison, is comparing different sys-
tems’ numerical measurements and quantities (hence
the name). This is mostly an objective approach but
a single number is not expressive enough to evaluate
every characteristic or property of the system.

Both complement each other. Therefore, in what follows,
both are used according to what seems most appropriate to
capture a certain characteristic of a system.

Starting from the Requirements. Evaluation of the per-
formance of a system or solution is always related to the
requirements for the problem which is solved (e.g. Quality-
of-Service metric in [11]). For example, in ad-hoc net-
works, the throughput of packets is required to be accept-
able. Therefore, measuring the throughput is needed when
evaluating the performance of the network.

Therefore, each characteristic of a decentralised auto-
nomic system is evaluated with respect to the requirements
that apply to that characteristic. For example, consider self-
optimisation. In an ad-hoc network the following require-
ments have to be incorporated to evaluate self-optimisation:

• Efficient and adaptive routing of packets. In a net-
work the communication packets have to be routed
from source to destination as efficiently as possible.
Therefore, self-optimisation of routes is required.

• Optimise fraction of nodes in largest network compon-
ent. At each moment in time the system has to main-
tain a network structure in which the number of nodes
that are part of the largest connected network compon-
ent is as high as possible.

• Maintaining a degree of connectivity among nodes.
Related to the previous requirement, the number of
connections that each node has to other nodes has to
reach a certain degree. Optimisation towards the (con-
figured) ideal number of connections is needed.

• Optimise when network usage load changes. Most of
the performance related requirements have to be op-
timised when the network usage load changes dynam-
ically and constantly over time.

Some other example requirements to which the evalu-
ation that follows refers are:

• Self-configure when new nodes enter or leave the net-
work. Those new nodes have to get linked to their
neighbours and be incorporated into the coordination
processes that achieve routing and connectivity.

• Self-configure when usage patterns change dramatic-
ally. In contrast to optimisation for constant changes in
the usage load, a dramatic change in the usage pattern
may require a whole reconfiguration of the network to
be able to handle this.

• Self-configure to enforce a new policy. For example,
instead of allowing nodes to use all available band-
width, a new policy could restrict the bandwidth usage
per node to 10 percent of the available bandwidth.



• Self-heal routing paths when they are destructed due
to failure of one or more nodes/connections.

• Self-heal failing re-configurations. For example, when
the introduction of a new node fails this should be an-
ticipated autonomously.

• Self-protect against denial-of-service attacks on nodes
in the network.

• Self-protect against malicious nodes. The network
should identify and exclude maliciously behaving
nodes that want to enter the network. It is possible that
such protection can be handled at a single entry point
which gives each node authorisation. However, in a
decentralised situation, such as ad-hoc networks, it is
also possible that malicious nodes can only be identi-
fied and eliminated by a coordinated defensive group-
attack of the other nodes.

• High degree of decentralisation. In ad-hoc networks,
the management control should be decentralised as
much as possible due to the high dynamics of the to-
pology and distributed nature of control information.

Finding Concrete Metrics. Metrics or measurements to
evaluate the performance of a solution are always domain
or problem specific. The reason is that an evaluation of a
system is always related to the problem specific require-
ments which is discussed earlier. As such, it is hard or
even impossible to generalise to an overall usable metric for
autonomic computing. This paper accepts this reality and
proposes to apply the domain-specific metrics and integrate
them into an evaluation and comparison approach based on
radar charts. As a consequence, multiple solutions, possibly
in multiple problem domains can be evaluated in a similar
and comparable manner. In what follows, the approach is
applied to mobile ad-hoc networks and many metrics are
specific for that problem domain.

For decentralised autonomic computing, metrics have to
capture the performance of so called macroscopic proper-
ties. With respect to that context some guidelines can be
given on what are promising metrics to look at:

• Averages: An average is in many cases a metric worth
considering for properties of the system as a whole.
Many macroscopic properties are only the average of
a local property of entities in the system. The system
is structured as a group of entities. This often implies
that measuring something of the group as a whole in-
volves integration of properties of the individual entit-
ies in a single measurement. For example, in ad-hoc
networks the degree of connectivity can be measured
by taking the average over all nodes of the number of
connections to other nodes.

• Entropy: A metric that is often used for macroscopic
properties is the so called Entropy [6]. This metric ori-
ginates from Shannon Entropy [13] in information the-
ory, and is defined as follows:

E =
−∑N

n pn · log pn

log N
(1)

where pn is the probability that state n out of all N
states occurs. The denominator log N normalises to
the range [0, 1]. An entropy close to 1 indicates equal
probabilities, close to 0 indicates a non-equal situation.
Entropy can especially be used for spatial distribution-
a-like properties. For example, consider an ad-hoc
network on unmanned air vehicles for a surveillance
system with a number of equally important regions
in space to cover. An equal spatial distribution of
the nodes (i.e. UAVs) has to be maintained between
those regions in order to cover and observe each region
equally well. In terms of an Entropy measure, for each
region there is the state that a node is in that region.
Then pn is the probability of finding a node in a region
n. E is close to 1 indicates an equal distribution, oth-
erwise E is closer to 0. In general, Entropy is useful
for properties related to a number of states with prob-
abilities and where a measure of equality or inequality
of probabilities is useful. As such, measuring how fo-
cussed a group of agents move in space can be done
by considering for each agent the different locations to
choose from as the states in the entropy. The probab-
ilities for choosing each location are considered as the
probabilities in the entropy. An entropy of 1 indicates
a random choice and 0 indicates a strong preference
for some locations.

• Distances: To measure if a self-* property is achieved,
the difference between the current state and the desired
state can be measured, i.e. a ‘distance’-metric. Con-
sider the self-* property to achieve a certain level of
performance, a specific spatial shape, or other struc-
tures. Measuring this by calculating the distance
between the current state and the desired state can be
a good metric. However, how this distance metric is
constructed remains a challenge.

3.2. Visualisation with Radar Charts

Radar charts [12, 7] (also called spider charts, polar
charts, or kiviat charts) are a form of a graph that allows
a visual comparison between several quantitative or qual-
itative aspects of a situation, or when charts are drawn for
several situations using the same axes, a visual comparison
between the situations may be made. A radar chart shows
one axis for each aspect of a situation. Close to the cen-
ter are the low values for the axis, and near the edge of the



Figure 2. Sample Radar Chart

graph the high values are located. Such charts often show a
current situation compared to some target.

In the context of software systems, a certain solution
or system can be considered as one situation and as such
a radar chart offers a graphical display of the differences
between actual and ideal performance and is useful for
defining performance and identifying strengths and weak-
nesses of different solutions. Performance can depend on
several aspects each represented in the radar chart.

For example, consider autonomic computing. If
self-healing, self-configuring, self-optimising, and self-
protecting are considered as the dimensions on which one
measures the autonomic performance of a system then a
possible radar chart could be the one shown in figure 2.
Each self-* dimension is an axis on the chart and the rat-
ing on each axis depends on how good the system is eval-
uated for that dimension. As such multiple systems can be
compared with each other as shown in figure 2: system1 is
clearly better in self-protection and self-optimisation, while
system2 is an expert in self-healing and system3 does not
do self-healing but is best at self-configuring.

There are a number of advantages of radar charts:

• They make good use of the human ability to spot sym-
metry (or rather un-symmetry). As such easy and
quick evaluation is possible.

• They are very useful when a relatively small number
of samples need to be compared and the number of
variables or factors to look at is large.

• In a gap analysis situation, the ‘desirable state’ and the
‘present state’ data can be plotted on the same chart to
demonstrate graphically the gap between them.

• In a change analysis situation, the ‘before’ and ‘after’
results can be graphically compared.

• The (numerical) scales can differ between two axes.

3.3. Evaluation Views

From the beginning of section 3 and from the discus-
sion in section 3.1 it is clear that there are different aspects
or characteristics to be included in the evaluation and com-
parison of decentralised autonomic computing systems or
solutions. Also, [1] and [11] give a number of dimensions,
issues or characteristics that are important in evaluation. To
accommodate this, this section introduces multiple evalu-
ation views, visualised by radar charts, that each capture an
evaluation of the system from a specific point of view. The
different characteristics, dimensions, and requirements de-
termine which views are useful for a system and how the
views are constructed. Domain-specific metrics are to be
used in these evaluation views. In what follows each view
is described and applied to the ad-hoc network case.

Level/Degree of Autonomy. In autonomic computing it
is important to be able to state how autonomic a system is,
i.e. the degree of autonomy [11]. There are two approaches
to evaluating how autonomic a system is:

• Coverage of Self-* Requirements. For each self-*
property such as self-healing, self-configuring, self-
protecting, and self-optimising there are a number of
related requirements (see section 3.1 for a overview in
the case of ad-hoc networks). Requirements are inde-
pendent of the solution so multiple solutions or sys-
tems can cover the requirements for a problem in dif-
ferent ways. The more self-* requirements covered,
the more autonomic the solution is. As such this im-
plies a first evaluation view shown in figure 3. The
radar charts shows that System1 achieves all self-
protecting requirements and only 25 percent of the
self-configuring requirements, while System3 achieves
75 percent of the self-configuring requirements and
self-optimising requirements and only 50 percent of
the self-protecting requirements.

• Steps towards Full Autonomic Computing. As stated
in [1], to handle partially autonomic systems an auto-
nomic computing evaluation should provide useful
metrics that can quantify the steps towards a fully
autonomic system. However, it is probably hard to
quantify the degree of autonomy. The steps towards
a fully autonomic system are typically first monitoring
autonomously, then analysing what is monitored, after
that planning of suitable actions, and finally executing



Figure 3. Coverage of Self-* Requirements

the actions autonomously (i.e. MAPE: Monitor, Ana-
lyse, Plan, Execute). Determining on what autonomic
level a system is requires a qualitative assessment of
human involvement [1].

Similar to figure 3, each self-* property is situated at a
MAPE-level. However, because there are multiple re-
quirements concerning each self-* property, it is better
to put an evaluation of each of those requirements as a
dimension on the radar chart and determine if for that
requirement the solution has reached the monitoring,
analysing, planning, or executing level. This avoids
problems such as on which level is self-configuring if
only one out of two self-configuring requirements has
reached the executing level and the other the monitor-
ing level. Figure 4 shows that system1 is more auto-
nomic than system2 and system3. System1 is already
autonomously executing actions for a number of self-*
requirements where system2 and system3 only mon-
itor, analyse, or plan. On the other hand system1 com-
pletely fails to self-protect against malicious nodes.

Performance of Autonomic Response. In any case one
can use the domain-specific performance metrics as dimen-
sions on a radar chart and as such compare different solu-
tions quantitatively with each other. For example, in ad-hoc
networks, the average throughput, the average largest com-
ponent size, and the average degree of connectivity, could
be performance measures to put on a radar chart as shown
on figure 5. Figure 5 compares the same solution for an
ad-hoc network but with different values for the communic-
ation range of the nodes. This shows that for ranges lower
than 30-35 the performance is very low and above 30-35

Figure 4. Level of AC for ad-hoc networks

the performance is good. A similar radar chart can be made
comparing different systems instead of parameter values.

Figure 5. Parameter Dependent Performance

However, with respect to autonomic computing another
kind of comparison is more interesting, shown in figure
6: the quality of the response (how well it accomplishes
the necessary adaptation) [1]. Instead of plotting different
systems on one radar chart, one can plot the performance
of one system (which is domain-specific) at three different
moments in time: before an autonomic response is started,
during the execution of the autonomic response, and after
the autonomic response has completed. As such, a sys-
tem can be evaluated based on how well it returns to the
starting performance and/or how the performance degrades
during adaptation. Also, comparing multiple of such auto-
nomic performance views of different systems is possible.
For example, figure 6 shows that system 1 and 2 almost



equally adapt their performance back to the situation before
the change. But system 2 is better in maintaining the per-
formance as much as possible during the adaptation.

Figure 6. Autonomic Response Performance

Cost of Autonomic Response. Autonomic computing
also demands extra resources to support the autonomic re-
sponses of the system. Calculating this overhead of ex-
tra autonomic activity is the cost of autonomic computing
[11, 1]. There are a number of cost-related metrics such
as business cost, i.e. savings on administrator personnel;
or overhead cost, i.e. cost of extra autonomic activity inside
the system (cpu usage, storage, ...). Again, it depends on the
problem domain what is considered a “cost” in the system.

The cost view on evaluating autonomic computing can
be a radar chart such as the one shown in figure 4 except
there are no MAPE-levels on the axes but for each require-
ment the value of a metric that calculates the total cost of
achieving that requirement autonomously is plotted. An-
other possibility is to use the cost metrics themselves as
dimensions or axes on the radar chart as shown in figure
7. Each axis depicts the extra percentage needed (or saved
in the case of personnel savings) compared to the same sys-
tem without the autonomic capabilities. Especially the extra
bandwidth cost is interesting for decentralised autonomic
computing because achieving something in a decentralised
way requires overhead in the form of coordination and thus
information exchange and bandwidth usage.

Speed of Autonomic Response. Another evaluation view
considers how fast the system adapts, i.e. the speed of the
system’s autonomic response. Figure 8 shows different time
measurements that are interesting to look at:

• Time to adapt [11]: time taken between identification
that a change is required until the change has been ef-
fected safely and the system moves to a ready state.

• Reaction time [11]: time between when an environ-
mental element has changed and the system recognises
that change, decides on what reconfiguration is neces-
sary and gets ready to adapt.

Figure 7. Cost of Autonomic Response

• Stabilisation Time: time between when the system
starts adaptation and the moment where the system is
back in a ready state or in other words a stable state
as envisioned by the adaptation. Note that in decent-
ralised systems an adaptation often has to propagate
through the system to a large part of the autonomous
entities before one can speak of a ready state.

Figure 8. Different Time or Speed Measures

Again, a radar chart can be made with the self-* re-
quirements as axes (similar to figure 4) and one of the time
measurements then supplies the values on the axes. Or the
time measurements can be considered as axes themselves
and as such a radar chart can be given for each self-* re-
quirement comparing multiple systems, e.g. figure 9: for
re-configuring autonomously when a new node is added
System2 needs less time to adapt and stabilise but takes
longer before it reacts to a change compared with System1
and System3. A radar chart for each system comparing the
times for multiple self-* requirements is also possible.



Figure 9. Speed of Autonomic Response

Sensitivity to Changes. A long reaction time, as men-
tioned earlier, is not necessarily worse. If a system reacts
to fast to a change, meaning it is highly sensitive to such
changes in its environment, it can potentially cause the sys-
tem to be constantly changing configuration (oscillating)
and not getting on with the job it has been assigned [11]. In
decentralised autonomic computing it is important to note
that a single entity in the system can react very fast but the
group as a whole may react very slow or even not at all. As
such, a system is considered to react only if the group as a
whole gets ready to coordinate an adaptation.

Constructing a radar chart where there is an axis or di-
mension for each possible change in the system and on
which the reaction time for that change is plotted allows
to evaluate the sensitivity of a system to changes in more
detail. An example is shown in figure 10. Note that reac-
tion time may not be the best measure of sensitivity. Other
measures can be used in figure 10 as well. The figure shows
that System1 is very sensitive to all changes in the network
which might imply that it is not working properly because
it is constantly reconfiguring itself. On the other hand, Sys-
tem2 is very insensitive which might imply that it reacts
too late on changes. The intermediate solution of System3
might be the better one because it waits just long enough to
allow a change to disappear automatically before starting an
adaptation. As such, the system oscillates less often.

Degree of Decentralisation of Autonomic Response. As
stated in [11], the granularity of the autonomic response
is an important issue when comparing autonomic systems
and especially when comparing decentralised autonomic
systems. In other words, the degree of decentralisation of
the autonomic control is important. Fine-grained compon-
ents with specific adaptation rules (i.e. decentralised con-
trol) will be highly flexible and perhaps adapt to situations

Figure 10. Sensitivity to Changes

better, although this may cause more overhead in terms of
the global system (especially coordination overhead). On
the other hand, ticker-grained components do not have this
overhead but due to the centralisation of control it can be
less flexible, robust (single point of failure) and scalable.
As such in decentralised autonomic computing it is import-
ant to know to what degree a system is controlled locally in
an decentralised way or globally by a central controller.

Figure 11. Degree of Decentraliation

Figure 11 shows an evaluation view that evaluates this.
Each self-* requirement is typically achieved by a differ-
ent control approach and therefore they are a different axis
on the radar chart. System1 is clearly a fully decentralised
solution for all requirements. Which is in strong contrast
with System3 using almost complete central control. Sys-
tem2 has centrally solved properties, some are solved de-
centralised, and some employ a hybrid/hierarchical form of
control. Decentralisation is hard to capture quantitatively.



Therefore a qualitative assessment of the system determines
its position on the decentralisation scale.

4. Discussion and Open Issues

As the previous sections show the semantically very dif-
ferent evaluation views are represented by one charting ap-
proach, i.e. radar charts. As such, radar charts are a very
flexible way of visualising an evaluation of multiple proper-
ties for multiple systems, multiple domain-specific metrics,
multiple conditions (e.g. parameter values), etc in decent-
ralised autonomic computing. However, there are a num-
ber of open issues. First of all, in many of the proposed
evaluation views there are still concrete measurements to
be found. However, this will always be the case because, as
mentioned before, in our opinion measurements of perform-
ance will always be domain-specific and as such no general
and usable metrics exist. As shown, radar charts allow to
use those measurements as an integral part of a more general
evaluation approach. A second issue or remark is that not all
possible evaluation views are given here. More are possible
due to the flexibility of the radar chart approach. As such,
everyone can adapt this approach to suit their evaluation or
comparison task. And finally, a third open issue concerns
a quantitative metric or measurement that states how auto-
nomic a system is. To get a global metric on how auto-
nomic a system is, the challenge is to synthesise multiple
sub-metrics into an overall measure of autonomicity, and
calibrate scores across different systems [1]. Considering a
more general evaluation view (e.g. degree of autonomy) and
calculating the size of the surface between the lines plotted
for each system is a possibility. But even then a lot of other
characteristics are not captured in this metric. In our opin-
ion it is infeasible to find an overall metric. Such a metric
would be less expressive compared to a detailed evaluation
with different evaluation views.

5. Conclusion

In autonomic computing, as in any other domain, it is
important to be able to evaluate and compare different solu-
tions thoroughly. However, today there is no common and
generally usable way to achieve this. Especially because
metrics are always domain-specific and related to the re-
quirements of the system. An approach to evaluate and
compare (decentralised) autonomic computing systems by
visualisation via radar charts is proposed.

Using a visualisation in different evaluation views that
each capture an important aspect of decentralised auto-
nomic computing allows easy comparison of multiple sys-
tems, for multiple requirements, with multiple metrics, and
from multiple points of view. Evaluation views for the de-
gree of autonomy, the performance, the cost, the speed, the

sensitivity of the autonomic response, and degree of decent-
ralisation are described in detail. However, concrete meas-
urements still have to be found for each application domain
in which decentralised autonomic computing is applied.
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