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Abstract

We present a method for generating well-distributed point ac-

cording to a given density. Our method is based on a single pre-

computed tile. The tile is both self-similar and hierarchical. A self-

similar tile allows to increase the density of points in large steps

by recursively subdividing the tile. A hierarchical tile allows to

smoothly adjust the density of points. We present an interesting

method to construct a self-similar point distribution, we show how

to construct a well-distributed self-similar point distribution, and

how to make a point distribution hierarchical. Our method is ca-

pable of generating well-distributed point sets in real time, using

an algorithm that is easy to implement. However, because only a

single tile is used, noticeable periodicity is introduced in the gener-

ated point distributions. Therefore, our method is somewhat better

suited for applications that do not require point distributions with

a high visual quality, such as sampling.
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Abstract

We present a method for generating well-distributed point according to a given density. Our method is based on

a single precomputed tile. The tile is both self-similar and hierarchical. A self-similar tile allows to increase the

density of points in large steps by recursively subdividing the tile. A hierarchical tile allows to smoothly adjust

the density of points. We present an interesting method to construct a self-similar point distribution, we show how

to construct a well-distributed self-similar point distribution, and how to make a point distribution hierarchical.

Our method is capable of generating well-distributed point sets in real time, using an algorithm that is easy

to implement. However, because only a single tile is used, noticeable periodicity is introduced in the generated

point distributions. Therefore, our method is somewhat better suited for applications that do not require point

distributions with a high visual quality, such as sampling.

Categories and Subject Descriptors (according to ACM CCS): I.3.3 [Computer Graphics]: Picture/Image Generation

1. Introduction

Well-distributed point sets are an essential ingredient of

many applications in computer graphics, such as sampling,

half-toning, procedural modeling and non-photo-realistic

rendering. Over the years, several methods for generating

well-distributed point sets have been proposed. However, de-

veloping a method for generating well-distributed point sets

for real-time applications remains a challenge.

In this paper we present a real-time method for generat-

ing well-distributed point sets according to a given density.

The method uses a single precomputed tile that is both self-

similar and hierarchical. The property of self-similarity al-

lows to increase the point density in large steps by recur-

sively subdividing the tile. A hierarchical point distribution

allows to smoothly adjust the density of points. Combined,

these two properties enable a simple and efficient algorithm

for generating varying-density point distributions. We illus-

trate the new method with two applications: point stippling

and environment map sampling.

Our method is capable of generating well-distributed
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(a) (b)

Figure 1: (a) A tile containing a self-similar point distribu-

tion. (b) A version of the tile scaled-down by a factor of two

is superimposed on each quadrant. The points of the original

tile are circled.

point sets in real time. However, because only a single tile

is used, noticeable periodicity is introduced in the generated

point distributions. Therefore, our method is somewhat bet-

ter suited for applications that do not require point distribu-

tions with a high visual quality, such as sampling.
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Figure 2: (a) A tile containing a hierarchical well-distributed point set. (b) A rank is assigned to each point. (c-f) The first 4, 8,

12 and 16 points of the tile.

2. Related Work

One of the most well-known well-distributed point sets is

the Poisson disk distribution, which was introduced in com-

puter graphics to solve the aliasing problem [DW85, Coo86,

Mit87].

Poisson disk distributions are traditionally generated us-

ing an expensive dart-throwing method [Coo86]. Faster

methods that generate approximate Poisson disk distribu-

tions were proposed by various authors [DW85,Mit91]. Mc-

Cool and Fiume [MF92] presented a method to generate hi-

erarchical Poisson disk distributions and introduced Lloyd’s

relaxation scheme to construct high-quality Poisson disk dis-

tributions.

Recently, efficient data structures enabling real-time im-

plementations of the dart throwing algorithm were proposed

[Jon06, DH06].

Already in 1985, Dippé and Wold [DW85] suggested to

use tile-based methods for efficiently generating Poisson

disk distributions. Since then, several tile-based methods

were proposed [SCM00,HDK01,CSHD03,LD05a,LD05b].

Most of them use Wang tiles [Wan61,Wan65,GS86], square

tiles with colored edges.

Tile-based methods are also used to generate Poisson disk

distributions according to a given density. Ostromoukhov et

al. [ODJ04] presented an interesting approach based on the

Penrose tiles [GS86] and precomputed relaxation vectors.

Kopf et al. [KCODL06] recently proposed a technique based

on recursive Wang tiles.

Other important well-distributed point sets are determinis-

tic sequences used in quasi-Monte Carlo integration [Nie92]

and in lattice methods [SJ94]. The accuracy of integration

methods based on these deterministic sequences increases

faster than that of the Monte Carlo method. However, the

point sets appear to be more structured and less random, and

therefore do not have such a high visual quality as Poisson

disk distributions.

3. Overview

A well-distributed point set is a point set in which the points

are not too close together. This property can be specified

more exactly using different criteria, such as the Poisson disk

radius or discrepancy.

A tile containing a point distribution is self-similar if the

point distribution obtained by superimposing a scaled-down

version of the tile on any of the quadrants of the tile is a

scaled-down version of the point distribution in the tile. Fig-

ure 1 shows an example of a self-similar tile. Note that in

each quadrant all points overlap a point of the scaled-down

version of the tile.

A tile containing a well-distributed sequence of points

is hierarchical (progressive) if the first points in the se-

quence form a well-distributed point set, for any number of

points. In a tile containing N points, each point is assigned a

rank i in 0 . . .N− 1 such that the first i points form a well-

distributed point set, for any i in 0 . . .N− 1. Figure 2 shows

an example of a hierarchical tile. Note that the point distribu-

tion is also toroidal. This ensures that the point distributions

obtained by tiling are still well-distributed.

A tile with both properties can be used to efficiently gen-

erate well-distributed point sets according to a given den-

sity. Self-similarity allows to adjust the density of points

with large steps (a factor of four) by subdividing the tile.

A hierarchical distribution allows the use of thresholding for

smoothly adjusting the density of points. A point is included

based on it’s rank and the density at that point. The process

of thresholding is also used in stochastic screen half toning

for electronic imaging devices [MP91].

The remainder of this paper is structured as follows. In

section 4 we present a method for constructing a self-similar

tile. Section 5 shows how to construct a self-similar tile with

well-distributed points. In section 6 we show how to make

the tile hierarchical. Section 7 presents results and a discus-

sion of our method. In section 8 we conclude.

4. Constructing a Self-Similar Tile

For each point in a self-similar tile, there is an other point

in the tile that, when the tile is scaled down and put in the

appropriate quadrant, will overlap the point. This property

can be used to construct a self-similar tile.

Without loss of generality, assume that the domain of the
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Figure 3: A plot of f .

tile is [0,1[×[0,1[. Suppose the tile is constructed starting

with a single point (x,y). Due to the above property, a second

point



















(2x,2y) if 0≤ x <
1
2 and 0≤ y <

1
2

(2x,2y−1) if 0≤ x <
1
2 and 1

2 ≤ y < 1

(2x−1,2y) if 1
2 ≤ x < 1 and 0≤ y <

1
2

(2x−1,2y−1) if 1
2 ≤ x < 1 and 1

2 ≤ y < 1

(1)

must be added. Or, more compactly, whenever a point (x,y)
is added to the tile, the point ( f (x), f (y)), with

f (x) =

{

2x if 0≤ x <
1
2

2x−1 if 1
2 ≤ x < 1

, (2)

must also be added. The function f is shown in figure 3.

However, now a third point ( f ( f (x)), f ( f (y))) must be

added as well. In order to generate a tile with N points, the

(N + 1)th point ( f (N)(x), f (N)(y)) must be equal to the first

point (x,y). Here f (N) is used to denote N applications of

the function f . In other words, x and y are fixed points of the

function f (N).

The function f (N) is a piecewise linear function, given by

f
(N)(x) =

{

2Nx− i if i
2N ≤ x <

i+1
2N , for i = 0 . . .2

N
−1.

(3)

The function f (3) is shown in figure 4. The 2N
− 1 fixed

points of f (N) are given by

i

2N −1
, for i = 0 . . .2

N
−2. (4)

Note that 1 is not counted as a fixed point because the do-

main of f is [0,1[.

Thus, a self-similar tile counting N points can be con-

structed by choosing two arbitrary fixed points x and y of

the function f (N) and forming the deterministic sequence

{

( f
(i)(x), f

(i)(y))
}N−1

i=0
. (5)

1

0

17/86/85/84/83/82/81/80

Figure 4: A plot of f (3). The fixed points of f (3) are indi-

cated.

It is interesting to note that the criterion of self-similarity

results in a deterministic point sequence. Besides the choice

of fixed points, no degrees of freedom are left.

The tile shown in figure 1 counts 16 points and was gen-

erated using the fixed points with index 14217 and 2895.

5. Constructing a Well-Distributed Self-Similar Tile

The points of a self-similar tile are in general not well-

distributed. However, for a given number of points per tile N,

there are a lot of self-similar tiles, and it is relatively easy to

construct them. Therefore, instead of explicitly constructing

a well-distributed self-similar tile, we construct self-similar

tiles and check if the points are well-distributed.

No matter which criterion is used to determine whether a

set of points is well-distributed, it is reasonable to assume

that each quadrant of the tile should contain an equal num-

ber of points. Note that this limits the number of points per

tile N to multiples of 4. From the previous section, remem-

ber that a tile is constructed by combining two sequences
{

f (i)(x)
}N−1

i=0
and

{

f (i)(y)
}N−1

i=0
, with x and y fixed points

of f (N). A sequence is balanced if it contains as many ele-

ments in [0,
1
2 [ as in [ 1

2 ,1[. A tile is balanced if each quad-

rant contains an equal amount points. Only two balanced se-

quences can produce a balanced tile (but not every combina-

tion of two balanced sequences results in a balanced tile).

The algorithm to construct a well-distributed self-similar

tile counting N points iterates over all fixed points x of f (N).

The algorithm constructs the sequence
{

f (i)(x)
}N−1

i=0
and

checks whether it is balanced. If the sequence is balanced,

the algorithm iterates over all fixed points y of f (N), and

constructs the sequence
{

f (i)(y)
}N−1

i=0
. If this sequence is

also balanced, then the tile is constructed and the algorithm

submitted to COMPUTER GRAPHICS Forum (8/2006).
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Figure 5: Primitive distribution for illustration. Well-distributed point sets of 44202 points, 44775 points, 41709 points and

37997 points were generated with the method proposed in this paper. All point sets were produced in approximately 80 ms. Note

the periodicity in regions of constant density. Use the zoom feature of your PDF viewer to see the individual points.

Figure 6: Primitive distribution for illustration. Well-distributed point sets of 38714 points, 30583 points, 28291 points and

36809 points were generated with the method proposed in this paper. All point sets were produced in approximately 80 ms. Note

the periodicity in regions of constant density. Use the zoom feature of your PDF viewer to see the individual points.

submitted to COMPUTER GRAPHICS Forum (8/2006).



Ares Lagae & Philip Dutré / Generating Well-Distributed Point Sets with a Self-Similar Hierarchical Tile 5

(a) Grace Cathedral, San Francisco (b) St. Peter’s Basilica, Rome

(c) The Uffizi Gallery, Florence (d) Galileo’s Tomb, Santa Croce, Florence

Figure 7: Environment map sampling. Well-distributed point sets of (a) 8234 points, (b) 12636 points, (c) 10606 points and (d)

34299 points were generated with the method proposed in this paper. All point sets were produced in approximately 30 ms. Note

the periodicity in regions of constant density. Use the zoom feature of your PDF viewer to see the individual points.
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checks if the tile is balanced. Note that up to this point, the

algorithm can be implemented using integer arithmetic only.

If the tile is balanced, a criterion is evaluated that determines

how well the points are distributed. In our implementation

we use the relative Poisson disk radius [LD05a] to determine

the quality of a point distribution, although other measures

can also be used.

The time needed to construct and evaluate all 16-point

tiles is about 8 minutes on a regular desktop computer. The

best tile has a relative radius of 0.6966, but is very symmet-

ric. The second-best tile, with a relative radius of 0.6528, is

shown in figure 1. Approximately 19.64% of the 16-point

sequences is balanced.

The time needed to construct and evaluate all 20-point

tiles is about three and a half day. The best tiles have a

relative radius of 0.8324, 0.7141 and 0.6713, but again are

very symmetric. The fourth-best tile, with a relative radius of

0.6588, is not symmetric. Approximately 17.62% of the 20-

point sequences is balanced. For 24 and 32 points, respec-

tively 16.12% and 14.00% of the sequences is balanced.

The running times illustrate that this algorithm is only

practical for a small number of points per tile. However,

a low number of points per tile seems to be sufficient

[HDK01, LD05a, LD05b]. Moreover, there is still room for

improvement. It is not necessary to construct all the tiles, and

the algorithm does not take into account symmetry. For ex-

ample, the fact that cyclic permutations of sequences result

in the same tile is not exploited.

6. Making the Tile Hierarchical

Although methods for generating hierarchical point sets ex-

ist [MF92], is it also possible to assign a rank to each point

after the point distribution has been generated.

We use the following algorithm. An arbitrary point is as-

signed rank 0. The next rank is assigned to the point that,

when added to the point distribution, results in the most well-

distributed point set, according to the criterion used in the

previous section. Although this algorithm is greedy, it works

well. Figure 2 shows an ordering computed using this algo-

rithm.

Note that a self-similar hierarchical tile can be represented

very compactly using the indices of the two fixed points and

the permutation corresponding to the hierarchical sorting.

7. Results and Discussion

Once a self-similar well-distributed hierarchical tile is con-

structed, generating well-distributed point sets according to

a given density sets can be done in real time, using the algo-

rithm discussed in section 3. Example code of the algorithm

is shown in figure 8. The algorithm is simple and easy to

1 const double tile[16][2] =

2 {

3   {0.21693751, 0.04417487}, {0.60846876, 0.52208743},

4   {0.07200732, 0.61753262}, {0.57605859, 0.94026093},

5   {0.86775006, 0.17669947}, {0.88400092, 0.82719158},

6   {0.30423438, 0.76104372}, {0.28802930, 0.47013046},

7   {0.94200046, 0.41359579}, {0.53600366, 0.30876631},

8   {0.76800183, 0.65438315}, {0.43387503, 0.08834974},

9   {0.73550011, 0.35339895}, {0.14401465, 0.23506523},

10   {0.15211719, 0.88052186}, {0.47100023, 0.70679789}

11 };

12

13 const double scale = 1000;

14

15 void place_points(double x_begin, double x_end,

16                   double y_begin, double y_end)

17 {

18   double area = (x_end - x_begin) * (y_end - y_begin);

19   double max_density = 1.0 / area;

20   double min_density = max_density / 4.0;

21   bool subdivide = false;

22   for (int rank = 0; rank < 16; ++rank) {

23     double x = x_begin + (tile[rank][0] * (x_end - x_begin));

24     double y = y_begin + (tile[rank][1] * (y_end - y_begin));

25     double density = scale * evaluate_density(x, y);

26     double treshold_density = min_density

27       + (((rank + 0.5) / 16) * (max_density - min_density));

28     if (density > treshold_density) {

29       // place point at (x,y)

30     }

31     if (density > max_density) {

32       subdivide = true;

33     }

34   }

35   if (subdivide) {

36     double x_mid = (x_begin + x_end) / 2.0;

37     double y_mid = (y_begin + y_end) / 2.0;

38     place_points(x_mid, x_end, y_mid, y_end);

39     place_points(x_begin, x_mid, y_mid, y_end);

40     place_points(x_begin, x_mid, y_begin, y_mid);

41     place_points(x_mid, x_end, y_begin, y_mid);

42   }

43 }

44

45 int main(int argc, char* argv[])

46 {

47   place_points(0.0, 1.0, 0.0, 1.0);

48 }

Figure 8: Example code of the algorithm. The variable scale

controls the number of points in the final distribution.

implement. It consists of only about 30 lines of code. Well-

distributed point sets are an essential ingredient of many ap-

plications in computer graphics, such as half toning, sam-

pling and non-photo-realistic rendering. Figures 5, 6 and 7

show several examples obtained with our technique. These

results were generated with the example code shown in fig-

ure 8.

A disadvantage of the method described in this paper is

that only a single tile is used. This results in noticeable pe-

riodicity, especially in regions of constant density. There-

fore, our technique is better suited for applications that do

not require point sets with a high visual quality, such as en-

vironment map sampling. This problem could be solved by

constructing multiple compatible tiles, performing Lloyd’s

relaxation after the point set has been generated, or storing

precomputed relaxation vectors [ODJ04].

Concurrently with this work, Kopf et al. [KCODL06]

have developed a method for generating point sets with blue

noise properties in real time. Their work is also based on tiles

that are self-similar and progressive, but the method for con-

structing the tiles is very different from the method discussed
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in this paper. Kopf et al. generate Poisson disk distributions

rather than deterministic sequences, and the generated point

sets are not periodic because multiple tiles are used.

Note that there are several possible variations on the con-

struction method presented in this paper. A 16-point well-

distributed self-similar tile could for example also be con-

structed by combining four well-distributed 4-point tiles and

checking if the resulting tile is still well-distributed. Three-

way subdivision could be used instead of two-way subdivi-

sion. Also, point distributions in three or more dimensions

could be generated.

8. Conclusion and Future Work

In this paper we have presented a method for generating

well-distributed point sets using a single self-similar hier-

archical tile. The method is capable of generating well-

distributed point sets according to a given density in real

time, using a simple algorithm. However, using only a sin-

gle tile results in noticeable periodicity in the generated

point distributions, especially in regions of constant density.

Therefore, our method is better suited for applications that

do not require point distributions with a high visual quality.

In future work we would like to develop similar methods

for constructing a set of self-similar hierarchical tiles, rather

than a single tile, in order to eliminate periodicity in the gen-

erated point sets. The method for constructing a self-similar

tile seems to be related to the construction of quasi-random

sequences and embedded lattice rules. It would be interest-

ing to further investigate possibilities in this area.
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Appendix A: A 16-Point Self-Similar Hierarchical Tile

rank coordinates coordinates

(rational numbers) (floating point numbers)

0 (14217,2895) (0.21693751,0.04417487)
1 (39876,34215) (0.60846876,0.52208743)
2 (4719,40470) (0.07200732,0.61753262)
3 (37752,61620) (0.57605859,0.94026093)
4 (56868,11580) (0.86775006,0.17669947)
5 (57933,54210) (0.88400092,0.82719158)
6 (19938,49875) (0.30423438,0.76104372)
7 (18876,30810) (0.28802930,0.47013046)
8 (61734,27105) (0.94200046,0.41359579)
9 (35127,20235) (0.53600366,0.30876631)
10 (50331,42885) (0.76800183,0.65438315)
11 (28434,5790) (0.43387503,0.08834974)
12 (48201,23160) (0.73550011,0.35339895)
13 (9438,15405) (0.14401465,0.23506523)
14 (9969,57705) (0.15211719,0.88052186)
15 (30867,46320) (0.47100023,0.70679789)

Table 1: The coordinates of the points of the 16-point self-

similar hierarchical tile of figure 2, obtained by hierarchi-

cally sorting the sequence produced by the fixed points with

index 14217 and 2895. The nominator of the rational num-

bers is 65535 (216
−1).
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